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The INPUT Consortium consists of:
CONSORZIO NAZIONALE INTERUNIVERSITARIO PER LE TELECOMUNICAZIONI,
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1 Executive Summary
The essential objective that the INPUT Project has pursued throughout its lifetime is the
design of a novel infrastructure able to provide computing and storage capabilities closer to the
user in order to reduce latency and enable services otherwise unsustainable. The activities that
have been carried out to this goal, and that are summarized in this document, show not only
the suitability of the INPUT platform to support Future Internet personal cloud services, but
also how its level of flexibility has allowed our framework to embrace the emerging concepts,
technologies, and paradigms arising in Edge and Fog Computing, as well as in neighbouring
(and highly related) areas, such as Network Functions Virtualisation (NFV) and 5G mobile
networks.
This Deliverable report entitled “Validation and benchmarking of individual and integrated
(network wide) INPUT technologies” closes the activities of the Task T4.4 by evaluating and
validating the integrated INPUT framework. This document presents the physical and logical
characteristics of the final demonstrator along with the proof of concept implementations of
the identified use case scenarios, and highlights the integration and related benchmarking
evaluation of the complete INPUT platform, including the data plane, control plane and
interfaces developed within WP2 and WP3 and the use cases brought forth in the WP4
activities. Along with the benchmarking of the platform related to the functional and interactive
aspects of the final prototypes, in this document we further aim at examining how the broader
challenges and objectives addressed by the Project have been tackled in the context of the
current technological ecosystem and in the near future perspective.
The test results related to the INPUT platform performance (see Sections 4 and 5) and to its
integration to host the use case application(see Sections 6 and 7) validate the achievement of
the objectives related to the framework that had been identified in the Project Proposal. The
design and development of the INPUT platform and of the use case application prototypes
(namely, “Virtualization of existing End-User Electronic Devices” and “Virtualization of IoT
Services in a Home Management System: Virtual Collector Device”) has been finalized in all
aspects regarding the platform architecture and the behaviour of the integrated environment,
which can be seen in the demo sessions that have been produced as described in the D4.5
report.
Regarding the KPIs addressed in the Proposal and reported in Table 7, it should be noted that
a direct validation of such broad objectives cannot be provided in a straightforward fashion, as
their achievement strictly depend on external factors concerning the overall telecom
infrastructure in which the INPUT platform is deployed and the implementation of the services,
made by the providers, the platform has to deal with. However, a breakdown of how the correct
deployment of the platform will be provided in Section 8, and will take into account a number
of studies that have been performed to analyse the impact of the overall ecosystem and
determine how the INPUT solutions can offer quantitative scalability to sustain the desired
objectives when dealing with the proper context.
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2 Introduction
This deliverable report describes the outcomes of Task T4.4, titled “Integration and
Demonstration”, which have been carried out to the goal of finalizing the INPUT demonstrator.
Regarding the integration aspects, activities have focused, on the one hand, on the application
of the final results achieved in WP2 and WP3 to complete the INPUT platform and, on the other
hand, on the fine tuning needed to integrate the proof-of-concept implementation of the use
cases developed within WP4 activities.
The demonstration aspects regard the definition of the demo sessions and related
benchmarking to the goal of showcasing the performance of the developed framework
throughout the whole lifecycle of the personal services. Mobility aspects have been taken into
account as well.

2.1 Deliverable Structure
This report focuses on the evaluation and validation of the integrated INPUT framework, and
covers performance and integration aspects related to both the INPUT platform and the proofof-concept implementation of the use cases.
After the Executive Summary (Section 1) and the Introduction (Section 2), the deliverable is
structured as follows:
Section 3 provides a description of the INPUT demonstrator, including the testbed physical
architecture and the integration of the latest features developed in the final activities of WP2
and WP3.
Sections 4 and 5 describe the evaluation of the INPUT platform control and data plane,
respectively. In these sections, attention has been focused on how features developed in WP2
and WP3 activities perform in the context of the final, integrated demonstrator.
Sections 6 and 7 regard the benchmarking evaluation of the two use cases While their
standalone performance has been discussed in the previous deliverable report, in these
sections their behaviour is validated in their integrated implementation on the INPUT platform.
Section 8 addresses the objectives that the INPUT consortium had set in the proposal and
discusses the achievement of the targeted KPIs reported in Table 7.
Finally, conclusions are drawn in Section 9.
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3 Description of the INPUT Demonstrator
As mentioned in the D4.2 report [1], the architecture proposed by the INPUT Project, and
presented in the demonstrator, embraces an edge telecommunication network infrastructure
with full and state-of-the-art technological convergence of mobile and wireline access with the
softwarization of network services based on NFV and SDN technologies.
The demo testbed architecture has been designed to the goal of showcasing the project’s main
achievements by presenting the integration of the two use cases in the domestic environment
and in mobility. As can be seen in Figure 1, the testbed mimics the presence of the user home
and of the network infrastructure, including both the radio access network (RAN) and edge
portions.
We consider a single user owning a smartphone and a mobile sensor, along with a smart TV
and a number of sensors and actuators located in his home and connected to the edge network
via a Wi-Fi access point. The RAN is composed of three 4G base stations with the related
eNodeBs running on Intel mini PCs, and are connected to the Evolved Packet Core (EPC) by
means of a GTP tunnel.
The edge network is composed of four points of presence (PoPs) in the Central Offices
attached among themselves and to the network by means of four logical OpenFlow Switches
obtained by partitioning the data-path of one physical OF switch, as shown in Figure 2. Another
switch is partitioned in the same fashion to connect the end-users with the telco’s Points of
Presence. The central offices host the computing and storage facilities needed to terminate the
user traffic and run the personal services and virtualized network functions. The logical
switches are set up through the OF-CONFIG protocol and realized by partitioning the data-path
of two Pica8 Pronto 3290 [2].

Figure 1. The demo physical testbed.
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Figure 2. The demo logical demonstrator, including the partitioning of the two physical switches into
eight logical switches.

Along with the switches partitioning scheme, Figure 2 also presents the logical architecture
of the demonstrator. The control plane NS-MAN and NS-OS functionalities, whose final design
as exploited in the demo is described in the D4.5 report, are provided by the OpenVolcano
StratoV building block and by the Ericsson Network Manager (ENM), respectively. Both of them
are located in two separate servers and connected to the control ports of the Pronto switch
providing the interconnectivity among PoPs.
In particular, in addition to the integration activities documented in the deliverable D4.2 in
the task T4.4 we integrated in OpenVolcano the new consolidation/orchestration criteria
designed in the context of task T2.4 and described in the D2.3 report [3].
Regarding the extensions in the Ericsson Network Manager, to optimize the resource
allocation of Service_Apps and Net_Functions, the network/servers usage and improve the
perceived QoS/QoE, the NS-MAN collects network data according to the crucial KPI as Energy
Consumption of Infrastructure and Devices, Network resource utilization, Computing resource
utilization, Failures Rate and so on. Coming in particular to the INPUT demo test bed, we
developed a REST interface showed in Figure 3 to enable NS-MAN to retrieve KPI monitored by
the NS-OS, the demonstration is focused on: CPU load and Memory usage of the micro/pico
datacenters deployed in the INPUT experimental test bed.
In particular, the NS-MAN consumes the collected data received from the REST interface to
feed its lightweight prediction tool described in [4]. The prediction method utilizes the
regularly time spaced KPI as time series that are decomposed with multiplicative seasonality
components (see Figure 4). As detailed in [4], the multiplicative decomposition is very suitable
for the “aggregated” nature of networks and NFV related key performance indexes like links
and RAM utilizations and has been largely adopted in other sectors (e.g. in economics).
(1)

(2)

Starting from the identified seasonalities profiles (e.g., 𝑆𝑡 and 𝑆𝑡 in Figure 5) and a fitted
ARIMA model on the trend component 𝑇𝑡 in Figure 5, the prediction method produces the
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Figure 3. The REST interface interconnecting the NS-MAN with the NS-OS.

Figure 4. Example of repetitive KPI with daily and weekly seasonalities.

forecasting values and related predictions intervals. In particular, in the INPUT demonstration
we will apply the weights’ assignment policy in Figure 6. In this policies the NS-MAN fosters the
placement algorithms to prefer datacenters that will be loaded for 20%-40% with respect to
the lowest utilized ones (<20%), in order to facilitate their maintenance or to switch off more
servers and the weight W it is increased for utilization higher than the 40% to avoid congestion.
These weights are then elaborated by the NS-OS for ranking the datacenters and choosing the
optimal one for hosting the services. This elaboration is performed in order to also taking into
account of the mobility of the end-users as detailed in [3].
Regarding the data plane, an instance of the OpenVolcano Caldera building block, as
described in the Annex C of the D3.1 report [5], is available in each PoP along with the NAT VNF
of the Virtual Home Gateway (VHG). It is worth recalling that such VNFs are not migrated,
because their implementation as multi-context processes (see D3.2 [6]) allows to move only
the dynamic state of a specific user. On the other hand, the user interface of the home gateway,
along with the Service_Apps of a user’s subscripted services, are initially located in the PoP
closer to the user’s home. Moreover, a NetFPGA 10G board is available in one of the PoPs as
physical network function made available for additional security support. This addition to the
testbed will be described in Section 5.
Finally, for the LTE connectivity, the eNodeBs and the EPC are realized using the Amarisoft
software [7]. In detail, the AMARI LTE 100 software suite has been integrated in our testbed
and made compatible with the two VNFs developed for data- and control-plane integration with
4G NFV-compliant mobile networks, namely the UE Mobility Monitoring VNF and the Dataplane bypass VNF, that have been described in the D3.3 report [8].
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Figure 5. Example of the upper time series decomposition.

Figure 6. Policy driven Weight calculation.

4 Evaluation of Finalized Control Plane Design
This section reports an evaluation of the OpenVolcano control plane and provides a
description of the additions to the finalized testbed. In detail, Section 4.1 presents the response
times of the system upon a number of events, while 4.3 evaluates the consolidation capabilities
and 4.3covers the final design and the evaluation of a number of algorithms studied for service
functions chain placement.
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4.1 Benchmarking of StratoV Computation Times
We consider the activities performed within StratoV upon subscription of a new user,
subscription of a user to a new service, and migration of a user. The network topology
corresponds to the one described in the D4.5 report [9], and the OpenVolcano architecture is
the same as finalised in the D3.3 report. Although these events are quite heterogeneous, the
communication among StratoV elements follows almost the exact same steps, as reported in
Figure 7.
The detection of two timestamps has been added to the OpenVolcano code in order to have a
quantitative idea of the time between receiving the notification of a new event and performing
all the steps needed to achieve a new configuration. The timestamp on Conduit is taken when
the whole placement is completed end excludes the actual boot of the VMs, while an additional,
intermediate timestamp is taken on Vent and represents the computation time for the
placement of the VMs composing the personal services or the Virtual Home Gateway (VHG).

4.1.1 Service Subscription Workflow
When a new user subscribes for the first time to a service and has finished configuring his/her
preferences through the user web interface, the following steps, as shown in Figure 7, occur
inside StratoV:
1) Pyroclast communicates to Conduit that a new user has finished the subscription
2) Conduit requests to Vent the placement of the centers and VHG
3) Vent replies with the addresses of the placed centers and VHG
4) Conduit forwards this information to Crater
5) Crater replies with the related OF rules
6) Conduit sends the new OF rules to Magma and the new placement to Lava.
Pyroclast

UE Mobility
VNF
1b)

1a)

Timestamp on Vent

2)

Vent

3)

Conduit
5)

Crater
4)
6b)

6a)

Magma

Lava
Abstraction Layer

Timestamp on Conduit

Figure 7. Communication among control plane elements.
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The steps followed in the case of a service added to an existing subscription are the same
except for the placement operation, which in this case involves the VMs composing the chain
instead of the user’s centers and VHG. Furthermore, in the presence of a user migration, the
initial communication triggering the configurations’ update comes from the UE mobility
management VNF (described in the D3.3 report) instead of Pyroclast, and the new placement
of centers, VMs and VHG is computed only if needed, that is if the proximity constraints require
that they are moved closer to the user.

4.1.2 Test Results
A number of measurements have been performed to identify the aspects affecting the delays
introduced by the system, and to better understand their extent. For testing purposes, two
service chains have been considered, one composed of 15 VMs, the other of 31 VMs. Four events
have been tested: addition of a new user, addition of a service to an existing subscription, and
migration. For this latter event, we consider two cases: the first migration, in which a user
connected to an access point A moves to B, requires moving only the VHG, while the second one
(A-C) involves a new placement of the whole service chain. A, B and C are actually points of
presence from the demo topology that have been renamed just for sake of clarity.
Figure 8 reports the time needed to conclude the add user, move from A to B, move from A to
C and add service operations, in the presence of the two service chains. In the graph, the
columns show the average value, while the circles represent the single values obtained in
multiple measures (the tests have been repeated at least ten times).
The most time consuming operation is by far the addition of a service, while migrations do
not take much time from the communication of the migration event to the computation and replacement of the VMs, centers and VHG. The same considerations stand true for Vent, as shown
in Figure 9, with a slightly smaller impact of the add service operation due to the absence of the
Crater computation.
Although migration times seem the same regardless of the actual migration of the service
chains and the chain sizes, actually this is due to the time figures that are very small and do not
allow for variations to show up when results are presented along with other measurements, as
in Figure 8 and Figure 9.

400

350
Chain 1

Time [ms]

300

Chain 2

250
200

150
100
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0

Add User

Move A-B

Move A-C

Add Service

Figure 8. Computation time measured on Conduit, for two service chains, needed to add a user,
perform a migration and add a service
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Figure 9. Computation time measured on Vent, for two service chains, needed to add
a user, perform a migration and add a service.
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Figure 10. Comparison of the migration times according to different chain sizes and
destinations.

Considering only the migration times in Figure 10, it can be seen that they are influenced by
both the number of VMs composing the chain and the distance triggering the service chain
migration. It is true that these figures are negligible for most applications, however migration
overhead must also take into account the time needed to start up again the migrated VMs. Of
course, this factor strictly depends from the service and will be analysed in the next sections
with regard to the use cases.
Bulk migration can be used to move clusters of software instances among geographically
distributed computing resources in a seamless and effective fashion. In our framework, this
capability is provided by the Multi-Cluster Overlay (MCO) network paradigm: a tunnel-less
Software-Defined Networking (SDN) scheme for realizing virtual tenant networks across the
5G distributed infrastructure. The MCO algorithm is currently implemented in the Crater
module of the OpenVolcano.
An example of the time required to calculate the rules related to a service chain can be seen
in Figure 11, which demonstrates MCO’s low computational complexity, even in the presence
of chains composed of a high number of VMs (left side of Figure) or when the number of rules
increases (right side of Figure). Further details on the MCO mechanism and performance can
be found in the Annex A of theD2.3 report.
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Figure 11. Rule calculation times for service chain instantiation.

4.2 Performance of Consolidation in OpenVolcano
The impact of consolidation and power management mechanisms have been tackeld in the
D2.3 and D3.4 reports. In addition, this section aims at evaluating the impact of the
consolidation algorithm integrated in Vent for the final demonstration on the OPEX.
Figure 12 compares the performance achieved in terms of number of active servers, with
respect to the datacenter utilization, by the consolidation algorithm adopted in the INPUT
platform (labelled as “I” in the figure) and compares it with the results achieved by using
OpenStack or the Bin Packing algorithm [10] (labelled as “OS” and “BP”, respectively) for VMs
consolidation. The figure reports the best and worst cases in dashed lines; all possible outputs
stay between these two lines, and only an average result has been represented.
The computational advantage of the INPUT consolidation algorithm with respect to the Bin
Packing one lies in the fact that our solution limits the number of migrations by moving only
the VMs hosted by the servers that will be switched off and leaving the others untouched.
Considering that datacenters utilizations typically stay between 5% and 40% (the range
highlighted in Figure 12), the obtained results show how the INPUT consolidation algorithm,
working only on reserved resources, allows to save OPEX figures (due to energy savings) much
larger than the 60% target with respect to standard OpenStack operations when the datacenter
utilization is approximately lower than 55% of its total capacity.
Further OPEX savings can also be achieved with power management schemes (acting not on
reserved resources, but on their actual usage). In this respect, the power management scheme
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Figure 12. Performance comparison of the consolidation algorithm available in INPUT against
OpenStack and the Bin Packing Algorithm.
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in the D3.4 report show that an additional 10% of energy consumption can be reduced by jointly
applying VM consolidation inside servers and ACPI C- and P-states scaling.

4.3 Performance Evaluation of Service Functions Chain Placement
Algorithms
In this section, we propose four algorithms used to specify the location of Service Functions
Chain (SFC) placement in datacenters of an edge cloud. These placement algorithms aim to
minimize total latency or server utilization. The first two algorithms are heuristic and
orchestration approaches. The others are optimized solutions where the placement problems
are formulated by using Integer Linear Programing (ILP). To solve ILP models, we extend
EdgeNetworkCloudSim [11] with the inclusion of CPLEX Optimizer toolbox. This toolbox uses
Optimization Programming Language (OPL) to express the ILP models into programing
language and solve them by using a CPLEX Optimizer.
To evaluate the performance of the algorithms, we use EdgeNetworkCloudSim to simulate a
fixed network topology in the context of edge cloud. Wherein, a user requesting a SFC consisting
of three VNFs that are distributed over different servers. The performance of each algorithm
are specified. Our measurement results show that the optimized solutions obtained by using
ILP models achieve lowest service response time and least service utilization rate among the
others.

4.3.1 Introduction to Service Function Chain in the Context of Edge Network
Edge computing is a method of optimizing cloud computing systems by offloading
applications, services and hardware resources to the edge of the network [12]. Edge cloud
brings a new intermediate layer between the cloud datacenter and the user. This removes a
major bottleneck and reduces high latency due to a long distance to the user. In this work, we
assume that the user device is directly connected to an edge cloud with four datacenters. The
user requests a service and receives response from a server that is located in these datacenters.
Based on this, we simulate three types of services: Video Streaming (STR), Web and Database
(DB). Since we do not consider evaluating a real service chain, we select these services only to
have different service chain characteristics. Specifically, these services are characterized by
their own packet size and type of container (e.g., virtual machine). Each service is requested
and processed in the form of a chain of VNFs, thus in the remainder of this section, the terms
SFC and service will be used interchangeably. In the simulation, we define a SFC consisting of
three VNFs that must be executed in order to provide full service functionality. This definition
is also consistent with SFC described in [13]. Figure 13 shows an overview of the
communication between a user and a SFC.

Figure 13. Overview of Service Function Chain.
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In this figure, each VNF is installed in a VM. Herein, the type of a VM also represents the size
of the VNF. The VM types are predefined based on the instance types introduced by Amazon
Elastic Compute Cloud [14]. Table 1 presents the definition of VM types in
EdgeNetworkCloudSim.
Table 1. VM Type Definition

VM Type

CPU

RAM

T2Nano

1

1024

T2Small

2

2048

T2Large

4

4096

In Figure 13, the arrows represent the direction of data flow and the sequence of processing
task. Specifically, when the user requests a service, the request processed at the VNF1, followed
by VNF2 and VNF3. Then, the response message will also be sent back in sequence from the
VNF3 to the user. Therefore, the placement of the VMs primarily influences the length of the
chain and also the service response time. To achieve a low service response time, it is important
to evaluate and analyse different placement strategies to find the best possible placement of the
SFC.

4.3.2 EdgeNetworkCloudSim Extension and Metric
In this section, we first present EdgeNetworkCloudSim extension used to simulate and
evaluate different SFC placement algorithms in edge cloud. Then, we introduce several metrics
to evaluate their performance.
EdgeNetworkCloudSim Extension
In this work, we use EdgeNetworkCloudSim to simulate and evaluate the performance of
different SFC placement algorithms. To this end, we extend the simulator to be able to
implement OPL models and solve them with a CPLEX Optimizer. The following classes are
added to the simulator to achieve the mentioned goal.
First, the AvailableResource class is implemented whenever a new service is requested. It
monitors resource utilization (e.g., CPU, RAM) of all servers in datacenters. Additionally, the
resource demand of the VMs in the requested SFC is also provided. These information is used
for the OPLData class.
The OPLModel class contains two pre-defined OPL models, which are service time
optimization and resource optimization models. The OPLData class contains data of the OPL
models. The data consists of static and dynamic information. The static information like
topology and link resources between nodes are initially provided, while the dynamic
information regards servers available resources (e.g., CPU, RAM), resource demand of the VMs
and the location of the user. Note that the user in EdgeNetworkCloudSim is simulated to be
placed in another VM, called UserVM. This UserVM is located in a server of another datacenter
as well, called UserDatacenter. This dynamic information is provided by the
AvailableResource class and regularly updated whenever a new SFC is requested.
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Lastly, the PlacementSolver class is triggered when a new service has been requested and
the UserVM has been already specified by the simulator. This class exploits CPLEX Optimizer
toolbox to solve the OPL models and returns one solution each time. The solution is the specific
location of the service chain VMs. Then, the EdgeNetworkCloudSim places these VMs
accordingly to start the service. If no solution is found due to out of available resources in
servers, EdgeNetworkCloudSim will discard the incoming SFC. The simulation will continue
when previous SFC has been completed and releases servers resource.
Metrics
The main goal of simulation is to evaluate the performance of different SFC placement
strategies. To this end, we define several metrics that are used to compare these strategies in
different aspects.
1) Service Response Time and Hop Count: Service response time or service time is the amount
of time between a user sending a request to a SFC and receiving a response. In the simulation,
service time is the sum of total link delay and total processing time at the VNFs. In fact, the
processing time at each VNF is negligible and similar to the same service type. Therefore, the
total link delay is the main factor that influences the service time among placement algorithms.
Specifically, with the same service type, different SFC placement will result in different VMs
distribution over servers in topology. As a consequence, the total hop count from the user to
the SFC is changed, which returns in different service time. Herein, hop count is the number of
intermediate nodes including switches between the UserVM and datacenter.
2) Resource Utilization: Resource utilization is an important metric, since the new trend in
network technology recently has been reducing power consumption and carbon footprint.
Based on this, we consider another SFC placement target that will try to place the VMs in as few
datacenters as possible. The result is that we can put the other datacenters in idle mode to save
energy.

4.3.3 SFC Placement Algorithms
In this section, we present four SFC placement strategies, which are Heuristic (HEU),
Orchestration (ORC), Service Time Optimization (STO) and Resource Optimization (RO). On the
one hand, HEU and ORC algorithms are designed and included within EdgeNetworkCloudSim
to search for a proper placement of SFC. On the other hand, STO and RO are optimized solutions,
in which the placement problems of SFC are formulated using Integer Linear Programming
(ILP). Then, the problems are solved by using a CPLEX Optimizer to provide the simulator with
specific locations of all VMs.
Heuristic
The heuristic placement algorithm tries to place all VMs of SFC as close to the user as possible.
Algorithm 1 shows the simplified pseudo code of the heuristic approach.
Data provided for the algorithm are the ordered list of VMs in chain, the UserVM location and
type of service. When receiving request to create VMs in datacenter (dc), the simulator starts
to find for each VM the closest dc to the user. If there is still an available dc, then the VM is placed
in sequence and the service can be processed. All the VMs can be placed in one dc or distributed
over different datacenters. If at least one VM could not be placed, then the requested service is
abandoned. It is due to the fact that there are not enough resources (i.e., CPU or RAM) in the
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1.

Input: List of VMs, requested service and UserVm

2.

Initialization;

3.

for each vm in chain do

4.

dc = findClosestDcToUser(uservm);

5.

if dc == -1 then

6.
7.

abandonService();
end if

8.

createVmInDc(vm, dc);

9.

end for

Algorithm 1. Heuristic

selected datacenter to provision the whole SFC. In this case, the requested SFC will be discarded
or blocked.
In heuristic approach, all VMs will be placed around and near to the UserVM. A large VM might
be placed far away from the UserVM due to lack of resources at the closer dc, but a smaller VMs
may fit. As a consequence, the length of the chain is increased. Moreover, the algorithm does
not try to reduce the length of the chain. This might significantly influence the efficiency of the
algorithm with regard to service time.
Orchestration
The orchestration algorithm differs from the heuristic where it only tries to place the first VM
in the chain as close as possible to the user. Algorithm 2 shows the simplified pseudo code of
the orchestration algorithm.
Similar to heuristic, this algorithm is provided with the ordered list of VMs, UserVM location
and type of service. At first, it tries to find a closest dc to the UserVM for the first VM in chain.
Afterwards, the algorithm tries to place the next VM in chain as close to the previous one in
sequence as possible. Additionally, the next VM is only sent if the previous one was successfully
placed. There is also the case where all VMs are placed in one dc if it has enough resources. If
no dc is found in any case, the requested service is abandoned.
This algorithm overcomes the limitation of heuristic,as it always tries to minimize the length
of the chain. It helps to reduce delay between the UserVM and SFC. Nevertheless, prioritizing
the closest dc for the first VM is not always the best option, especially when this closest dc has
less resource and other VMs must be distributed over other farther dcs. Consequently, hop
count within the chain itself is increased and delay rise accordingly. In this case, placing all VMs
in the farther dc might be better, since the delay within the chain is zero. However,
orchestration algorithm will have never chosen this solution since the closest dc still has
resources for at least one VM in chain. In the next sub-section, we present an optimized
approach where placement problem of SFC is formulated by using ILP model.
Service Time and Resource Optimization
In order to formulate the problem and align with the definition of the infrastructure and service
chain described before, we consider that:
 Each host is member of a data center.
 All hosts within a datacenter are fully connected with links of practically infinite bandwidth
(a very large number) and zero delay.
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1.

Input: List of VMs, requested service and UserVm

2.

Initialization;

3.

dc = findClosestDcToUser(uservm);

4.

if dc == -1 then

5.
6.

abandonService();
else

7.

createVmInDc(firstVm, dc);

8.

for next vm in chain do

9.

dc = findClosestDcToPreviousVm();

10.

if dc == -1 then

11.

abandonService();

12.

end if

13.

createVmInDc(vm, dc);

14.

end for

15. end if

Algorithm 2. Orchestration




The first host of a datacenter is the one considered to be the origin/destination of links going
out/in the DC.
A userVM is declared as statically allocated in a host within a userDC that only hosts the
userVM.
In the formulation of the optimisation problem, the following notations are used:
𝑻
𝑪
𝑯
𝑳
𝑺
𝑯𝑺
𝑹
𝑹′
𝑴
𝑴′
𝒂𝒓𝒕
𝒊𝒓𝒉
𝜷𝒓𝒉
𝒎𝒌𝒉
𝒄𝒓𝒔𝒅
𝒃𝒓𝒖𝒗
𝝁𝒌𝒖𝒗

set of application components;
set of channels between application components, 𝐶 ⊆ 𝑇 × 𝑇;
set of hosts;
set of links between hosts, 𝐿 ⊆ 𝐻 × 𝐻;
set of user application components statically allocated at hosts, 𝑆 ⊂ 𝑇;
set of hosts where static user application components are placed, 𝐻 𝑆 ⊂ 𝐻,
𝑓: 𝑆 → 𝐻 𝑆 | ∀ ℎ′ ∈ 𝐻 𝑆 , ∃ 𝑡 ′ ∈ 𝑆: ℎ′ = 𝑓(𝑡 ′ ) (𝑓 is surjective);
set of unique resources offered by hosts;
set of unique resources offered by links;
set of monitored metrics at hosts;
set of monitored metrics at links;
amount of resource 𝑟 demand by application component 𝑡;
capacity of resource 𝑟 at host ℎ;
amount of resource 𝑟 available at host ℎ;
measured value of metric 𝑘 at host ℎ;
amount of resource 𝑟 demand required by channel 〈𝑠, 𝑑〉;
amount of resource 𝑟 available at link 〈𝑢, 𝑣〉;
measured value of metric 𝑘 at link 〈𝑢, 𝑣〉;

Based on the provided notations and the considerations analysed before, the optimisation
problem is formulated as follows:
Given
𝑅 = {𝐶𝑃𝑈, 𝑀𝑒𝑚𝑜𝑟𝑦}
𝑅′ = {𝐵𝑎𝑛𝑑𝑤𝑖𝑑𝑡ℎ}
𝑀=∅
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𝑀′ = {𝐷𝑒𝑙𝑎𝑦}

Minimize
In Case 1 (Service time optimization) - STO
𝐷𝑒𝑙𝑎𝑦

𝑂𝑏𝑗𝑒𝑐𝑡𝑖𝑣𝑒1 = ∑ 𝜋𝑢𝑣,𝑠𝑑 𝜇𝑢𝑣

,

∀〈𝑢, 𝑣〉 ∈ 𝐿

〈𝑠,𝑑〉 ∈𝐶

Minimization of Objective 1 targets minimization of total delay.
In Case 2 (Resource Optimization) - RO
𝑂𝑏𝑗𝑒𝑐𝑡𝑖𝑣𝑒2 = ∑(min{∑ 𝜎ℎ𝑡 , 1}
ℎ∈𝐻

𝑡∈𝑇

100 𝛽ℎ𝐶𝑃𝑈
)
𝑖ℎ𝐶𝑃𝑈

Minimization of Objective 2 attempts to minimize the product of the number of hosts used in
a placement and the percentage of available CPU. This optimization procedure will attempt to
collocate VMs in a server but will have preference to an already utilized server. Thus, it will
attempt to leave in a placement, unused those servers that have zero utilization so that they
may be put to off state. However, at the initial placement all servers will have the same
probability to be selected; objective does not favor any of them e.g. a server with high capacity.
Subject to
𝜎ℎ𝑡 ∈ {0,1},

ℎ ∈ 𝐻, 𝑡 ∈ 𝑇

𝜎ℎ𝑡 is a decision variable and equals to 1 if task t is assigned to host h, 0 otherwise.
∑ 𝜎ℎ𝑡 = 1,

∀𝑡 ∈ 𝑇

ℎ∈𝐻

This constraint makes sure that a task is assigned only to one host.
𝜎ℎ𝑡 = 1,

ℎ ∈ 𝐻𝑆 , 𝑡 ∈ 𝑆

This constraint makes sure that user application components placement is static, given as an
input to the problem and not decided.
∑ 𝜎ℎ𝑡 = 0,

∀ℎ ∈ 𝐻 𝑆

𝑡∈𝑇\𝑆

This constraint makes sure that only user applications are placed in hosts assigned for them.
∑ 𝜎ℎ𝑡 𝛼𝑡𝑟 ≤ 𝛽ℎ𝑟 ,

∀𝑟 ∈ 𝑅, ∀ℎ ∈ 𝐻

𝑡∈𝑇

This constraint makes sure that capacitated resources constraints are satisfied.
𝜋𝑢𝑣,𝑠𝑑 ∈ {0,1}, 〈𝑠, 𝑑〉 ∈ 𝐶, 〈𝑢, 𝑣〉 ∈ 𝐿

𝜋𝑢𝑣,𝑠𝑑 is a decision variable and equals to 1 if task channel 〈s,d〉 is routed from link 〈u,v〉, 0
otherwise.
∑ 𝜋𝑢ℎ,𝑠𝑑 + 𝜎ℎ𝑠 = ∑ 𝜋ℎ𝑣,𝑠𝑑 + 𝜎ℎ𝑑
〈𝑢,ℎ〉∈𝐿

〈ℎ,𝑣〉∈𝐿

This constraint captures and expresses in one equation:




the unsplitable flow constraint: a channel uses a single outgoing link from source and a
single incoming link at destination and does not split.
the
Collocation
of
tasks:
A
communication
path
is
not
required in the case that both s and d are assigned to the same host (and no capacity
checking)
the flow conservation constraint: no traffic is stored in a node unless this node is the source
or the destination or collocated source and destination.
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∑ 𝜎ℎ𝑠 𝜋𝑢ℎ,𝑠𝑑 = 0
〈𝑢,ℎ〉∈𝐿

This constraint makes sure that there is no loop in the path before reaching destination.
𝜋𝑢𝑣,𝑠𝑑 = 𝜋𝑣𝑢,𝑑𝑠 ,

〈𝑠, 𝑑〉, 〈𝑑, 𝑠〉 ∈ 𝐶, 〈𝑢, 𝑣〉, 〈𝑣, 𝑢〉 ∈ 𝐿

This constraint provides that bidirectional communication between two tasks is routed
through the same bidirectional overlay path; upstream and downstream of a flow is not routed
separately.
∑ 𝜋𝑢𝑣,𝑠𝑑 𝑐𝑠𝑑 ≤ 𝑏𝑢𝑣 ,

∀〈𝑢, 𝑣〉 ∈ 𝐿

〈𝑠,𝑑〉 ∈𝐶

This constraint makes sure that capacitated bandwidth resource constraint is satisfied.

4.3.4 Simulation Configuration
In this section, we describe several configurations for the simulation. The edge cloud topology
and characteristics of VMs are introduced.
Topology
Since we only consider link delay in the topology of the simulation, we configure the link
bandwidth of the topology with a large number to ensure there is not any bottleneck in the
network. Figure 14 shows the topology of the simulation.
The topology consists of four datacenters (DC) and four user datacenters (UserDC). One of
the DCs has two servers, and the others have only one. These servers have different resource
capacity. In the simulation, the VMs of SFC are distributed over these five servers depending on
their available resources. The user device is simulated as a UserVM that is installed within a
server in the UserDC. The location of the UserVM is fixed and the UserDC is considered to have
unlimited resources. This ensures there is always a request from the user. The interconnection
of DC and UserDC in edge cloud is operated by different link capacities via two types of switch.
The server in each datacenter is connected to its EdgeSwitch with 5 ms delay direct link.
However, in DC-1, two servers are set to be interconnected with zero delay. The EdgeSwitch of
a DC is connected to its AggregateSwitch via a 5 ms delay connection. While, in case of the
UserDC, this connection has 10 ms delay. All AggregateSwitches are interconnected through a

Figure 14. The considered topology.
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link with 50 ms delay. In the simulation, this topology is mapped with a BRITE file [15] for
modeling link bandwidth and associated latency.
Service Chain Characteristic
As briefly described before, we simulate three types of service. Each of service chain requires
three VMs with various types. Table 2 summarizes the required VMs type of each service.
Table 2. Summary of VM Type
Service

VM-1

VM-2

VM-3

Video Streaming

T2Small

T2Nano

T2Large

Web

T2Large

T2Small

T2Nano

Database

T2Nano

T2Nano

T2Small

Service

VM-1

VM-2

VM-3

The table shows that the Streaming and Web services require similar total size of VMs.
However, their characteristics are different. The Streaming service is simulated to deliver
videos with different lengths. Specifically, the video length is distributed exponentially around
a mean of 30 s. Each responded video chunk has 2 s in length and 1100 KB in size. Consequently,
when a Streaming service is requested, the number of responses is corresponding to the
number of video chunks. This is the reason why Streaming service is much longer in service
time than the other services. On the other hand, Web and Database services have only one
response per request, but their response data size is distributed around a mean of 2000 KB and
50 KB, respectively. Besides, to simulate user-like behaviour, we also use exponential
distribution for service start time, service life time and request inter-arrival time in the
simulation.

4.3.5 Results
In this section, we present the simulation results that compare the performance of the four
SFC placement algorithms. We simulate three types of services with individual algorithm in
extended EdgeNetworkCloudSim. The simulations are done in the same PC with 8 cores and 16
GB of RAM. The details of simulation implementation in EdgeNetworkCloudSim can be found in
the original work [11]. Based on the selected topology and metrics, we implement 20
replications for each algorithm to increase the statistical significance. After the experiments, we
collect 400 log files in total and analyse the mentioned metrics. In the next sub-sections, we
evaluate the performance of the algorithms with two criteria, service time and resource
utilization. The algorithms under evaluated are Heuristic (HEU), Orchestration (ORC), Service
Time Optimization (STO), and Resource Optimization (RO).
SFC Placement Algorithms vs. Service Time
Figure 15 shows the average service response time of three SFCs with different placement
algorithms. The x-axis indicates three types of service and the y-axis shows the service time in
millisecond. The bar group with faded colour of each service shows the mean service time with
a 95 % confidence interval of different placement algorithms. As described above, Streaming
service has the longest service time, since it depends on video length. For the sake of
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Figure 15. Average Service Time of Different SFC.

comparability, in Figure 15 we show the average service time of only one responded video
chunk.
Figure 15 shows that Streaming service has higher service time than Database and Web
service. It is due to the fact that this service responds in multiple video chunks per request. The
video chunks must be delivered in order, thus if the previous one has not been acknowledged,
the next one will be delayed by 100 ms as configured by the simulator. Conversely, Database
has a lowest average service time. Since it requires lower total size of VMs, placement
algorithms have a higher chance to place VMs in a desired server that still has available
resources. This also slightly decreases overall service time.
Regarding service time produced by different placement algorithms, STO gains the lowest
service time, followed by ORC, HEU, and RO. In fact, the placement problem in STO is formulated
by using ILP model and solved by a CPLEX Optimizer. In addition, the model is always
provisioned with a big picture of the topology and servers resource. Based on this, all possible
placements are formed and the best one with lowest delay is chosen. Note that, since our
proposed topology has only four datacenters, the processing time of CPLEX Optimizer is
negligible. Nevertheless, with a larger topology where the optimal solution is a NP-hard
problem, the processing time can negatively influence the overall service time.
The second place of low service time is achieved by ORC for Streaming and Web services. In
this algorithm, VMs in the chain are placed to have the shortest distance between them. The
first VM in the chain is placed as close as possible to the user. As a result, ORC constantly tries
to minimize the length of the chain. In fact, ORC has to scan all servers with multiple loops to
find the best placement for VMs. The chosen servers must have enough resources for all VMs as
well. This operation is executed each time for a new coming service. Thus, with an increasing
number of requests from the user, it also influences the overall service time.
Additionally, the ideal placement for a lowest service time would be the situation where all
VMs in chain are placed in one server (chain-in-server). In this case, the delay between three
VMs is zero that substantially decreases overall service time. Figure 16 shows the probability
of occurrence of this situation. The x-axis indicates three types of service and the y-axis shows
the probability of chain-in-server. The bars with faded colour represent the mean probability
of different algorithms with a 95 % confident interval.

Page 23 of 49

Deliverable D4.4

Figure 16. Probability of Chain Placed in one Server.

Figure 17. Average Hop Count Different SFC.

Regardless RO, since it is specially designed for resource optimization, Figure 16 shows that
STO has a considerable higher value than ORC and HEU algorithms. It is reasonable, since STO
calculates the SFC placement based on minimized total delay, chain-in-server is an ideal option.
For instance, the selected server for the whole chain may not be the closer one to the user. Since
the delay between VMs in chain is zero, the total delay is still smaller than the case where VMs
are distributed over different servers. This is major difference between the optimized solution
and the other algorithms. Indeed, ORC and HEU selects the placement of SFC based on scanning
every server in datacenters. They try to select server as close to the user as possible. As a
consequence, this closest server is rapidly running out of resources. Afterwards, the VMs of the
next SFC must be distributed over different servers. This is the reason why their probability of
chain-in-server is lower.
Contrast to ORC, HEU algorithm always selects the closest server to the user to place VMs,
without consideration of the length of the chain. As a consequence, despite of close servers to
the user, data flow has to transfer in a long chain thus significantly increasing the service time.
Indeed, Figure 17 shows the mean hop count calculated from different placement algorithms.
The x-axis shows the algorithms and the y-axis displays the mean hop count with a 95 %
confident interval.
Figure 17 indicates that HEU has highest average hop count compared to other algorithms.
The average number of intermediate nodes between the user and SFC calculated by HEU is 6.04,
while in case of STO and ORC is 4.7 and 5.3, respectively. Regarding RO algorithm, that has
highest service time, although its hop count is smaller than HEU, its service time is still higher
Page 24 of 49

Deliverable D4.4

in Streaming and Database services. It is reasonable, since RO is an optimized solution for
minimizing resource utilization and service time is not taken into account.
To conclude this section, we believe that the STO placement strategy carried out by using ILP
model has highest performance, since it achieves the lowest service time of all types. However,
the performance of STO might be influenced by the processing time of CPLEX Optimizer in a
larger topology. In this situation, the solving time for the optimization problem would be high
that might considerably increase overall service time. ORC shows an acceptable performance,
since it attempts to minimize the length of the chain. Nevertheless, similar to HEU, scanning
servers every time for SFC placement in a large topology would have negative influence on the
overall service time as well. Although RO has low performance in service time, it is particularly
suited for resource optimization as presented in the next sub-section.
SFC Placement Algorithms vs. Server Utilization
As previously mentioned, the second objective of our ILP model is to specify the placement
of SFC where resource utilization is minimized (i.e., RO algorithm). Figure 16 in the previous
section indicates that RO has highest probability that it places all VMs of SFC in one server
compared to the other algorithms. To this end, the objective function tries to minimize the
number of servers used for SFC regarding their available resources. This means that RO will
place as many SFC in one server as possible and have preference to an already utilized server
as well. By doing this, the unused servers can be put in idle mode to save energy.
To evaluate the performance of this placement strategy, we calculate and present in Figure
18 the number of utilized servers along with the number of concurrent processing SFCs. A
server is considered as utilized when at least one CPU is consumed by a SFC. In the figure, the
x-axis shows the number of concurrent services and the y-axis indicates the average number of
corresponding used servers, or in other word, the server utilization (ServUtil) rate. The lines
with different colors display the mean ServUtil rate produced by different placement
algorithms. The bars on each line signify 95 % confident interval of the mean values.
Figure 18 says that STO, ORC, and HEU placement algorithms produce similar ServUtil rate.
As all servers in datacenters are handled by more than ten concurrent SFCs under processing.
This is reasonable, since these algorithms attempt to minimize service time, they all select the
closest servers to the user. Since users are located at different UserDCs as shown in the
topology, their nearest servers are quickly utilized. On the other side, by using RO placement
algorithm, the ServUtil rate is much lower as represented by a separated, underlying line. The

Figure 18. Number of Utilized Servers vs. Number of Concurrent Services.
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line points out that, 10 concurrent services only use 3.6 servers in average. And all servers are
used when there are 21 services processing at the same time. This number of concurrent
services doubles the other placement algorithms. This is due to the fact that the RO algorithm
always prioritizes to collocate the VMs in one server before considering the others.
Furthermore, when a SFC has finished execution and releases server resources, i this server is
still used by other services, then it has higher priority to be chosen for the next coming service
than the unused ones. Based on this, the number of utilized servers is minimized and the other
servers can be put to standby state. This can significantly reduce power consumption and
carbon footprint. To conclude, this insight is extremely meaningful when the service response
time of SFC is not an influence factor on the user experience.

5 Evaluation of Finalized Data Plane Design
This section reports the evaluation of the latest additions applied to the integrated INPUT
platform. Section 5.1 is devoted to the OpenVolcano Caldera, while 5.2 describes the integration
of the encryption/decryption PNF in the INPUT platform.

5.1 Performance of the Finalized Caldera Deployment
Most of the activities related to the OpenVolcano data plane, Caldera, have been finalized as
described in the D3.3 report. The latest improvements applied to the platform have regarded
the integration of the PNF described in Section 5.2 and the support of the use case applications.
This section reports an evaluation of the finalized data plane architecture, with specific
attention to the performance achieved in the integrated configuration as will be showcased in
the final demonstrator.
As reported by Cisco [16], average latency in Western Europe is currently 46 ms, while the
end-to-end latency of LTE networks are required to stay below 10 ms for data-plane traffic [17]
between the user terminal and the eNodeB, and generally lower than 20 ms to the P-Gateway
[18], with the target value in current 5G technological design being 1 ms [19]. Tests performed
in OpenVolcano to synthetically reproduce the route from the smartphone to the datacenter
hosting the server and back expose figures that are in line with the targeted latency reduction
of 50 %. In detail, the testbed used to determine the latency can be seen in Figure 19. A router
tester [20] connected to an eNodeB has been used to generate the user traffic that is transmitted
to the datacenter hosting the user application and retransmitted back to the tester to measure
the latency.
We have used netem [21] to introduce a delay compatible with the distance and the network
elements realistically travelled by a traffic stream. Such delay has been computed according to
[22] and two different cases have been taken into account. The data series named “DC” in Figure
20 includes the additional delay due to the EPC being located in a PoP different from the one
hosting the service, while the data series “S1” reports measures taken by the UE Mobility
Monitoring VNF.
The results in Figure 20 have been computed by performing 20 trials as described above.
Even with the higher delay (case “DC”), which corresponds to the deployment of the INPUT
platform in datacenters at the termination of mobile network core, the latency reduction will
be approximately 56.5% at least. Moreover, since the compatibility of our design with the Edge
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Figure 19. Testbed for measuring the average latency.
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Figure 20. Average latency measured on the INPUT platform.
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Figure 21. Throughput obtained on Quake against OpenVSwitch.

Computing paradigm allows deploying the INPUT platform in a µDC, the presence on the same
geographical area of a higher number of smaller datacenters, as shown in [23], would further
reduce latency by up to three orders of magnitude.
Regarding Quake, the integration activities have not caused any performance degradation in
the packet forwarding capabilities of the system. Figure 21 recalls some of the results
previously obtained, the complete evaluation can be found in the D3.3 report.
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5.2 Evaluation of the Integrated Data Plane Security PNF
One of the goals that have driven the design of the INPUT data plane has been to add
smartness to edge network devices in order to support a tight integration of network and
service levels on the same device. To achieve this goal, the presence of in-network
programmable resources paired with the intrinsic modularity provided by NFV have played a
crucial role throughout the project’s lifetime. In the D3.1 report, we have foreseen the
realization of network services as chains of VNFs with other VNFs and/or Physical Network
Functions (PNFs). Pursuing this approach, a number of functions have been implemented on
the NetFPGA and have been thoroughly described in the D3.2 and D3.3 report, with an analysis
of the related hardware power management and energy consumption aspects described in the
D3.4 report.
Among all the off-loading functionalities implemented on the OpenFlow switch realized with
the NetFPGA platform, such as tunnelling, SDN switching, or hardware accelerator, we have
decided to integrate the NetFPGA as a security engine in the final demonstrator. The following
subsections will present the finalized design and benchmarking evaluation of the NetFPGA for
encryption/decryption and the integrated performance obtained in the context of the
Multimedia use case.
In Section 5.2.1, we first describe the lightweight cryptography technique PRESENT and
discuss the important components of it for implementation purposes. Network QoE security
mechanism is deployed using NetFPGA 10G platform. After that, 5.2.2 presents the performance
and QoE security function for video streaming and the influence of efficiency in a standalone
environment, while 5.2.3 reports the architectural considerations and the results achieved with
the NetFPGA integrated with the INPUT platform and applied to the multimedia use case.

5.2.1 Lightweight Cryptography and the PRESENT Algorithm
Lightweight cryptography is defined as “cryptographic algorithm that is tailored for lowresource devices and must address three challenges: minimal overhead (silicon area or
memory footprint), low-power consumption, and adequate security level”. In recent times,
these algorithms have been implemented in IoT devices or close to extreme edge devices to
keep data secure. Previously, lightweight cryptography methods where often implemented in
application specific integrated circuits (ASIC). These days, FPGAs are being utilized to
implement lightweight cryptography algorithms as they offer a low-cost and time efficient
solutions. The main goal of these algorithms is to be lightweight in terms of the hardware
implementations.
In our work, we have focused on the lightweight cryptography algorithm PRESENT [24]. The
PRESENT cipher is a lightweight block cipher. The main components of the PRESENT cipher are
a 64-bit state, a substitution box layer (S-Box), a permutation layer (P-Layer), and a key register
that updates the key with every iteration of the algorithm. The PRESENT algorithm is an
iterative process, this means that the plain-text will be passed through the S-box, P-layer and
key register process multiple times before the cipher-text is produced at the end. There are 32
rounds of processing before the cipher-text is produced. A functional outline of the algorithm
is presented in Figure 22.
The key scheduler is a key part of the PRESENT algorithm. It is used for different key
generations during the execution of the algorithm. The keys generated are extrapolated from
the original input key. The key scheduler generates 31 different keys to be used for each stage
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Figure 22. PRESENT Functional Layout.

of the algorithm. There are two main elements in the key scheduler used to generate the 31
keys required for the algorithm. There is an S-Box layer which takes the left most four bits of
the key and pass it into the key S-Box. The next step in the key scheduler is the rotation of the
entire key by 61-bits in the 80-bit implementation and the by 64-bits in the 128-bit
implementation of the PRESENT algorithm. Next, the key scheduler is to XOR a round counter
to the key. The round counter is a 5- bit representation of the current round of the key scheduler
process. This five but value is XOR-ed with bits 15-19, in the 80-bit implementation of the key
scheduler.
The Substitution Box Layer (S-box) layer is a key section of the PRESENT algorithm. The Sbox is a table of values which takes an input of 4-bits and replaces it with an alternate 4-bit
value. This operation occurs for each 4-bit value in the 64-bit state.
The permutation layer (P-Layer) is another vital component of the PRESENT algorithm. This
part of the algorithm is used to jumble the bits of the 64-bit state.
The decryption process is the inverse of the processes. The S-box is the inverse 4-bit to 4-bit
process stated above. This is the same for P-layer, this is again the inverse of the process. The
key difference between the encryption and the decryption algorithm is the key scheduler. The
PRESENT algorithm is a symmetric cipher. This means the same key is used for both encryption
and decryption. The key scheduler must generate the keys in the same manner but must go
through the keys in reverse order. This means that the entire list of keys must be generated
before decryption occurs.
For testing purposes, the PRESENT algorithm was implemented on two separate devices: a
standard laptop and a Xilinx NetFPGA 10G system-on-chip (SoC). A comparison of the platforms
which will run the software implementations can be seen in Table 3. The PRESENT algorithm
is implemented using C and Verilog in respective devices. Software based implementation is
deployed using C on a Desktop Server. Hardware based implementation is deployed using
Verilog on the NetFPGA 10G board.
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Table 3. Hardware specifications for PRESENT Implementation.
Device

OS

Processor

Clock

RAM

Desktop

Ubuntu 14.1

Intel I5

2.4 GHz

8GB

NetFPGA 10G

Custom Linux

Xilinx Virtex-5

Adjustable

NetFPGA 10G

The programmable logic field area in NetFPGA is used for hardware implementation of the
PRESENT encryption and decryption algorithm. A combinational design for NetFPGA 10G
written in VHDL and in C for Desktop was implemented. The resource utilization for both
devices is presented in Table 4 and Table 5, respectively. The resource usage evaluation
consists of the following:
Look-Up-Table (LUT): design generates the keys at start up and stores the keys on a look-uptable. These keys will be used each time a cipher data will decoded. This allows subsequent
cipher-data to be decoded quicker.
First Fit (FF): A memory allocation mechanism to keeps a list of free blocks and, on receiving
a request for memory, scans along the list for the first block that is large enough to satisfy the
request. If the chosen block is significantly larger than that requested, then it is usually split,
and the remainder added to the list as another free block.
Input Output resource usage (IO).
Global Buffer (BUFG): A global buffer distributes signals throughout a device. The Xilinx
implementation software converts each BUFG to an appropriate type of global buffer for the
targeted device.
Table 4. Resource Usage on Desktop Implementation.
Resource

Utilization

Utilization %

LUT

992

1.86

FF

128

0.12

IO

131

65.50

BUFG

1

3.13

Table 5. Resource Usage on NetFPGA 10G Implementation.
Resource

Utilization

Utilization %

LUT

158

0.30

FF

213

0.20

IO

129

65.50

BUFG

1

1.07
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5.2.2 Performance Evaluation for NetFPGA 10G enabled Security as
Standalone System
For the hardware implementation the PRESENT encryption and decryption were
programmed in VHDL using the Xilinx Vivado software. A post implementation timing was
executed for each of the device implementations. A comparison of this study of average
processing time for various data sizes is presented in Figure 23 and Figure 24.
The testing showed that the hardware implementation was roughly a thousand times faster
at encrypting and decrypting information compared to the software implementation. From a
hardware perspective the testing showed that the desktop implementation was the fastest
implementation. However, it uses far more power and had a larger hardware footprint when
compared to the NetFPGA 10G implementation.
In order to consider QoE for security mechanism in the INPUT platform, dedicated security
functions are required. The NetFPGA 10G based lightweight security is available as service. This

Figure 23. Platform’s encryption time.

Figure 24. Platform’s decryption time.
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service can be initiated either in stand-alone or as integrated INPUT platform with secured data
and information received and transferred by the end users.
To evaluate the performance of the hardware enabled security model, we consider the
following two scenarios, which are Standalone scenario and INPUT Multimedia Demo scenario.
As a basis for investigation, we take the multimedia scenario with video streaming. Varios
qualities of video contents are stored on a streaming server. We deploy the NetFPGA as
hardware accelerator placed near the streaming server. We route the video traffic to the
NetFPGA. In this scenario, the function can utilize high data rate traffic from streaming server
network. However, it is configured to analyse performance problems due to the qualities of
videos sent over network on the path to the client.
The aim of this testbed is to evaluate the influence of different video qualities with security
functions on its performance. In the server, a videolan program is used to stream video traffic
passing through the NetFPGA 10G to the client. The client is a typical personal computer and
equipped with Ubuntu 14 as operating system. Regarding the streaming server, all
measurements are conducted with the use of the video streaming platform VLC [25]. This
platform has the benefit that it provides unencrypted traffic over LAN. For the sake of traffic
tracing, we deploy the WireShark at both the client and in the server. This allows us to monitor
and compare the data and network latency estimation in this scenario and at the client device
with support of traffic analysis at both end points.
Figure 25 and Figure 26 present the data captured using Wireshark packet analyzer without
and with encryption functionality respectively. It is observed that without encryption, captured
data packets clearly state the protocol type MPEG as shown in Figure 25. Whereas encrypted

Figure 25. Original Video Data Stream.
Page 32 of 49

Deliverable D4.4

data packets states only UDP protocol information in Figure 26. The different payload also
shows the state of data with and without encryption. Moreover, it is obvious that the hardware
accelerated encryption functions provides firm and faster data security on-demand. The details
of data packet types and contents are secure to achieve high confidentiality for personal data.
Figure 27 shows the estimation for video streaming over the course of the measurements for
different video qualities. The x-axis indicates various video qualities where the two types of
each video sent directly and securely. The y-axis shows the latency, which represents variation
of bar levels.

Figure 26. Encrypted Video Data Stream.

Figure 27. Standalone Client-Server Video Transmission Latency.
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5.2.3 NetFPGA 10G network Security Integration in the INPUT Framework
In order to consider data security with Quality of Experience (QoE) for consolidation in the
INPUT platform, dedicated security functions are required. They can be applied on all user data
related components and provide the INPUT platform with secure user information with high
throughput and secure service quality perceived by the end users.
To investigate the applicability of security functions in the INPUT platform, the integration of
the NetFPGA 10G with OpenVolcano was set up in the CNIT-GE facility. Figure 28 shows an
overview of the integrated testbed, which consists of the servers hosting the OpenVolcano
platform with integrated necessary components such as Conduit, Cinder, Magma SDN
controller in the control plane. The two NetFPGAs are connected to an OpenFlow enabled
Switch that is controlled by Magma. In the data plane, traffic is routed via eNodeB to the EPC
through NetFPGA 10G where network security function as hardware acceleration is integrated
for more efficient and offloaded packet processing; Network security functions are
implemented in the programmable logical unit of 10G board. An encrypted/de-crypted traffic
monitoring service is available on NetFPGA board. The communication between control plane
and data plane is based on REST API that is depicted by orange lines. In this testbed, another
NetFPGA at VM site is installed for traffic flow from/to users.
Table 6 shows the traffic throughput for video streaming over the course of the
measurements. The video traffic is tested for a gradual increase in traffic throughput to evaluate
the on-demand security and packet loss due to functional overloading. From the Table 6, we
observe that the NetFPGA integrated with OpenVolcano in the INPUT testbed can estimate the
video streaming throughput with high security. It is reasonable since the video flows arrive at
the NetFPGA and show successful network function with no packet loss while gaining advent of
user data security. Consequently, the value is a good proof that the NetFPGA can provide high
speed offloaded network security in test cases.
To summarize, network security mechanism in the INPUT platform is necessary in order to
provide users’ trust in data service chain. The network security function can be applied for

Figure 28. Physical integrated INPUT framework layout.
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traffic flows to/from users and can be deployed in different application scenarios with own
advantages.
Table 6. Secure video streaming estimation.
Video Traffic
Tests

Throughput
Percentage

Packet Loss

1 Gbps

100%

0%

2 Gbps

100%

0%

3 Gbps

100%

0%

4 Gbps

100%

0%

5 Gbps

100%

0%

6 Gbps

100%

0%

7 Gbps

100%

0%

8 Gbps

100%

0%

9 Gbps

100%

0%

10 Gbps

100%

0%

6 Benchmarking Evaluation of the “Virtualization of existing
End-User Electronic Devices: Home Entertainment Virtual
Device” Use Case
This use case consists of the virtualization of a set-top box (vSTB) made available to the user
through the INPUT framework. The vSTB allows to reproduce multimedia content to one or
more devices that can be either real-time streaming of multimedia content or previously
recorded multimedia content. In addition, the service can be provided to devices physically
located in the user’s home, such as a smart TV, and to smartphones and tablets in mobility
without quality degradation.
A thorough description of the use case implementation and the related evaluation have been
provided in the D4.3 report. In this document, the attention will be focused on the use case
integration in the INPUT framework, and specifically in the final demonstrator. The solutions
developed within the INPUT project provide a number of improvements with respect to state
of the art video streaming services. The personalization of the offered services and the
flexibility of the networking aspects are the main features providing benefits to both the users
and the Telco operators. In fact, the user can benefit from the virtualization of the physical
device and the proximity to the service in terms of improved flexibility (e.g., content fruition in
mobility, larger plethora of available services/functionalities, higher QoE), while the Telco
operator can, on the one hand, become a competitor in the service market in its own right
thanks to such personal services and, on the other hand, it can reduce its energy and
deployment costs thanks to in-network programmable hardware and consolidation policies.
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The demonstrator for this use case highlights the behaviour and performance of the vSTB in
both the domestic environment and in mobility. The benchmarking evaluation presented in this
document analyses the response times of the various events occurring during the
demonstration, as listed in the D4.5 report, namely, vSTB installation and setup, access to the
vSTB service at home, and access to the vSTB service in mobility.
Since the service activation response time depend on the infrastructure and thus have been
analysed in Section 4, in this section we have decided to test the responsiveness of the service
when it is already available in the user proximity and when the service chain needs to be moved
to a closer datacenter. The first scenario considers the delays when performing the channel
surfing and time jumping operations, and considers both accessing the vSTB at home, hence
using the Smart TV in the home Wi-Fi network, and in mobility, with the smartphone connecting
to the vSTB via 4G. In both cases, we consider the Service_Apps composing the service to be
already deployed in the proximity of the user, while in the second scenario we measured the
time needed to move the service chain closer to the user and have the single functionalities
again available for the user (e.g., the migration times of the involved Service_Apps).
Figure 29 reports the response times experienced during the channel surfing and time
jumping operations. The latter is represented on a different y-axis, reported on the right,
because it differs of three orders of magnitude with respect to the former. In the graph, the
columns show the average value, while the circles represent the single values, as the tests have
been repeated twenty times. As mentioned above, for this test, we compare the response times
experienced by a user connected to the home Wi-Fi and to the mobile network. The figure
shows that the variations between channel surfing and time jumping at home versus in mobility
are negligible even considering the minimum and maximum values.
Since in this scenario we considered the response time of a service whose chain is already
deployed in the proximity of the user, we have also measured the migration time of the
Service_Apps composing the service and compared the results of a user in mobility connecting
to two different access points, and the result is reported in Figure 30. Although the three tested
VMs have comparable configurations (as described in the D4.3), it can be seen how distance has
the biggest impact on migration times.
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Figure 29. Response times experienced during the channel surfing and time
jumping operations performed inside the user home network and in mobility.
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Figure 30. Migration time of the vSTB Service_Apps measured from two different
access points.

7 Benchmarking Evaluation of the “Virtualization of IoT
Services in a Home Management System: Virtual Collector
Device” Use Case
The demonstrator for the “Virtualization of IoT Services in a Home Management System:
Virtual Collector Device” use case tackles the main challenges affecting the IoT scenario, such
as security and privacy issues for connected personal devices and the limitation of resources
(constrained devices).
It is well known that one of the main issues of IoT regards the physical constraints, in terms
of computational capacity and energy consumption, of the sensors and actuators. In this
respect, the design of the Virtual Object (VO) proposed in INPUT is of paramount importance
for the IoT future sustainability. A VO is the virtual representation of a OMA-LwM2M device
(hence, composed of one or more objects/sensors). The OMA device used for the demo, the
HOPU Smart Spot, offers many features, including support for physical web, crowd monitoring,
GPS, temperature, humidity measurement, etc. It allows multiple applications to interact with
a physical device with optimal resource utilization and offering high levels of flexibility to allow,
for example, the addition of features without any computational overhead on the device.
The implementation of the VO in OpenVolcano has been realized using the Java application
server CapeDwarf, which is a Jboss Wildfly extension. Thanks to the modularity of this
application server, the most advanced software functionalities are made available to the VO,
such as clustering, load balancing, data persistence, etc.
The use case demo implementation consists in one OMA monitoring different parameters and
collecting many data in a Smart Home. The user will have all this information available through
the deployed services in his/her personal Network. As shown in Figure 31, the data is accessed
through by the Historical Data Cache Dashboard, which offers many functionalities: using this
dashboard, the user can easily connect new devices to the personal network, read data from
the devices, consult historical data stored in the database, etc. The dashboard counts also with
a box that displays the RTT (Round Trip delay Time).
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Figure 31. The Historical Data Cache Dashboard.

The use case design includes two key cloud services that are be deployed in OpenVolcano;
those services are:


InputCD: Capedwarf deployment including the virtual objects (VO) that is connected with
the devices.



InputHDC: The Historical Data Cache deployment that runs the Historical Data Service and
the user interface.

The precondition for the user to connect the devices to the personal Network is that the
bootstrap procedure has been completed, with the initialization of different data in the device
memory, like the IP address and credentials of the servers that the device has to connect with.
After this procedure is completed and the cloud services are running in the personal network,
the user will be able to go to the dashboard and add the devices to his/her personal network.
This binding will be stored in the inputHDC database, so the system will know which VO needs
to get information from only by knowing the device endpoint. After this, the added physical
device is switched on starting transmitting Registration and Update messages. The user can
easily retrieve information from his/her IoT devices specifying the device endpoint and the
resource (Object/instance/resource) in the left-panel of the dashboard. An observation request
can be sent to the VO, which will be sending data periodically to the Historical Data Cache, and
it will be able to be consulted later with the dashboard.
The VO is placed between Services and Resources to act like an enhanced physical device with
respect to the services (either Service Apps or DC Apps) interacting with it. The VO interacts
with a REST API that is shared with other applications, not only with the Historical Data Cache.
Page 38 of 49

Deliverable D4.4

This feature allows every application able to perform HTTP requests to manage the VO, thus
simplifying the way that developers and final users connect their devices to a new application.
In order to connect an OMA device to an already deployed VO, the first step is to bind the
device “endpoint” to the VO. The bind request is sent to the InputCD service that will be
deployed in OpenVolcano. After that, when the device performs a Registration in the service,
the proxy will manage that petition and connect the assigned VO to the physical device. This
assignment is shown in Figure 32; in this example, the Postman REST client application has
been used.
When the connected OMA device is switched on, it will manage the Registration procedure in
the service (inputCD), as soon as it has finished, the connection will be established and the
operations such as request a real time object value, set an observer, write a resource or an
instance, etc. are ready to use. In the same way, multiple devices can be connected to the service,
to another Virtual Objects, and the Service API can request information about which VOs are
bound with which devices. In Figure 33 we can see the list of VOs bound to the HOP2 device.
The user can retrieve information on the RTT between client and server at any time through
the “Real Time Values” section in the dashboard. During the tests performed, some measures
have been collected and the histogram of the results can be seen in Figure 34. The figure shows
that 70% of the RTT measurements have shown values between 500 ms and 1000 ms. The
remaining samples, which show big delays or bad performances, have been collected in

Figure 32. POS request for VO assignment.

Figure 33. List of VOs bound to a device.
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Figure 34. RTT as detected through the dashboard.
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Figure 35. Start and migration time of the two services deployed in OpenVolcano.

borderline situations, in which, for example, a high number of VOs has been connected to the
available physical devices. The time required to start and migrate the individual services, e.g.,
InputCD and InputHDC, are shown in Figure 35.

8 INPUT Achievements Versus Target KPIs
As already mentioned in Section 1, the INPUT Project has identified several objectives
towards the design of a novel scalable and sustainable infrastructure for Future Internet
personal cloud services. The support of ground-breaking personal cloud services, the
realization of a smart network infrastructure characterized by in-network programmability
and vertically integrated with cloud services, the definition of interfaces and mechanisms for
the dynamic provisioning of physical and virtualized resources have been explored and have
contributed to the realization of a demonstrator with proof-of-concept implementations of its
main achievements.
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The final, integrated design of the INPUT platform has fulfilled the targeted functional
objectives and further proved the ability to embrace the concepts of Edge and Fog Computing
that have emerged during the Project’s lifetime. In order to highlight such achievements, this
document has provided a benchmarking evaluation of the INPUT data and control plane
modules and of the use-case application prototypes finalized and integrated in the INPUT
platform for the Project demonstrator. The performance of each functional block at data and
control planes have been completely experimentally characterized in Sections 4 and 5, while
end-to-end performance obtained with use-case applications are depicted in Sections 6 and 7.
At the proposal stage of the project, the Consortium identified 5 target key performance
indicators (KPIs) to be achieved with the application of the INPUT platform and its main
functional blocks. Such KPIs are summarized in Table 7.
Table 7. Target KPIs as defined in the Objective and Impact sections of the INPUT DoA and of proposal
document.

INPUT target KPIs
ID

Target KPI description

K1

The virtual image will allow to reduce the carbon footprint of completely and partial
virtualized appliances to 50% and 75%, respectively.

K2

To exploit advanced power management schemes in smart programmable devices for the
achievement of very high energy-efficiency levels producing OPEX savings up to 60%
(with respect to a scenario without consolidation criteria and power management
primitives).

K3

Reduced latency (of a factor up to 50% ) for high-performance delay-sensitive cloud
application.

K4

Reduced traffic volumes forwarded to datacenters (up to 30%)

K5

Proof-of-concept implementations of two use-case personal cloud services that will
run on several emulated users’ personal networks

As made explicit since the proposal (e.g., footnote 6 at pag. 28 of Part B of the DoA: “The
achievement of specific performance targets strongly and obviously depends on the nature and
the implementation of the offered cloud service. For this reason, the potential performance
improvement due the INPUT technologies cannot be represented as absolute numbers, but only a
reasonable (and conservative) estimate of its upperbound is herein reported.”), most of these KPIs
have an “aggregated” nature, in the sense that their achievement is heavily affected by
“external-to-INPUT” factors, such as: i) the overall Telecom operator infrastructure in which
the INPUT platform would be deployed, and ii) the nature and the implementation of the offered
cloud services, considering both the virtual images and their chaining, offered by the Service
Providers.
Given the anticipatory, cross-cutting nature of the INPUT project, it has not been possible to
formulate INPUT target KPIs in a more platform-oriented fashion and less dependent from
Page 41 of 49

Deliverable D4.4

external factors, since many underlying concepts/aspects have become part of ICT scientific
and industrial community only after the rise of Edge and Fog Computing paradigms (recently
happened during the project lifetime).
Owing to the considerations above, it becomes manifest how the achievement of target KPIs
cannot be fully and directly validated by the INPUT final demonstrator and related
experimentations. Thus, in order to determine the potential impact of the INPUT platform on
the near future Telecom infrastructures and service delivering capabilities, a number of studies
have been pursued and can be useful to identify and model the performance of the INPUT
ecosystem according to various scenarios affected by the above “external” factors. In this
perspective, two impact models developed by the INPUT Consortium, and reported in [26] and
[23], become highly relevant.
The study in [26] analyses the impact of different levels of virtualization on the overall energy
efficiency by thoroughly outlining how the carbon footprint varies depending on the
virtualization level of a device. This work, which is also part of the D2.1 report, exploits a
mathematical model to determine under what circumstances replacing physical objects with
their virtual images reduces carbon footprint and Green House Gas emissions in a real
networking context. To do so, the model takes into account the impact of different levels of
virtualization, in presence or absence of power saving mechanisms, on the overall energy
efficiency by thoroughly outlining how the carbon footprint varies depending on the
virtualization level of a device.
The work in [23] aims at evaluating the level of proximity required for computing facilities
and related configuration features in order to support the latency requirements of nextgeneration edge cloud services, and provides an analysis of a citywide deployment of edge data
centers to evaluate how the different deployment scenarios affect both the end-user QoS and
the Telco provider costs. From the results, it emerges that the gains in terms of latency
obtainable by deploying a higher number of smaller datacenters reside in a range of few
hundreds of microseconds, while the Total Cost of Ownership (TCO), in the order of some
millions of Euros for the metropolitan area of Milan, might be affected by approximately 20%.
Owing the expertise acquired through the INPUT Project activities and the outcomes
provided by the above mentioned studies, it is possible to analyse the target KPIs and outline
the INPUT contribution to their achievement in the broader, near-future telecommunication
context. This mapping analysis is reported in the following subsections.

8.1 Mapping against K1 (carbon foorprint)
If we consider the standalone impact in terms of GreenHouse Gas (GHG) emissions of
replacing a physical appliance with its virtual image, the trade-off to be estimated is between
the total carbon footprint to produce and to use a physical device (e.g., the manufacturing,
transporting, packing, and disposing, along with the GHG due to its utilization), and the one
ascribable to the additional number of servers that is required to run the virtualized images. As
far as the case of completely virtualized appliances is concerned, we selected the virtual Set Top
Box of the INPUT use-case.
A thorough breakdown for this scenario was already provided in the aforementioned impact
analysis in [26]. This work shows that the achievable carbon footprint reductions strictly
depend on the number of virtual images that can be deployed in a single server. According to
the analysis produced in [26], in order to achieve the targeted carbon footprint reduction of
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75%, a server must host approximately 160 virtual images. In order to validate the compliance
of the vSTB prototype developed in the corresponding INPUT use case, we need to determine
if our design fits such requirements.
Moreover, since the developed application provides more functionalities than off-the-shelf
set top boxes, two versions of the use-case application have been considered: the former, called
vSTB-, providing functionalities similar to commercial products, and the latter, called STB+, with
all the developed functionalities. The two versions differ only on the presence of the “Personal
Acquirer” (PA) Service_App (considered only in the STB+ case).
The requirements of each virtual function composing the vSTB- and STB+ personal cloud
services have been reported in Table 8 (their original formulation can be found in the D4.2
report, which corresponds to the configuration applied in the final demonstration as well). It is
worth noting that the PA is an additional component not available in traditional set-top-boxes.
In accordance to what assumed in [26], the target infrastructure is composed of mid-range
servers, able to expose 240 vCPUs and 500GB of RAM. Therefore, considering the target of 160
virtual set-top-box per server (see Figure 36), we can neglect memory constraints, as they are
not a bottleneck for service placement.
Considering the estimated realistic set-top-box utilization of 4 hours per day [27], and the
server vCPUs being reserved to active set-top-boxes, it turns out that 240 vSTB- or 180 vSTB+
can be placed on a single server on average, which correspond, according to the projection in
Figure 36, to approximately 80% and 78% of savings, respectively.
Considering the target of 75% carbon footprint savings, the vSTB- or vSTB+ could be used for
6 and 4.5 hours per day on average. Given the prototype nature of the multimedia application
developed in INPUT, further improvements are also possible.
Regarding the partial virtualization case, unfortunately it has not been possible to find
realistic parameters on the carbon footprint of IoT devices to be used as terms of comparison
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Figure 36: Saving in terms of carbon footprint of the INPUT scenario (green line) with respect the
BAU one. Source: [26].
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in this analysis. This absence of parameters is mainly due to the well-known heterogeneity of
device technologies and manufacturing approaches in the IoT field, which may lead to much
different figures especially in the embodied carbon footprint.
Summarizing what discussed above, the Consortium believes that, at least for completely
virtualized appliances, the INPUT platform can enable to design personal cloud services able to
fully replace/extend the capabilities of physical appliances, and saving exceeding 75% of their
carbon footprint.
Table 8. Computing and memory requirements of the vSTB- and STB+ services.
Service

vCPUs [#]

RAM

vSTB-

VDI: 1
DMS: 1
DMC: 4

VDI: 256 MB
DMS: 256 MB
DMC: 256 MB

Total: 6

Total: 768 MB

VDI: 1
DMS: 1
DMC: 4
PA: 2

VDI: 256 MB
DMS: 256 MB
DMC: 256 MB
PA: 2GB

Total: 8

Total: 2816 MB

vSTB+

8.2 Mapping against K2 (OPEX)
The impact of consolidation and power management mechanisms is heavily influenced by a
number of factors related to the design and deployment (architectural choices, dimensioning,
placement, etc.) of a datacenter.
As tackled in [23], different choices in the dimensioning of a datacenter can cause shifts in
OPEX well above the targeted 60%: overall, opting for a higher number of smaller datacenters
to cover a geographical area is penalizing from the TCO point of view (latency considerations
are postponed to the following) because, on the one hand, the number of redundant appliances
is higher and, on the other hand, the probability of a user transitioning from an area served by
a datacenter to a near one is higher in the presence of a more scattered deployment, and the
increased overhead due to personal services migration requires a higher number of active
servers.
As a result, lessons learned from the study in [23] suggest that the use of a single in-network
datacenter for a large metropolitan area like Milan in Italy could assure end-to-end delays of
few milliseconds (more than 20 times less the foreseen latency to cloud in 2021 – see the next
section) and OPEX savings around 20% with respect to scenarios with more distributed
computing resources.
Starting from these learned lessons, the emulated demonstration settings used to evaluate
the control processes in the INPUT platform (including the consolidation process) have been
dimensioned to represent a small nation-wide scenario, with a number of in-network
datacenters and servers compatible with the configuration above depicted.
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The tests in Section 4.2 on the consolidation algorithm proposed in WP2 and fully integrated
in the INPUT platform prototype exhibit a set of results outlining OPEX saving figures (due to
energy savings) much larger than the 60% target with respect to standard OpenStack
operations when the datacenter utilization is approximately lower than 37% of its total
capacity.
Recalling that the INPUT consolidation algorithm only works on reserved resources, further
significant OPEX savings can also be achieved with power management schemes (acting not on
reserved resources, but on their actual usage). In this respect, the power management scheme
reported in Section 3.1 of the D3.4 reported showed that a further 10% energy consumption
reduction is possible by better consolidating VMs inside servers and using ACPI C- and P-states.
Owing to the aforementioned results, and arguing that datacenters’ workload hardly exceeds
the aforementioned levels during daily profiles – typical “cloud” datacenters have peak
utilization of only 40% with long low-demand periods with utilization levels as low of 5% [28]
– it can be concluded that the achievements obtained by the INPUT project can allow to achieve
the K2 target.

8.3 Mapping against K3 (latency)
As for the previous target KPIs, end-to-end latency can also be sensibly affected by a number
of factors, both internal and external to the INPUT platform. The most relevant ones are i) the
distance between the user and the facility hosting the services, ii) the nature of the service
chain, and iii) the efficiency of the involved computing and networking processes.
Most of the gain in latency reduction enabled by the INPUT platform certainly depends on the
possibility to host personal cloud services in datacenters deployed inside telecom
infrastructure, avoiding to cross the public Internet. In this respect Cisco estimates the latency
towards public cloud facilities in Western Europe to decrease to 46 ms in 2021 [16]. Regarding
network infrastructures, end-to-end latency of LTE networks are required to stay below 10 ms
for data-plane traffic [17] between the user terminal and the eNodeB, and generally lower than
20 ms to the P-Gateway [18], with the target value in current 5G technological design being 1
ms [19].
Thus, even in case that the INPUT platform would be deployed in datacenters at the
termination of 4G mobile network core, the latency reduction will be approximately 56.5% at
least: recalling the study in [23] (which only considers the latency in the wired part of the
network), if edge datacenters would be geographically distributed closer to the eNodeB, an
overall latency between 10 to 12 ms could be achieved (corresponding to a reduction of 7478% with respect to the cloud latency expected in 2021 [16]). This estimate is confirmed by the
experimental results obtained in Section 5.1, where the INPUT platform has been attached i)
between the eNodeB and the vEPC by means of the VNFs for bypassing the S1 and S1-AP
protocols developed in WP3, and ii) at the termination of the vEPC. Obviously, the rise of the
5th Generation mobile networks can further sensibly reduce the latency to edge computing.
Owing to the simple analysis above, this Consortium believes that the most manifest
advantages provided by the INPUT platform reside in the scalability level achieved in its main
run-time operations.
As shown in Section 4.1, processes performing service instantiations, virtual overlay network
re-configurations, virtual machine placement optimization and re-consolidation of datacenters
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take computation times of at most few tens of milliseconds also in the presence of very complex
networks and service chains.
This scalability level plays a fundamental role in enabling edge computing infrastructures to
support extremely low-latency services, and assure ground-breaking QoE levels.

8.4 Mapping against K4 (traffic towards datacenters)
Traffic flowing to/from datacenters in the public Internet, as already mentioned for the
previous KPIs, obviously depends on the nature of the application/services.
Multimedia applications, apart from when they are used for the storage of private video
recordings or photos, need to receive/send data from/to the public Internet. In such a case,
INPUT can help network operators and multimedia service providers to easily apply state-ofthe-art solutions in content delivery networks (e.g., by exploiting “shared” VM among users as
defined in the D2.1), and to provide cache capabilities close to groups of end-users.
In IoT systems, the case of services completely hosted in the edge infrastructure (i.e., services
without DC_Apps) might be highly frequent. In fact, for those systems meant to augment the
environment, such as Ambient Assisted Living applications, producers of the information
(sensors, users) and consumers (actuators, users) stay usually in the same geographical
location. Thus, they can entirely benefit from close edge computing facilities, while the public
Internet might be useful only for remote monitoring.
In any case, monitored data can be synchronized to the public Internet datacenter at lower
pace and in a more compressed fashion. Cisco estimated that IoT traffic and data could be
reduced by 90% by adopting edge computing [16].
Owing to the considerations above, the INPUT Consortium tried to get preliminary feedbacks
during the demonstration experimentation. A number of counters of network ports have been
monitored to understand the traffic volume remaining in the Telco Operator network, and the
one exiting towards “external servers” miming the public Internet.
At the end of all the experimentations related to use-case applications, it was observed that
64.5% of the traffic remained inside the Telecom Operator infrastructure. In Business-as-Usual
scenarios all the traffic would be sent to public Internet datacenters.

8.5 Mapping against K5 (demonstration use-cases)
As demonstrated in Sections 6 and 7 and in all the WP4 deliverable reports, two use case
applications have been realized and tested in a fully working INPUT platform.
In addition to the use-case applications above, it is worth recalling that INPUT also produced
a number of early bird (non-planned) demonstrations, some of them constituting additional
use-case applications (e.g., the “Racing with the Drones” demo winning also the best demo
award at 2017 IEEE/IFIP IM Conference).

9 Conclusions
This deliverable report has described the conclusive activities performed in the scope of Task
T4.4 covering the integration of the solutions and developed in WP2 and WP3 to support the
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complete lifecycle of personal cloud services, along with the development of proof of concept
use cases implementation.
The document has described the benchmarking evaluation of both the INPUT platform and
the use cases. The validation of the control and data plane of the INPUT platform has
emphasized the additions and improvements that have been applied to produce the final
demonstrator, with particular attention on the integration aspects and on the management of
the service chains lifecycle. Regarding the use cases, the implementation aspects described in
the D4.3 report have been validated in the context of the integrated ecosystem set up for the
demonstrator.
A final aspect covered in this document has regarded the achievement of the objectives
outlined in the project proposal, with particular care on the numerical KPIs. A discussion has
been carried out by considering the external factors that can affect the performance of the
INPUT platform in a real-world deployment and how the developed solutions can mitigate their
impact.
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