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1 Executive Summary
In order to provide the maximum programmability and flexibility levels to foster continuous
innovation and enabling new services, technologies like Software Defined Networking (SDN)
and Network Functions Virtualization (NFV) are expected to provide an effective support for
customizing and virtualizing the network. However, while IT virtualization technologies on
general-purpose hardware are commonly perceived as highly energy efficient means, thanks to
their agility and flexibility, their ability to reduce power consumption and related carbon
footprint is still debatable. For instance, general-purpose hardware that will host NFV
applications is well known to provide much lower performance and to consume greater energy
than the application-specific hardware used in today’s network equipment. Moreover, care
must be exercised in order to evolve the network management together with the new
networking technologies.
In fact, while previous research and innovation activities have proved the feasibility of huge
savings by designing control policies to dynamically drive power management capabilities such
as Dynamic Adaptation and Smart Standby, such approaches must be re-thought according to
a more holistic approach that takes into account, among other issues, the presence of both
physical and virtual resources, which may belong to different stakeholders with different (and,
possibly, concurrent) goals in terms of resource usage.
This Deliverable report entitled “Service-aware power management policies” provides an
output for the research and development activities carried out in the context of the INPUT Tasks
3.3, namely “Power Management”. The main goals of this task have regarded the exploitation of
monitored information on the actual traffic volumes, workload, and application/service
requirements to flexibly allocate internal operations, network functions and services while
minimising the number of active components supporting the functionalities deployed at any
time. In this respect, particular care has been taken to ensure that the user experience is not
challenged by the presence of such policies.
This report aims to describe the main achievements in the design of resource consolidation and
service-aware power management policies and reports a number of test results as well. Details on
the deliverable structure and main covered topics can be found in the Introduction.
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2 Introduction
This deliverable report contributes to the design and development of the “in-network”
support to Personal Cloud Services, and in particular it focuses on the power management
capabilities. During the INPUT Project’s lifetime, a number of analytical models, control policies
and monitoring capabilities have been designed to this goal, and a number of interfaces have
been provided as well, both to expose the obtained information and to propagate the requested
configurations to the above infrastructure layers.
In particular, this deliverable represents a collection of the power modulation policies designed
to exploit hardware power management features and provide fast consolidation/orchestration (scaling)
mechanisms while avoiding service interruptions during power state transitions. It is worth noting that
this document does not report the complete set of resource consolidation and service-aware power
management policies, because some of the Project outcomes, especially regarding monitoring
capabilities, are strategic to the achievement of the goals of other research axes as well and as so
can be found in the corresponding deliverable reports. In that case, this deliverable reports the
reference to the corresponding document.

2.1 Task Description
WP3 “Smart Network Programmability Support” represents the second technical WP of the
INPUT Project. This WP is devoted to foster the “in-network” programmability paradigm in
order to support the INPUT service requirements and functionalities in an effective, scalable
and energy-efficient way.
Regarding Task T3.3, “Power Management”, its aim is on the extension of the power
management capabilities of programmable network nodes to support resource consolidation
and power modulation, so as to minimize energy consumption whilst meeting per-application
service requirements. To this goal, the Project activities stem from the identification of the main
peculiarities brought by the advancements in “softwarization”, which have been thoroughly
studied in order to select the most suitable approaches to tackle power management in the
current ecosystem.
Then, activities have focused on designing solutions to exploit hardware power management
features in order, on the one hand, to quickly react to workload changes while avoiding service
interruptions and, on the other hand, to provide the suitable isolation and performance level to
heterogeneous personal services. In order to effectively apply such features, a suite of power modulation
policies have been defined to allow the optimization of energy consumption whilst meeting perapplication service requirements.
Of course, attention has been given to the implementation of monitoring capabilities to allow a
dynamic cost-benefit analysis of alternative methods, and also to the definition of intercommunication
mechanisms within the infrastructure and among stakeholders to both exchange current-available
power states and provide information regarding the monitored data. Examples of the designed policiesmechanisms, along with related performance evaluations, can be found in this document as well as in
the D3.3 and D2.3 deliverable reports.

2.2 Deliverable Structure
After the Executive Summary (Section 1) and the Introduction (Section 2), the deliverable is
structured as follows:
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Section 3 reports a number of power management policies that have been developed during
the Project’s lifetime. The activities in this section cover analytical models and control policies
working both at device and datacenter level.
Section 4 is devoted to the power modulation capabilities that have been implemented on the
NetFPGA switch, and it includes the considered analytical model, the implementation on the
NetFPGA and the related results. Similar results related to OpenVolcano are reported in the D3.3
report.
Section 5 presents a study devoted to the extension of the Green Abstraction Layer (GAL) to cope
with the presence of virtualization. In more detail, the GAL definition has been critically compared
with the one defined by ETSI NFV MANO and the needed extensions, which mainly regard the
definition of the Energy-Aware States, have been presented, along with a preliminary study on
billing issues.
Finally, conclusions are drawn in Section 6.
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3 Power management policies
This section presents the power management policies that have been designed during the
INPUT Project’s lifetime. In particular, this section focuses on the analytical models and control
policies that have been studied from a more theoretical perspective and have contributed to
the realization of the monitoring, resource consolidation and service-aware power
management policies that have been reported in Section 4 and in the D3.3 and D2.3 Deliverable
reports.

3.1 Joint Power Scaling of Processing Resources and Virtual Machines
Consolidation
Numerous studies in the literature addressed the energy-aware virtual machine
consolidation problem in datacenter by considering the possibility of saving energy by turning
off or putting in stand-by unused servers [1] [2], but none of them has (completely) considered
the ACPI’s performance and idle states capabilities of today’s computing devices (C-states and
P-states, respectively). The former allows dynamically modulating the capacity of the
processors according to current workload loads by tuning the clock frequency, the latter
reduces power consumption by powering off sub-components of the CPUs when no activities
are performed, and by re-waking them up when the system receives new activities.
For further improving energy efficiency, we propose an energy- and performance-aware
consolidation policy that takes into account the aforementioned capabilities and incorporates
a power consumption model in the consolidation decision. Towards this end, the classical FirstFit Decreasing (FFD) bin-packing algorithm [3] is considered as a baseline for VM consolidation,
although our approach can be easily adapted to other packing algorithms. The policy exploits
the monitoring system described in the D2.3 Report and the same queue model for estimating
the power consumption, further details can be found in [4].
The VMs are initially placed among a given set of multicore servers through FFD based on the
workloads specified in the Service Level Agreement (SLA). Since such specifications are
generally derived from peak workloads, our main goal is to dynamically manage VM
consolidation in each server according to actual workload variations, by jointly tuning the ACPI
configuration and minimizing the number of active cores.
In more detail, we assume to perform a global FFD bin-packing consolidation every time
window T (with T to be in the order of tens of minutes or even hours) and that the number of
VMs in the system does not change in this interval (i.e. no arrival and/or departure of VMs — if
any occur, they will be accounted for with some delay in the successive interval).
In every sub-interval ΔT of T, our policy acting in each server performs:


The estimation of the statistical features of the VMs workloads through the model-based
analytics for profiling workloads described in the D2.3;



The optimal binding of the VMs to each cores of the hosting server;



And the optimal ACPI configurations of the active processors.

To this end, the scheme includes energy- and performance-aware workload classification
rules that define the most energy efficient configuration to be applied to the serving core.
Specifically, given a certain aggregate workload characterized by the estimated parameters
Page 8 of 40
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Figure 1. Regions defined by the core classification.

(𝜆, 𝛽) defined in the D2.3 we evaluate the power consumption model proposed in [4] for all
possible pairs of C-states and P-states configuration and choose the optimal one which satisfy
the performance requirements, i.e., we limited the maximum core utilization to the 80%. It is
worth noting that this computation can be performed offline for a wide range of values (𝜆, 𝛽)
for a specific CPU architecture, giving rise to regions in the (𝜆, 𝜆𝛽) space that correspond to the
most suitable configuration for the points in the region (a specific example of such regions is
shown in Figure 1).
In order to evaluate the performance of the proposed policy, a simulation framework for a
scaled-down datacenter is implemented in Matlab, considering Intel Xeon E5-2690 2.9GHz
processors [5]. For the sake of simplicity, but without loss of generality, we only consider the
following subset of configurations: (𝐶1 , 𝑃0 ); (𝐶3 , 𝑃0 ); (𝐶1 , 𝑃8 ); (𝐶3 , 𝑃8 ). The 𝐶1 and 𝐶3 power
states correspond to the Halt and Sleep modes, while the 𝑃0 and 𝑃8 performance states
correspond to the maximum and minimum core frequencies, respectively. We consider a
system with 500 servers and 10000 VMs. Each server is supposed to have 2 octa core
processors. The workload of every virtual machine change over the time by randomly selecting
a couple (𝜆, 𝛽) (for further details about the random workload generation and parameters see
[4]).
We compared the average data center power consumptions generated by the proposed policy
(C+PS) and two baseline scenarios — (xC+xPS) and (C+xPS). C and PS denote in-server
consolidation and power scaling, respectively, and x is appended to indicate the absence of the
specified capability. Figure 2 shows that simply performing in-server consolidation reduces the
power consumption by around 4%, which can be further improved to 10% when jointly
performed with power scaling.

3.1.1 The Stochastic Knapsack Model for Virtual Machines Orchestration
In addition to consolidation policies applied at datacenter level, the regions identified in the
previous section can be used as input for local orchestration policies as well. In this respect, this
section proposes an analytical model to characterize the impact of a service instantiation inside
a core. This model is based on the well-known stochastic knapsack problem, of which a detailed
description can be found in [1].
Page 9 of 40
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Figure 2. Datacenter power consumption.

In the stochastic knapsack problem, objects belonging to a class k are characterized by their
size, 𝑏 (𝑘) , their arrival rate, 𝜆(𝑘) , and their mean holding time, 1/𝜇 (𝑘) . Inter-arrival and holding
times are characterized by independent exponential distributions.
In modelling a core, we can consider K available services, with each service instance k=1,…, K
causing a computational overhead 𝐵 (𝑘) in terms of instructions per second. The remaining
parameters of the problem can be found in Table 1.
Table 1. Notation Definition for the Knapsack Problem
Parameter
𝑷𝒙

𝑪
𝑲
𝝀

(𝒌)

𝟏/𝝁

(𝒌)

Description
Total capacity in terms of instructions/s in state 𝑃𝑥
Available services
Average inter-arrival time for an instance of k
Average duration of an instance of k

(𝒌)

Number of k instances (e.g., VMs) in the server

(𝒌)

Subset of states where an instance of k is allocated in the server

𝒏
𝑺

𝑨(𝒌) = 𝝀𝒌 ⁄𝝁𝒌

Offered load of a k instance

(𝒌)

Total computation capacity required by k instance

(𝒌)

Saturation probability for a k instance

𝑩
𝑷

With these considerations in mind, an instance k of a service K can be allocated in the core if,
after allocation, there is still sufficient capacity for running all active instances, i.e., if the
following condition is respected:
(𝑗) (𝑗)
𝐵 (k) ≤ 𝐶𝑃𝑥 − ∑𝐾
𝑗=1 𝑛 𝐵

(1)

The term on the left-hand side of the inequality represents the total amount of computational
capacity required for the processing of the considered k service instance. The right- hand side
represents the available capacity of the core, given by the total capacity C in state 𝑃𝑥 minus the
computational weight required by the VMs that are already present in the core.
In order to give a clear definition of the state space, we can consider:
𝐵 = [𝐵(1) , 𝐵(2) , … , 𝐵(𝑘) , … 𝐵(𝐾) ]

(2)

𝑛 = [𝑛(1) , 𝑛(2) , … , 𝑛(𝑘) , … 𝑛(𝐾) ]

(3)
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the state space is defined as:
(4)

𝑆 ≔ {𝑛 ∈ ℕ𝐾 : 𝑛 ∙ 𝐵 ≤ 𝐶}

The expressions of 𝜋(𝑛), the stationary probability of state 𝑛, and of 𝑃 (𝑘) , the saturation
probability for a k instance, are the same as in the stochastic knapsack problem definition:
(𝑘)

(𝑘)

𝐴𝑛

1

𝐴𝑛

𝑘
𝜋(𝑛) = 𝐺 ∏𝐾
𝑘=1 𝑛(𝑘) ! ,

𝑘
𝐺 = ∑𝑛∈𝑆 ∏𝐾
𝑘=1 𝑛(𝑘) !

(5)
(6)

𝑃(𝑘) = 1 − ∑𝑛∈𝑆 𝑘 𝜋(𝑛)

The following simulation results show the power and performance behavior of a core
undergoing this orchestration procedure. For the dimensioning of the core and the VMs we
consider the data from [7].
Figure 3 reports the core active power consumption and blocking probability obtained for
two different ACPI configurations (e.g., P0 and P8) obtained varying the number of available
services. For these tests, the computational overhead has been randomly generated in the range
50000-300000 instr/s. It can be noticed that, for lower numbers of available services, the
blocking probability can be considered equivalent but the power consumption is sensitively
lower in the P8 state.
This behavior is even more evident considering the results in Figure 4 obtained by varying
the computational overhead of the services (e.g., keeping K=5 and varying 𝐵(𝑘) in the 50000300000 range for each k). Results show that up to 20 W could be saved for each core by setting
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the most suitable power configuration. Such input can be obtained, for example, by exploiting
the power scaling consolidation strategy described in Section 3.1.

3.2 Hysteresis Policy
We propose a Hysteresis Policy, in which the transition decision is not only considering the
present queue length but also the historical procedure of its evolution. We classify the changes
of the queue into two directions according to the transition of the system. If the current state I
is derive from the state i-1, we call it the increasing direction, whereas if the current system
state i comes from the state i+1, we call it the decreasing direction. The Hysteresis Policy, as an
oscillation-free service rate transition policy, can be described as




On increasing direction, if the queue length achieves the threshold kL (0 < k ≤ M), and the
current service rate is µk-1, then the service rate is increased to µk,
On decreasing direction, if the queue length achieves the threshold (k-1)L (0 < k ≤ M), and
the current service rate is µk, then the service rate is decreased to µk-1,
If the queue length exceeds the threshold ML, and the service rate achieves the maximum
value µM, then the service rate will maintain at µM until the queue length changes to less
than (M-1)L.

The initial service rate µ0 can be set to 0 to fully utilize the rates and achieve the optimized
power saving. The system state transition process is shown in Figure 5.
The fundamental idea of the hysteresis control is that the occurrence of the service rate
transition is delayed which results in the reduction of rate oscillation. As an example, the queue
length becomes 2L after a packet enters into the system (increasing direction) and at that time
the service rate changes to be µ2 from µ1. When a packet completes its service and leaves the
system (decreasing direction), the queue length reduces to 2L-1, but the service rate will still
be maintained at µ2 and also for its successive consistent states set until next threshold, either
L or 3L. In brief, the occurrence of the service rate transition has been delayed, which then
results in the reduction of rate oscillation.
There are three independent Birth-Death processes involved in this Hysteresis Policy, which
are
1. the sub-process {𝑋(𝑡) = 𝑖|(𝑘 − 1)𝐿 + 1 ≤ 𝑖 ≤ 𝑘𝐿, 0 < 𝑘 ≤ 𝑀} is a Birth-Death process with
a constant service rate µk on the decreasing direction,

Figure 5. State Transition-Rate Diagram Hysteresis Policy.
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2. the sub-process {𝑋(𝑡) = 𝑖|𝑘𝐿 ≤ 𝑖 ≤ (𝑘 + 1)𝐿, 0 < 𝑘 ≤ 𝑀} is a Birth-Death process with a
constant service rate  k on the increasing direction,
3. the sub-process {𝑋(𝑡) = 𝑖|𝑖 > 𝑀𝐿}is a Birth-Death process with a constant service rate µM.
For the Birth-Death process on the decreasing direction, we have an equilibrium solution
𝜇𝑘
𝜇
𝜇𝑘
𝜇𝑘 𝑝𝑖+1
= 𝜆𝑝𝑖 𝑘 + 𝜇𝑘 𝑝(𝑘−1)𝐿+1
, (𝑘 − 1)𝐿 + 1 ≤ 𝑖 < 𝑘𝐿, 0 < 𝑘 ≤ 𝑀

(7)

For the increasing direction, we have
𝜇

𝜇

𝜇

(8)

𝑘
𝑘
𝜇𝑘 𝑝𝑖+1
= 𝜆𝑝𝑖 𝑘 − 𝜆𝑝(𝑘+1)𝐿−1
, 𝑘𝐿 ≤ 𝑖 < (𝑘 + 1)𝐿, 0 < 𝑘 < 𝑀

When i>ML
𝜇

𝜇

(9)

𝑀
𝜇𝑀 𝑝𝑖+1
= 𝜆𝑝𝑖 𝑀

Eq. (7)-(9) describe the limiting distribution of mentioned three processes in the recursive
form. After simplification, we have
𝜇𝑘
𝜇
𝜇𝑘
𝑝𝑖+1
= 𝜌𝑘 𝑝𝑖 𝑘 + 𝑝(𝑘−1)𝐿+1
, (𝑘 − 1)𝐿 + 1 ≤ 𝑖 < 𝑘𝐿 , 0 < 𝑘 ≤ 𝑀
𝜇

𝜇

𝜇

𝑘
𝑘
𝑝𝑖+1
= 𝜌𝑘 𝑝𝑖 𝑘 + (𝜌𝑘 )𝐿 𝑝(𝑘−1)𝐿+1
, 𝑘𝐿 ≤ 𝑖 < (𝑘 + 1)𝐿 − 1, 0 < 𝑘 < 𝑀

𝜇

(10)

𝜇

𝑀
𝑝𝑖+1
= 𝜌𝑀 𝑝𝑖 𝑀 , 𝑖 > 𝑀𝐿
𝜇𝑘
𝐿 𝜇0
𝑝(𝑘−1)𝐿+1 = 𝜌𝑘 ∏𝑘−1
𝑗=1 (𝜌𝑗 ) 𝑝0 , 0 < 𝑘 ≤ 𝑀

{

where, when k=1, ∏0𝑗=1(𝜌𝑗 )𝐿 = 1.
We next divide the entire state space (S) by different service rate (µk), according to the total
probability decomposition and Eq. (10).
𝜇
𝑝𝑆 𝑘

𝐿(1−(𝜌𝑘 )𝐿 𝜌𝑘 𝑘−1
∏𝑗=1 (𝜌𝑗 )𝐿 𝑝0𝜇0
1−𝜌𝑘
{
𝐿𝜌𝑘
∏𝑘−1(𝜌 )𝐿 𝑝0𝜇0 ,
1−𝜌𝑘 𝑗=1 𝑗

,0 ≤ 𝑘 < 𝑀

(11)

𝑘=𝑀
𝜇

𝑘
Calculating p00 using the normalization equation ∑𝑀
𝑘=0 𝑝𝑆 = 1,

𝜇
𝑝0 0

= {𝐿 ∑

𝑀−1 𝜌
𝑘=0

𝑘−1

𝑀−1

𝑗=1

𝑗=1

𝐿
(1 − 𝜌𝐿𝑘 )
𝜌𝑀
𝑘
∏ (𝜌𝑗 ) + 𝐿
∏ (𝜌𝑗 )𝐿 }−1
1 − 𝜌𝑘
1 − 𝜌𝑀

The average rate of transitions from µk to µk-1 is given by
𝐿

𝜆 ∏𝑘−1
𝑗=1 (𝜌𝑗 )

𝜇

𝑘
𝑟𝑘−1,𝑘 = 𝜇𝑘 𝑝(𝑘−1
=
)𝐿+1

{𝐿 ∑𝑀−1
𝑖=0

𝐿
𝜌𝑖 (1 − 𝜌𝐿𝑖 ) 𝑖−1
𝜌𝑀
𝐿
∏𝑗=1 (𝜌𝑗 ) +
∏𝑀−1
1 − 𝜌𝑖
1 − 𝜌𝑀 𝑗=1 (𝜌𝑗 ) }

The average rate of transitions can be obtained by1
𝑀

𝑅 = 2 ∑ 𝑟𝑘−1,𝑘
𝑘=1

1

In Hysteresis Policy, the transitions rate of adjacent service rates is in balance (equilibrium).
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In addition to above, the average service rate can be calculated as
𝑀
𝜇

𝜇̅ = ∑ 𝜇𝑘 𝑝𝑆𝑘
𝑘=0

3.3 Network Resource Allocation Model
The mathematical symbols used in this chapter for describing the network resource
allocation model are similar to [8].
Substrate Edge Network: The substrate edge network can be modelled as an
𝑆
undirected connected graph with specific weights, denoted by 𝐺 𝑆 = (𝑁 𝑆 , 𝐸 𝑆 , 𝐴𝑁
, 𝐴𝐸𝑆 ), where
𝑆
𝑆
𝑆
𝑁 = (𝑆 , 𝐶 ) represents a set of substrate node that includes a network node (𝑆 𝑆 ) and a
𝑆
processing (computing/storage) node (𝐶 𝑆 ). 𝐸 𝑆 denotes a set of substrate links. 𝐴𝑁
and
𝑆
𝐴𝐸 describe the attribute sets of the substrate nodes and links (for example; Frequency, CPU
capacity and Location as the attribute of a node and Bandwidth for the links) respectively.
𝑃 𝑆 (𝑠, 𝑡) denotes the set of all loop-free paths in the substrate network from a source node s to
a destination node𝑡, which are ∀𝑠, 𝑡 ∈ 𝑁 𝑆 𝑎𝑛𝑑 𝑠 ≠ 𝑡.
Virtual Network Request: The VNR is an undirected connected graph, denoted by,
where 𝑁 𝑉 is the set of request nodes, and 𝐸 𝑉 is the set of request links. 𝐶𝑁𝑉 and 𝐶𝐸𝑉 describe the
condition with constraints of the request nodes and links respectively. 𝑃𝑣 denotes the set of all
loop-free paths in the virtual network request graph.
Virtual Network Mapping: The procedure of virtual network request mapping to a
subset of the substrate network, can be denoted by 𝑀: 𝐺 𝑉 → (𝑁 ′ , 𝑃′ , 𝑅𝑁 , 𝑅𝐸 ), where 𝑁 ′ ∈
𝑁 𝑆 and 𝑃′ ∈ 𝑃 𝑆 . 𝑅𝑁 and 𝑅𝐸 represent the resources which are allocated to virtual nodes and
virtual links. In general, the virtual network mapping can be decomposed into two stages: node
mapping and link mapping.
a) Node Mapping: This is the procedure of mapping a virtual node to a substrate node.
b) Link Mapping: This is the procedure of mapping a virtual edge to a substrate path.
The logical model of the network is shown in Figure 6.

Figure 6. Logical Model of the Network.
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3.4 Power-Aware Source Allocation Algorithm
We associate each requested virtual node (𝑛𝑉 ∈ 𝑁 𝑉 ) with a constrained radius (𝐷𝑉 ). We
denote a cluster of a requested virtual node by 𝛺(𝑛𝑉 ) which includes the substrate nodes that
satisfy the geometrical positioning requirements.
𝛺(𝑛𝑉 ) = {𝑛 𝑠 ∈ 𝑁 𝑆 |𝑑𝑖𝑠(𝑙𝑜𝑐(𝑛𝑣 ), 𝑙𝑜𝑐(𝑛 𝑠 )) ≤ 𝐷 𝑉 }

(12)

Meanwhile, we use (µ(𝑛𝑉 )) to denote the corresponding cluster 𝛺(𝑛𝑉 ) as a representative of
𝑛 and call it as meta-node. Then we connect µ(𝑛𝑉 ) with all the substrate nodes in 𝛺(𝑛𝑉 ) using
the infinite bandwidth meta-edges to complete the final augmented substrate graph 𝐺 𝑆′ =
(𝑁 𝑆′ , 𝐸 𝑆′ ) in where,
𝑉

𝑁^{𝑆′} = {𝜇(𝑛𝑉 )|𝑛𝑉 ∈ 𝑁 𝑉} ∪ 𝑁 𝑆 , 𝐸 𝑆′ = {(𝜇(𝑛𝑉 ), 𝑛 𝑆 )|𝑛𝑉 ∈ 𝑁 𝑉 , 𝑛 𝑆 ∈ Ω(𝑛𝑉 )} ∪ 𝐸 𝑆

(13)

After the augmented graph construction is established, the resource allocation problem can
be modelled as a formal MFP problem (Multi-Commodity Flow Problem) [9]. Each flow starts
from one meta-node and terminates at another metanode. The system model is as follows,
Variables:


𝑓𝑟𝑒𝑞𝑛 : A flow variable denoting a substrate node n should be running at this
clock frequency to achieve the global minimum of power consumption.



𝑖
𝑓𝑢𝑣
: A flow variable denoting the total amount of flow from u to v for the i- th
virtual edge.



𝑥𝑚𝑛 : A binary variable, assigned the value ”1” when a virtual node m is allocated
to the substrate node n.

Objective:
∑𝑻
𝒕=𝟎 𝑷𝒐𝒘𝒆𝒓(𝒕)

}

(14)

𝑃𝑜𝑤𝑒𝑟(𝑡) = ∑𝑛∈𝑁𝑆 𝜂𝑃𝑛𝑒𝑡𝑤𝑜𝑟𝑘 (𝑛, 𝑡) + ∑𝑛∈𝑁𝑆 𝜈𝑃𝑝𝑟𝑜𝑐𝑒𝑠𝑠 (𝑛, 𝑡)

(15)

𝑴𝒊𝒏𝒊𝒎𝒊𝒛𝒆 {𝐥𝐢𝐦

𝑻→∞

𝑻

where,
and the weight factors η and ν are set as
𝜂=

𝛼𝑛
𝑅𝑓𝑟𝑒𝑞 (𝑛)+𝛿

,𝜈 =

𝛽𝑛
𝑅𝑐 (𝑛)+𝛿

(16)

Where Rfreq(n) is the residual frequency resource of the network node and Rc(n) is the residual
processing resource of the processing node. 𝛼𝑛 and 𝛽𝑛 are the variables to control the
importance of load balancing and limited to 1≤αn≤ Rfreq(n) and 1≤βn≤ Rc(n) respectively. δ is a
small positive constant to avoid the case where the denominator equals to zero.
𝑃𝑛𝑒𝑡𝑤𝑜𝑟𝑘 (𝑛, 𝑡) describes the power consumption on the substrate node 𝑛𝜖𝑁 𝑆 (𝑆 𝑆 , 0) at time 𝑡
and it can be fitted by Eq. (12).
As to 𝑃𝑝𝑟𝑜𝑐𝑒𝑠𝑠 (𝑛, 𝑡), Google gives a model to describe the relationship between workloads and
power consumption [10]. For simplicity, we directly refer to its linear model as follows,
𝑃(𝑢) = 𝑃𝑖𝑑𝑙𝑒 + (𝑃𝑏𝑢𝑠𝑦 − 𝑃𝑖𝑑𝑙𝑒 )𝑢

(17)

Hence, the objective equation can be rewritten as
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𝜶𝒗
(𝒗)
𝑷𝒏𝒆𝒕𝒘𝒐𝒓𝒌 (𝒇𝒓𝒆𝒒𝒗 , ∑𝒖𝜖𝑁𝑆 (𝚲(𝒖, 𝒗) +
𝒇𝒓𝒆𝒒 (𝒗)+𝜹
𝚵(𝒏)+∑𝒎∈(𝑵𝑺 ,𝑵𝑺 ) 𝒙𝒎𝒏 𝒄(𝒎)

𝑴𝒊𝒏𝒊𝒎𝒊𝒛𝒆 ∑𝒗∈𝑵𝑺 𝑹
𝜷𝒏
(𝒏)
𝑷
(
𝑹𝒄 (𝒏)+𝜹 𝒑𝒓𝒐𝒄𝒆𝒔𝒔

∑𝒏∈𝑵𝑺

𝒄(𝒏)

)

∑𝒊 𝒇𝒊𝒖𝒗 ) +
(18)

Constraints:
Frequency Constraints:

b(euvS )  min{

Busu  frequ Busv  freqv
,
}, u, v  N S
Portu
Portv

 ((u, v)   f

vN S

i
uv

)  Busu  frequ , u  N S

(19)
(20)

i

Capacity Constraints:

( f

i
uv

 fvui )  RE (u, v) u, v  N S 

(21)

i

Rc (n)  xmn c(m), m  ( N S  ‚ N S ), n  N S

(22)

Flow Constraints:



fuwi 



f sii , w 



ftii, w 

wN

S

wN S

wN

S



i
f wu
, i, u  ( N S  ‚ {si , ti })

(23)



f wi , si  b(eiV ), i

(24)



f wi ,ti  b(eiV ), i

(25)

wN

S

wN S

wN

S

f sii ,w  b(eiV )  x(si , w), i, w  N S

(26)

f wi ,ti  b(eiV )  x(ti , w), i, w  N S

(27)

Meta and Binary Constraints:



w ( m )

xmw  1, m  ( N S  ‚ N S )


S

xmw  1, w  N S

(28)
(29)

m( N ‚ N )
S

fuvi  0, i, u, v  ( N S  ‚ N S )

(30)

Domain Constraints:

freqn  0, n  N S 

(31)

fuvi  0, u, v  N S 

(32)

xu ,v {1,0}, u, v  N S 

(33)

The parameters used in the model are shown in Table 2
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Table 2. Parameters of the Model.

Symbols

(u, v)

Explanations
throughput from node u to v

 (n)

allocated CPU capacity of node n

c  n

CPU capacity of node n

Busu

bus width of node u

Portu

number of ports in node u

frequ
{si , ti }

clock frequency of node u
source and sink nodes of link i

Remarks:


the frequency constraint set defines how much bandwidth a network node can provide. We
assume all network devices forward the packet using a round-robin scheduling strategy so
that the offered bandwidth of each port is equal, as shown in Eq. (19).



the capacity constraint set defines the boundary of bandwidth provided by network
devices and CPU capacity offered by the server respectively. Eq. (22) uses a binary variable
𝑥𝑚𝑛 to ensure that the mapped server has enough capacity to satisfy the request.



the flow constraint set defines the flow characteristics. Eq. (23)-(25) ensure the flow
conservation except at the source and sink nodes {si , ti } which are constrained by Eq. (26)(27)



the meta and binary constraints defines the behaviour of the model. Eq. (28) and (29)
ensure that a procedure of the node mapping M is a one to one mapping, which means that
only one substrate node will be selected for one request node and vice versa. Eq. (30)
ensures that no flow exists between virtual nodes [11].



the domain constraint set denotes the constraints on the variables.

3.5 Adaptive Control
Our design consists of a Two-Layer hierarchical infrastructure for the NetFPGA-1G platform.
As Figure 7 shows, the Physical and Logical planes are separated into completely distinct parts.
Each entity can be labelled by a physical identifier and a logical identifier. The benefit of this
design is that the power consumption of the physical blocks can be mapped into logical network
resources. For instance, our OpenFlow switch supports multiple queues per output port, and
each queue presents a logical (virtual) output port, which has minimum bandwidth guarantees
and is able to be individually configured. Taking another example, by integrating with
FlowVisor [12], it is feasible to slice our testbed and finally, each slice can be managed by a
separate controller.
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Figure 7. NetFPGA based Two-Layer Architecture.

In logical layer, we classify the energy resources in different states which correspond to the
supported frequencies in NetFPGA in our case. Each entity runs in its current energy state. The
physical layer provides read-only access. A controller can be aware of its properties by using
extended SDN primitives but cannot directly communicate with them. In contrast, the logical
layer offers read and write access. The command from Controller given to the logical layer is
interpreted to physical actions by the Local Control Policy, which has been described in Section
3.2.
The power surveillance and setting commands from the Controller can only be sent to the
logical level. Local Control Policy (LCP), however, has the capacity to look up the mapping
relationship between logical and physical resources and interpret the higher level commands
for the corresponding lower level, so that the appropriate EAS (operating frequency) of
associated hardware modules can be set. In this way, LCP controls each entity’s running state
in terms of power consumption and provides a simplified way of configuration by Controller.
Figure 8 depicts entities’ EAS transition (in the NetFPGA-1G) which is driven by commands of
Controller.
The scope of LCP also covers Adaptive Scaling Status. In Adaptive Scaling Status, LCP can
flexibly use several algorithms to control the scaling mechanism locally, for example, the
Hysteresis Policy which has been introduced in Section 3.2. In short, we assigned each EAS an
associated threshold, which responds to either traffic load or packet loss. LCP monitors the MAC
statistic data of each Ethernet port in a particular time interval. If the measurement value goes

Figure 8. EAS Transition by LCP.
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above the threshold of the current EAS, the switch will automatically shift to the next EAS with
higher frequency. On the contrary, if measurement value goes below the threshold of the
adjacent EAS, the switch will move to the next lower frequency.

4 Hardware Power Modulation Functionalities
The following subsection describe the power scaling procedure that has been developed for
the NetFPGA switch. An accurate description of the consolidation policies developed for the
OpenVolcano platform are reported in the D2.3 report, while further tests concerning Quake,
can be found in the D3.3 report. To summarize, a comparison of Quake and Open vSwitch, with
both devices built on an Intel Xeon E5-2643 v3 processor with two CPUs and six cores with a
working frequency up to 3.40GHz, and 8 x 8 GB DDR4 2133 ECC RAM memory, has been
provided in the D3.3 report. Results report both performance, in terms of throughput and
power consumption, of the two devices under different traffic conditions. Results show both
the high performance level offered by Quake, in particular for traffic forwarded to logical ports.

4.1 FPGA-based SDN Switch Adaptive Clock Scaling
The dominant types of power dissipation in CMOS circuits are dynamic and static power
consumption respectively. The dynamic power consumption is the result of switching (the
charging and discharging of capacitances) and the static power is caused by the logical states
of the circuits. The combined power dissipation in CMOS device can be formulated [13] as
𝑃𝑡𝑜𝑡𝑎𝑙 = 𝑃𝑑𝑦𝑛 + 𝑃𝑠𝑡𝑎𝑡 = ∑𝑖∈𝑛𝑒𝑡(𝐶𝑖 𝑉𝑖2 𝑓0→1 ) + 𝑃𝑠𝑡𝑎𝑡

(34)

where 𝐶𝑖 denotes the capacitance of the capacitor 𝑖, 𝑉𝑖 is the power supply voltage and 𝑓0→1
is called switching activity which represents the frequency of energy-consuming transitions
(consisting of an L to H and an H to L).
Based on this equation, various techniques of power minimization have been proposed
[14].
Dynamic Voltage Scaling (DVS)
The Eq. (34) has shown the quadratic relationship between the dynamic power
consumption and the supply voltage. Therefore, decreasing the voltage will significantly
reduce the dynamic power. However, reducing the supply voltage comes at the expense of
increasing circuit delay and results in the decreasing the circuit performance. For the sake of
maintaining the circuit operating reliable while reducing the power consumption as much as
possible, dynamic voltage scaling (DVS) had been proposed. According to the various
demands of different operational status of the system, the voltage supply of the FPGA are
dynamically adjusted instead of powering the chips with a fixed voltage. In [15], a novel logic
delay measurement circuit (LDMC) is used to adjust the supply voltage of the FPGA chip in a
closed loop fashion basing on the operating temperature. reports 4% to 54% of power saving
on Xilinx Virtex XCV300E FPGA by introducing LDMC.
Multi-level Voltage Scaling (MVS)
dual−Vdd has been explored and already successfully applied in ASIC within various fields
(e.g. [16]). Li et al. had published a series of papers regards this technique. The concept of
dual−Vdd programmability for FPGA was first introduced in [17], whereas [18] and [19]
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reports the analysis and experimental results based on this concept. [20] shows introducing
the field-programmable dual−Vdd on a 100-nm FPGA platform can result into a 47.61% of
power saving altogether.
Glitch Removal
The glitch is an unexpected transition that dissipate undesired dynamic power in the digital
circuit. The glitch is often a result of a fault or design mistake that occurs with the input
signals to the logical cells with different arrival time. [21] investigates the effect of glitch
towards the power consumption and reports 20% - 70% proportion of total power
dissipation in ASICs happens due to glitch. [22] proposes to reduce glitching power in FPGA
circuits by using negative edge triggered Flip-flops. Lamoureux et al. [23] introduce a
programmable delay element to the logic blocks which aligns the arrival times of the inputs
signals to prevent the glitches and report 87% of glitch removal and reduce up to 17% of
overall power dissipation.
Clock Gating and Power Gating
Safeen et al. described a clock gating architecture [24] allowing the disabling of clock
signals in partial logical blocks. The clock gating approach was used in Xilinx Virtex-5 FPGA
[25] and 28% lower power consumption was reported. Multiple mode power gating was
proposed in [26]; it can obtain 17% extra reduction of power dissipation. The power gating
technique is also an effective approach to decrease the static power consumption [27].
An energy saving features has been implemented in a NetFPGA SDN switch platforms by
dynamically tuning the core clock frequencies (i.e., frequency scaling), as shown in Figure 9.
This allows the performance of digital hardware to be modulated in response to demand,
so as to consume no more power than is needed to provide the necessary quality of operation.
The target of saving energy consumption can be achieved by reducing the frequency of the
scheduler, effectively increasing the service time (µ), or by decreasing the offered bandwidth.
For example, on the NetFPGA 1G platform, a clock dividing module has been integrated inside
the system for coordination with the scheduler module on the core Virtex II FPGA chip
(known as UFPGA) without changing the SRAM module and PHY (such as GMII in NetFPGA
1G platform). This energy proportional design eventually provided several scalable
frequency options. It is proposed to incorporate this frequency scaling capability into other
hardware platforms. In the implementation, the clock frequency can also be automatically
tuned, for example, by detecting the packet loss. More specifically, the system will continue

Figure 9. Adjustable Scheduler.
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running in a higher frequency if the number of packets lost exceeds over a certain threshold,
as a special case.
In a synchronized circuit, we may write𝑓0→1 = 𝑃0→1 ∙ 𝑓𝑐𝑙𝑘 , where 𝑃0→1 denotes the probability
of an input signal transition during a clock cycle. Evidently, this probability depends on the
packet arrival rate. We describe this relationship as 𝑃0→1 = 𝜁(𝑟), in which 𝑟 denotes the
incoming packet rate. We assume (𝑃0→1 ) is identical for the entire circuit2. Then we rewrite Eq.
(34) as
𝑃𝑡𝑜𝑡𝑎𝑙 (𝑓𝑐𝑙𝑘 , 𝑟) = 𝑓𝑐𝑙𝑘 𝑃0→1 ∑ (𝐶𝑖 𝑉𝑖2 ) + 𝑃𝑠𝑡𝑎𝑡
𝑖∈𝑛𝑒𝑡

= 𝑓𝑐𝑙𝑘 𝜁(𝑟) ∑ (𝐶𝑖 𝑉𝑖2 ) + 𝑃𝑠𝑡𝑎𝑡
𝑖∈𝑛𝑒𝑡

2
= 𝑓𝑐𝑙𝑘 𝜁(𝑟)𝐶𝑡𝑜𝑡𝑎𝑙 𝑉𝑠𝑤𝑖𝑛𝑔
+ 𝑃𝑠𝑡𝑎𝑡

(35)

in which 𝐶𝑡𝑜𝑡𝑎𝑙 is the sum of all capacitance, 𝑉𝑠𝑤𝑖𝑛𝑔 is the voltage swing. This equation is of
the form 𝑃𝑡𝑜𝑡𝑎𝑙 = 𝑓(𝑐, 𝑟) + 𝑃𝑠𝑡𝑎𝑡 , where 𝑐 denotes the clock frequency. Expanding this as a
Taylor series about 𝑟 = 0, we have
𝑃𝑡𝑜𝑡𝑎𝑙 = 𝑓(𝑐, 𝑟) + 𝑃𝑠𝑡𝑎𝑡
= 𝑓0 (𝑐) + 𝑓1 (𝑐) 𝑟 + 𝑓1 (𝑐) 𝑟 2 + ⋯ + 𝑓𝑛 (𝑐) 𝑟 𝑛 + ⋯ + 𝑃𝑠𝑡𝑎𝑡
∞

= ∑ 𝑓𝑛 (𝑐)𝑟 𝑛 + 𝑃𝑠𝑡𝑎𝑡
𝑛=0

In practice, 𝑓𝑛 (𝑐) ≈ 0 𝑓𝑜𝑟 𝑛 > 1, and so
𝑃𝑡𝑜𝑡𝑎𝑙 (𝑐, 𝑟) ≈ 𝑓0 (𝑐) + 𝑓1 (𝑐)𝑟 + 𝑃𝑠𝑡𝑎𝑡

(36)

For a given clock rate C, the idle power consumption (i.e. with no packets arriving) may be
measured to determine (𝑓0 (𝑐) + 𝑃𝑠𝑡𝑎𝑡 ), and the slope 𝑓1 (𝑐) may be estimated by fitting the
measured power data to Eq. (36).
The implementation of a power scaling router on both NetFPGA 1G and 10G platforms has
been published in [28], [29]. Two approaches to generating multiple clock signals for an
operating CMOS device are dynamic clock generation (DCG) and dynamic clock selection (DCS).
In the first approach, a clock controller can dynamically generate a requested clock. DCS
provides multiple clock signals which are determined via one or more multiplexers. We adopt
DCS for simplicity in the NetFPGA 1G platform as shown in Figure 10(a). The available
frequencies range between 125MHz and 7.8MHz. For NetFPGA 10G, three frequencies are
provided between 80 MHz and 160 MHz.
An Ultraview PCI extender, PCIEXT-64U [30], is used for data acquisition to measure the
average power consumption of the NetFPGA board with a sampling rate of 764 KHz. The
experimental environment setup is depicted in Figure 10(b). The power dissipation of the
NetFPGA 10G is measured using PCIeEXT-16 [31].

2

This assumption has been widely used, for example in [27].

Page 21 of 40

Deliverable 3.4

(a) NetFGPA 1G Clock Distribution

(b) Testbed

Figure 10. Experimental Testbed.

Eq. (36) indicates that two parameters (the slope and intercept) are necessary to be
evaluated. We first determine the slope. Figure 11(a) shows the slopes at 𝑓𝑐𝑙𝑘 = 125MHz and
𝑓𝑐𝑙𝑘 = 63.5MHz respectively and there is no significant difference on these values. The results
show that the variation of power consumption caused by the different packet rates is not
significantly dependent on the operating clock frequencies. Next we fit the intercept term,
which is basically the relationship between the clock frequency and power consumption in the
absence of any input signals, i.e. the idle power consumption recorded in Table 3. Figure 11(b)
shows the fitting results with an R-square value of 0.9995. Clearly there are variations of the
idle power consumption at different clock frequencies.
Table 3. Idle Power Consumption.
Frequency

Idle Power Consumption(Watt)

125 MHz

11.12121

62.5 MHz

10.117325

31.3 MHz

9.6389555

15.6 MHz

9.3736105

7.8 MHz

9.2374633

Applying these parameter values to Eq (36), we obtain
𝑃 (𝑓𝑐𝑙𝑘; 𝑟) = 0.00157 ∙ (𝑟) + 0.0159 ∙ (𝑓𝑐𝑙𝑘 ) + 9.1204

(37)
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The measured power consumption data is compared to the model in Figure 12. Figure 13
shows the equivalent results for the NetFPGA 10G platform.

(a) Slope Fitting

(b) Intercept Fitting

Figure 11. Fittings for the Model.

Figure 12. Modeling on NetFPGA 1G.

Figure 13. Modeling on NetFPGA 10G.
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5 Interface for Power Management in NFV Environments – the
Green Abstraction Layer v2
As outlined in the D3.2 report, in order to achieve energy efficiency in the entire ecosystem,
on the one hand, all tenants must be made aware of how their actions impact on the power
consumption, and on the other hand they must be provided with tools to manage such power
consumption on their own.
To this goal, he Green Abstraction Layer (GAL), as it was conceived in the original ETSI
Standard [32] can be exploited to foster the communication of energy-related information (e.g.,
to propagate both information on current energy states and request new configurations);
however, some additions may be required to cope with the virtual environments.
In fact, the original GAL design was suited to cope with dedicated, special purpose network
equipment located in the premises of a single tenant. Nowadays, the association of virtual
services to a specific device, and related physical and logical resources, loses any consistency:
in fact, not only a Virtual Network Function (VNF) can be deployed, migrated, and reconfigured, but the same physical machines of an infrastructure provider may also host the
virtual services of multiple tenants. Hence, establishing a mapping between the energy-aware
states (EASs) of logical entities, as defined by the GAL, and the energy consumption of the
hardware hosting virtual machines that execute the logical entities, if at all possible, would be
a challenging task.
Owing the above considerations, the following section reports the outcome of a study
performed in collaboration with Orange to the goal of adapting the current GAL specification to
the new environment. The extension of the GAL will take the ETSI NFV MANO [33] as reference
architecture. This decision is driven not only by the need to be compliant with a standard and
accepted definition of NFV, but also because this task does not entail any profound
modifications in the GAL’s Green Standard Interface (GSI), nor any paradigm shift in the general
philosophy behind it. It is worth noting that what reported represents a speculative study to
corroborate the INPUT approach in fostering the evolution of the future networking
environment and no implementations are envisaged during the Project lifetime.
The details of the GALv2 definition, including foreground and related paradigms, will be
sketched in the following sections. In more detail, Section 5.1 describes the reference
specifications considered for the definition, Section 5.2 presents the main concepts needed to
map the GAL onto the NFV framework and Section 5.3 reports the implementation details.

5.1 Foreground
The following subsection describe the ETSI MANO specification, which represents the reference
architecture for the GAL extension towards NFV, and the main concepts related to the original
GAL definition.

5.1.1 The NFV MANO Architecture
The Network Functions Virtualisation Management and Orchestration (NFV MANO)
architectural framework has been defined by ETSI [33] to manage the base interface and
orchestrate the allocation of the virtual resources in a multi-tenant context.
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The building blocks composing the NFV-MANO architecture are depicted in Figure 14. The
three main functional blocks are the Virtualised Infrastructure Manager (VIM) responsible for
controlling and managing the compute, storage and network resources within one operator's
Infrastructure Domain, the NFV Orchestrator (NFVO), which is in charge of the orchestration of
NFVI resources across multiple VIMs and of the lifecycle management (instantiation, validation,
scaling, ...) of Network Services, and the VNF Manager (VNFM), responsible for the lifecycle
management of the single VNF instances.
Further, the Operations Support System and Business Support System (OSS/BSS) are the
combination of the operator's other operations and business support functions that may
provide management and orchestration of legacy systems. The NFV Infrastructure (NFVI)
includes the compute, storage, and networking components, along with the hypervisors,
composing the infrastructure where VNFs are deployed. Finally, the Element Management (EM)
is responsible for further management functionality of a VNF, such as accounting, security and
fault management.
Most of the included reference points belong to the ETSI NFV definition [33]; in addition, the
Os-Ma interconnects the OSS/BSS and the NFV MANO, and the Ve-Vnfm is located between the
legacy Ems and the VNFM.
According to the ETSI NFV definition, VNFs can be chained among themselves and to physical
network functions to compose a Network Service (NS). VNFs can be further composed of VNF
Components (VNFCs). NS and VNFM catalogues are used to offer to the NFVO a repository of
the available services and functions. The information reported in these catalogues is provided
in the form of a Network Service Descriptor (NSD), which in turn can include zero, one or more
Virtualized Network Function Descriptors (VNFD). At the same time, Virtualization
Deployment Units (VDU) support the description of the deployment and operational behavior
of a VNFC. A deployment flavor is used in both catalogues to describe a specific deployment
supporting specific KPIs.
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Tenant’s operations related
to system and business
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Fault management,
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Figure 14. The NFV MANO architecture.
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5.1.2 Outline of the Green Abstraction Layer
The Green Abstraction Layer (GAL) is a standard interface between data and control planes
for exchanging data regarding the power status of a device, which has been specifically
conceived to hide the implementation details of energy-saving approaches, as well as to provide
standard interfaces between heterogeneous green capabilities and HW technologies, and
monitoring frameworks. By means of the GAL, control applications will be allowed to get
information on how many power management settings are available at the data-plane, and on
the potential effect of using such settings, and to set a certain power-management configuration
to the device data-plane.
The GAL provides a hierarchical representation of device data-plane architectures. Power
settings characterizing the single components composing such architectures are described by
means of an Energy-Aware State (EAS). An EAS can be considered as an operational power
profile mode implemented by the entity that can be configured by control plane processes. To
assure the correct exchange of information between the entity and control plane processes, the
EAS must be represented as a complex data type, which contains indications on the power
consumption, the performance, the available functionalities, and the responsiveness of the
entity when working in such configuration.
In more detail, assuming there are totally N available EASs, the n-th EAS can be modeled as a
couple of energy-aware Primitive sub-States (PsS) related to the configuration of Standby and
Power Scaling mechanisms:
𝐸𝐴𝑆𝑛 = {𝑃𝑗 , 𝑆𝑘 }, 0 ≤ 𝑗 ≤ 𝐽, 0 ≤ 𝑘 ≤ 𝐾

(38)

where Sk represents the k-th power state related to the standby techniques and Pj represents
the j-th power state related to the power scaling techniques. Each configuration of the {𝑃𝑗 , 𝑆𝑘 }
couple allows to reach different performance levels which, in turn, cause a different power
consumption. Control processes select one of the available configurations according to such
information, which is exposed as a list of attributes:
(𝑛)

(𝑛)

(𝑛)

(𝑛)

𝑆𝐸𝐴𝑆 = {𝑃𝑤 , 𝑃𝑟 , 𝑇𝑑 } , 0 ≤ 𝑛 ≤ 𝑁 − 1

(39)

where:
(𝑛)

•

𝑆𝐸𝐴𝑆 reports the attributes related to the n-th EAS,

•

𝑃𝑤 are the power consumption related values (e.g., power consumption, power saving
gain compared with the highest-power state), which are useful to estimate the global
energy absorption of the equipment when working with the selected EAS,

•

𝑃𝑟 are network performance related indexes (e.g., throughput, packet drop rate), which
are needed to verify if the current energy state meets the QoS requirements to serve the
expected offered-load,

•

𝑇𝑑 are state transition features (e.g., wake-up time), which allow the control processes
to evaluate the set of states (EASs) reachable from the selected one, giving information
regarding transition delays or possible service interruption periods of the device.

(𝑛)

(𝑛)

(𝑛)

At each hierarchical level, a Local Control Policy (LCP) is designed to coordinate EASs of the
different underlying entities. Northbound, the GAL exposes a Green Standard Interface (GSI) to
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EAE

EAE

EAE

EAE

Figure 15. The Green Standard Interface and corresponding HW hierarchical breakdown.

exchange power management information with the involved stakeholders. The GAL
architecture and corresponding HW hierarchical decomposition can be seen in Figure 15.
Further details on the architecture can be found in [32].

5.2 Mapping GALv2 on the NFV MANO Architecture
In order to extend the GAL for NFV support, and considering the ETSI NFV MANO as reference
architecture in the way shown in Figure 14, the goal is to enable the bidirectional propagation
of the energy-related information, synthetized into "energy-aware states" (EASs), between the
tenant (network domain) and the infrastructure provider (IT domain). The GAL manages the
EASs by means of two interfaces: the Green Standard Interface (GSI) and the Convergence Layer
Interface (CLI).
The GAL Green Standard Interface (GSI), which is used to exchange the EASs, can be
completely reused. In fact, as highlighted in the description of the NFV MANO architecture, NSs
are decomposed into chains of VNFs. The corresponding functional blocks in the framework in
charge of their management reflect such hierarchy: in fact, the OSS/BSS and the NFV
Orchestrator control the NS business-related operations and its lifecycle management,
respectively, while the EM and the VNF manager are in charge of the management at VNF level.
The GAL itself was originally applied to a hierarchical representation of the device, with
multiple GAL instances used to manage the exchange of information between the highest level
LCP, among LCPs working at different levels, and between the lowest level LCP and the HW
components.
Hence, in the current scenario, thanks to the presence of the EMs and NFVOs that address the
same logical entities as those concerning the highest level LCP, the original GAL philosophy
does not undergo any disruptive modifications. On the North-hand side of the NFV MANO
architecture (see Figure 16), the legacy GAL is still suitable, because the networking
environment has not changed and the shared messages can be maintained. Energy related
information can be exported through the GAL hierarchy up to the GSI, for their perusal by the
tenants’ network management policies, and it can then be propagated to the NFVO by means of
the Or-Vnfm reference point in order to tweak the related VNF lifecycle management
accordingly, or it can be sent to the EM through the OS/BSS using the Os-Ma reference point.
Instead, the Convergence Layer Interface (CLI), which is an interface to map the GAL
commands and data into HW-specific, low-level configuration registers/APIs, needs to be rePage 27 of 40
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Figure 16. The GALv2.0 information flow.

thought in the presence of virtualization. It is worth noting that the CLI was already
vendor/developer specific in the original GAL, so for the current specification there are no
constraints in this regard. Considering the data-plane architecture commonly available in the
IT servers, we envisage the hypervisor domain to be the most suitable environment for
managing the convergence of the GAL with the underlying Energy Aware Entities (EAEs). An
EAE can be anything from an entire device to its smallest sub-part, optionally hierarchically
bound, as long as it has different available power configurations). EAEs can either have the
ability to change their operating state automatically or have their state configured by external
control processes.
The relationship of a VNF with the EAEs composing the host environment is not
straightforward, as it depends both on the server it is deployed on (e.g., different
configurations/technologies of the hypervisor and the server) and on the VNFs it is deployed
with (e.g., multiple services belonging to multiple tenants). This relationship is further
complicated when dealing with an entire NS, because the above issues endure with the
additional challenge of having hierarchical LCPs at the VNF Managers and the NFV Orchestrator
levels. In this context, EASs as originally conceived are not suitable anymore, because it is not
possible to determine a power profile trivially based on an independent hardware
configuration. Rather, there is a need to redefine the information contained in the EAS in a
format that is suitable for characterizing the NFVI virtual computing, storage and networking
resources above the virtualization layer, and their physical counterparts below.
Although, in principle, we do not exclude to manage the green capabilities of the single VNFs,
it would be preferable to apply the GAL to the NSs in order to cover the entire information flow
and allow for a more accurate management of the whole NFVI. However, in many cases this
level of accuracy might not be possible (need to quickly act upon faults) or convenient
(management required only on one VNF in a system); for this reason, in the following we will
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provide the description of both interactions. It is worth noting the non-exclusiveness of the two
approaches, that are herein divided only for the sake of clarity.

5.2.1 VNF- Level GAL Application
If we consider the application of the GAL for managing and monitoring the energy profile of
a VNF, the relationships with the other virtual/physical functions composing the service can be
neglected. Therefore, as mentioned above, the GSI can be used to exchange the energy-related
information between the OSS/BSS and the involved EM, which is in charge of a specific VNF.
The energy information itself, for this case, is not an issue either, because the VNF falls into the
autonomic entity category, which is not driven by external control processes through the GAL.
The only aspect that needs further attention regards mapping the relationship between the
virtual computing, storage and networking resources consumed by the VNF and their physical
counterparts.
In this respect, ACPI [34] is commonly recognized as a valid tool to communicate and manage
the power states of IT hardware components and is successfully used for virtual environments
as well. Virtual P- and C-states are used to define the performance level of the vCPU running a
VM. The information related to guest ACPI states is communicated by the hypervisor to the
governor that can use it to select an ACPI configuration accordingly. Hence, the mapping from
the guest (virtual) ACPI state to the host (physical) one is determined by the optimization policy
currently adopted by the governor: for example, it can choose to enter the C-state that has been
selected by most of the vCPUs. According to [35], hypervisors are required to enable energy
efficiency, including the ACPI to be supported and exposed to the VMs. Operating Systemdirected configuration and Power Management (OSPM) can potentially be taken into
consideration as well.

5.2.2 NS-Level GAL Application
The application of the GAL standard to a whole service necessarily includes, at its lowest level,
the interactions described in the previous section. However, further steps are needed to
provide a homogeneous monitoring and management of the power states of both the single
VNFs and the aggregated NS, and they call for the involvement of the NFV MANO framework.
In particular, the VNF managers are very relevant as they are responsible for managing the
virtual containers hosting the VNF, which means that they are aware of the required network
KPIs for horizontal scaling purposes. This feature makes them the most suitable management
module to host a LCP in charge of translating network KPIs bound to the function (or a
component of it) into a suitable dimensioning of virtualized computing resources associated
with each execution container (e.g., virtual machines hosting VNFCs) in order to handle the
power management requests. The desired configuration can be achieved either by changing the
number of running execution containers, which corresponds to the typical, ETSI-compliant
horizontal scaling, or by changing the power management configuration in terms of “virtual” Cand P- States of VCPUs, which represents a novelty and falls into the procedure described in the
previous section.
Moreover, a hierarchically higher LCP is required to keep in touch with the requests coming
from the OSS/BSS and to ensure the actions performed by the lower level LCPs are aligned with
such requests. Designating the NFV Orchestrator to perform this control process is the best
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solution because, being in charge of handling the requests for VNFs instantiation/scaling
coming from the OSS/BSS, it has the most complete overview on the whole service lifecycle.
While the exchange of information described so far is well supported by the NFV MANO
framework, the structure of the information itself needs to be re-thought. In fact, the EAS
modeled in terms of P- and C-states is not suitable to describe the joint impact of the IT and
hypervisor domain on the attributes characterizing the performance and power consumption
under such EAS.
In order to provide the tenants with a complete overview of what the infrastructure can offer,
the EAS must be associated to a couple composed of a processor and a hypervisor rather than
a single EAE, and its attributes must be generalized to suit the performance characterization of
IT resources.
This information will be exposed in the NS/VNF catalogue in order to provide the tenants
with a complete knowledge of both the available resources and the performance they can
guarantee. It is worth noting that this information cannot take into account potential
performance decays due to suboptimal code in the services, but this completely depends on the
service design and can by no means be ascribed to the infrastructure. A thorough description
of the EAS can be found in Section 5.3.3.

5.3 GALv2 Definition and Implementation
ETSI has defined a number of energy efficiency requirements to manage the propagation of
energy-related information between the NFVI and the MANO. The requirements reported in
Table 4 have been exploited as guidelines to verify the compliance and, where needed, to adapt
the GAL definition.
Table 4. List of ETSI requirements compliant with the GAL definition.
Requirement

Description

EE.1.

The NFV framework shall support the capability to place only VNF components
that can be moved or placed in a sleep state on a particular resource (compute,
storage) so that resource can be placed into a power conserving state.

EE/H.1

The hypervisor shall report to the utilization of the resources to the
manager/orchestrator in order for manual control to exist for sleep states.

EE/H.2

The hypervisor shall be able to be configured to recognize thresholds of utilization
and/or policies to utilize automation to put CPUs in a lower power state.

EE/H.3

Going in and out of the lower power states shall ensure the application/VNF
meets the SLA.

EE/H.4

The hypervisor shall use power management to utilize policies defined by
network management and which improve energy efficiency.

EE/H.5

The hypervisor shall utilize policies that define the different sleep states for
processors and have the data on the processors as to the timing or latency of
coming out or going into a sleep state in order to meet the SLAs.

EE/H.6

Policies and algorithms are required to take into account processor frequencies
and applications to optimize power management schemes: MANO impact.
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EE/H.7

ACPI shall be used along with the OS to work in conjunction to achieve max
efficiencies.

EE.2

The NFV framework shall be able to provide mechanisms to enable an authorized
entity to control and optimize energy consumption on demand, by e.g. scheduling
and placing VNFs on specific resources, including hardware and/or hypervisors,
placing unused resources in energy saving mode, and managing power states as
needed.

EE/H.8

Hypervisor will implement policies provided by MANO, includes power
management, power stepping, etc.

EE.3

The NFV framework shall provide an information model that defines the
timeframe required for a compute resource, hypervisor and/or VNFC (e.g. VM) to
return to a normal operating mode after leaving a specific power-saving mode.

HYP.EE.001

The hypervisor shall be configurable with resource utilization thresholds leading
to automatic changes of the CPUs' power state.

HYP.EE.002

The hypervisor shall expose the Advanced Configuration and Power Interface
(ACPI) to the VMs.

HYP.EE.003

The hypervisor shall be able to apply power management policies provided by the
VIM.

5.3.1 Mapping between the GSI APIs and the NFV MANO Operations
As previously mentioned, the GAL GSI, thanks to the presence of the EMs and NFVOs that
address the same logical entities as those concerning the highest level LCP, can be completely
reused. Table 5 maps the GSI APIs onto NFV MANO operations to confirm that energy related
information can be exported through the GAL hierarchy. Details on the message flows related
to the two cases described in the previous section are reported in Section 5.3.2.
Table 5. Mapping between GSI APIs and NFV MANO operations.
GSI API

Description
Request to retrieve information
about available power states and
other descriptive information of
the entity.

Discovery

Provisioning

Corresponding NFV MANO Operations
Query NSD (OSS->NFVO)
Query VNF package (OSS/VNFM->NFVO)
Query Image (NFVO/VNFM->VIM)
Query Resource Catalogue (NFVO/VNFM->VIM)

Response with information about Return a NS/VNF Descriptor
the entity and the list of
Returns information about deployed resources
individually manageable
components (both logical and
physical).
Request to configure an entity
into a certain power state.

Grant Lifecycle Operation (VNFM->NFVO)

It returns the operating results:
error or success.

Returns the VIM Identifier, as well as the needed
reservation information, to inform the VNFM where
to instantiate the VNF.
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Monitoring

Request to retrieve relevant
information about the status and
energy consumption of the
entity.

Query NS (OSS->NFVO)
Get performance measurement result (OSS->NFVO)
Query VNF (NFVO->VNFM)
Query Resource (NFVO/VNFM->VIM)

Notification about relevant entity Return NS/VNF instance attributes, such as number
parameter changes (status,
and location of VMs allocated to the VNF instance
energy consumption).
Returns information about deployed resources

Commit

Release/Rollback

Request to make changes done in Get/Create/Set Config Object (VNFM/EM->VNF)
a provisioning request
Allocate/Update/Scale Resources (VNFM/NFVOpermanent.
>VIM)3
It returns the operating results:
error or success.

The VNFM acknowledges the completion of the VNF
instantiation back to the NFVO.

Request to release the
committed device resources.

Release resource (NFVO/VNFM->VIM)

Notification of device resource
release.

The VIM releases resources and acknowledges to the
VNF Manager.

5.3.2 GAL Workflow
This section aims to describe the GAL workflow by means of the operations reported in the
table above. Both the application to a single VNF and a whole NS have been taken into
account.

VNF-Level GAL Workflow
The workflow shown in Figure 17 represents the steps needed to instantiate a new VNF or to
scale up/down an existing VNF.
1) The request to instantiate or update a VNF can be triggered either by a change detected
through monitoring (case 1a) or by a request from the OSS/BSS forwarded by the NFVO
(case 1b).
2) The involved VNFM runs its LCP to obtain a new resource configuration.
3) As a result, the VNFM requests the NFVO for permission to perform one or more lifecycle
operations.
4) The NFVO queries the VNF catalogue.
5) The NFVO retrieves information on the involved VNF in the form of a VNFD (for a new
instantiation) or regarding the VIM identifier and list of deployed VMs (for an already
instantiated VNF).
6) The NFVO forwards such information to the VNFM.
7) The VNFM requests resources allocation to the VIM.
8) The VIM allocates the requested compute, network and storage resources and notifies the
completed allocation.
9) The VNFM configures the VNF accordingly and notifies the EM (unpictured).

3

These operations rely and execute their commands based on the abstraction of hardware resources performed by the
producer of the interface (or the implementer of such abstractions).
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Figure 17. Instantiation/update of a VNF in the presence of the GAL.

NS-Level GAL Workflow
The workflow shown in Figure 18 represents the steps needed to scale up/down an existing
NS. Instantiation of a new NS, at least for what concerns the GAL, follows the same steps.
1) The OSS/BSS requests the NFVO to scale an NS according to an existing deployment
flavour
2) The NFVO runs its LCP to obtain a new resource configuration.
3) The NFVO asks the involved VNFMs to validate the new configuration by running their
LCPs.
4) As a result, the VNFM requests the NFVO for permission to perform one or more lifecycle
operations.
5) The NFVO queries the NS catalogue.
6) The NFVO retrieves the NSD, which reports, among other information, whether horizontal
or vertical scaling is preferable.
7) The NFVO forwards such information to the VNFMs. This step is highlighted in Figure 18
because it triggers the application of the steps in Figure 17 (either to instantiate a new
VNF or to update an existing one) for each involved VNF.
8) In addition to the requests coming from the VNFMs, the NFVO further requests resources
allocation to the VIM related to the VNFs interconnections as dictated by the new
deployment flavour.
9) The VIM allocates the requested resources and notifies the completed allocation.

5.3.3 EAS Generalization
Since, as explained above, the power consumption ascribable to a VNF strictly depends on the
platform hosting it, the attributes originally provided by the EAS, which were conceived for the
network domain, do not allow to characterize the performance in the IT domain.
For this reason, the GAL extension to the NFV environment requires two actions: I) the
association of an EAS not to a single EAE, but to a couple composed of a processor and a
hypervisor II) the generalization of the EAS attributes to a set of parameters able to soundly
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Figure 18. Update of a NS in the presence of the GAL.

characterize performance in the IT context, and the certification of such attributes from third
party bodies.
Specifically, the GAL instances at various hierarchical levels are not exposing N available
EASs, but CxN, with C representing all possible combinations of available hypervisors and
servers:
(40)

𝐸𝐴𝑆𝑛𝑐 = {𝑃𝑗 , 𝑆𝑘 }, 0 ≤ 𝑗 ≤ 𝐽, 0 ≤ 𝑘 ≤ 𝐾

The information synthesized in the EASs is coherent with the NS catalogue: the combinations
of available hypervisors and servers, for instance, are reported in the VDUs information
elements
under
the
identifiers
nsd:vnf:vdu:cpu_model
and
nsd:vnf:vdu:cpu_model_hypervisor_parameter.
Accordingly, the renewed set of parameters that need to replace the original EAS attributes
correspond to those reported in the nsd:service_deployment_flavour_flavour_key and
vnfd:deployment_flavour_ flavour_key information elements. So, the format of the list of
attributes, aside from the extended dimension, remains the same:
(𝑐,𝑛)

(𝑐,𝑛)

𝑆𝐸𝐴𝑆 = {𝑃𝑤

(𝑐,𝑛)

, 𝑃𝑟

(𝑐,𝑛)

, 𝑇𝑑

(41)

} , 1 ≤ 𝑐 ≤ 𝐶, 0 ≤ 𝑛 ≤ 𝑁 − 1

(𝑐,𝑛)

but the 𝑃𝑟
attribute can include one or more parameters from Table 6 with the
(𝑐,𝑛)
corresponding 𝑃𝑤 certified by third party bodies.
Table 6. EAS attributes.

Parameter

Optionality

Description

c, n

Mandatory

EAS identifier

Power gain

Mandatory

Power with respect to the maximum power draw of the device

Calls per second

Mandatory

Maximum number of calls manageable by the VNF for the
considered EAS

Subscribers

Mandatory

Maximum number of subscribers manageable by the VNF for
the considered EAS
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Flows per second

Mandatory

Maximum number of flows manageable by the VNF for the
considered EAS

CPU Utilization

Mandatory

Maximum CPU utilization of a VNFC for the considered EAS

Memory consumption

Mandatory

Maximum memory consumption of a VNFC for the considered
EAS

Bandwidth

Mandatory

Maximum bandwidth utilization of a VNFC for the considered
EAS

CPU clock speed

Mandatory

Maximum CPU clock speed of a VNFC for the considered EAS

Max wake-up time

Optional

Maximum time needed to wake-up from the current sleeping
state

Max sleeping time

Optional

Maximum time needed to enter the requested sleeping state
from active.

Consequently, the EAS attributes can be seen as an integration of the VDU information
elements, whose structure changes accordingly from Figure 19 to Figure 20.

Figure 19. Original VDU deployment view.
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Figure 20. VDU extended with EAS attributes.
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5.3.4 Brief Overview on Billing
It is not trivial to determine the power consumption ascribable to a single VM. In fact, as
mentioned above, the impact of the virtual resources (computing, storage, network) on the
hardware depends on the governor optimization policy and cannot concern the tenant.
Moreover, although it is stated in [36] that isolation must be provided between the resources
allocated to the different service providers, some hardware devices (e.g., buses, NICs, etc.) must
still be shared among the VMs hosted on the same server.
Some mechanisms have been proposed to determine the VM consumption, for example
tracking the resources used by each VM in software and then convert the resource usage into
energy by leveraging the power models of individual resources [37]. As shown in Figure 21, in
the context of GALv2, our idea consists of referring to the power consumption of a physical CPU
undergoing the same triggering events (wake-up, P- and C-states transitions, etc.) as the vCPU
hosting the VM. The power consumption can then be used to compute this energy into a
corresponding bill [38].
In order to exploit billing as a backpressure mechanism to persuade the tenants in adopting
more energy-conscious strategies, the bill alone cannot be sufficient, but it must be correlated
with more in-depth data on how it was computed. Specifically, the related VM must collect its
virtual resources usage and report such information to its VNFM. The Vi-Vnfm reference point
defined by ETSI MANO can be exploited to this goal. It is used for exchanges between the VNFM
and the VIM about information on NFVI resources reservation, allocation/release, and to
forward events, measurement results, and usage records regarding NFVI resources used by a
VNF to the VNFM, so it covers all the functionality required for propagating the billing-related
information.
Once the VNFM has been informed about billing-related information (e.g., as described above,
the resource usage and related ascribable consumption), the choice depends on how invasive
the required operations are: if the whole service chain needs to be redefined, then the
intervention of the NFVO (additionally driven by exchanges with the OSS/BSS) is required;
otherwise, for simpler allocation-scaling of VNFs or VNFCs, information exchange can be
limited to the Ve-Vnfm reference point.

Wakeup
from C state

Activity at
P-state speed
idle

Consumption with no power management

Figure 21. Mapping of a vCPU power states over a reference physical CPU energy consumption.
Page 36 of 40

Deliverable 3.4

6 Conclusions
This document has described the activities carried out in relation to the design of resource
consolidation and service-aware power management policies. In more detail, this deliverable,
named D3.3: “Service-Aware Power Management Policies”, which represents the summary of
the INPUT activities related to the Task T3.3: “Power Management”, has the goal of reporting
the outcomes of the research on the solutions to exploit hardware power management features and
related power modulation policies.

While the SDN and NFV paradigms, with the detachment of network functions and services
from the physical infrastructure that they foster, may appear as the conclusive solution to
reduce the carbon footprint of the ICT industry, the reality is far more complex as an increased
level of virtualization demands a higher number of servers. Whether the overall consumption
will be lower with respect to the legacy scenario, characterized by higher volumes of dedicated
hardware, or not, is still debatable.
In this context, the well-known power saving mechanisms, such as dynamic adaptation and
smart standby, are not sufficient to deliver satisfying results because resource scaling on a
single platform must be supported by a holistic view of the whole ecosystem, including physical,
logical and virtual resources, and continually fed by monitored information. Moreover, in a
multi-tenant environment, players acting on virtual layers hire resources in the form of IaaS,
PaaS and SaaS, often without any incentives of using them in an energy efficient fashion, which
can have significant drawbacks on the power consumption induced into the underlying
infrastructure.
For these reasons, the INPUT activities towards power management have dealt with the
definition of hardware power management features to provide the suitable isolation and performance
while avoiding service interruptions, and of the related power modulation policies to allow the

optimization of energy consumption whilst meeting per-application service requirements. The
outcomes of these research activities are reported in this document in Sections 3 and 4, with further
results available in the D3.3 and D2.3 deliverable reports. The latter also contains the research outcomes
related to the monitoring features developed during the Project, including, performance monitoring in
terms of Quality of Experience (QoE), workloads profiling and the OpenVolcano modules devoted to
monitoring data to feed the analytics algorithms, and consolidation algorithms.
Finally, further attention has been given to the extension of the Green Abstraction Layer (GAL) to the
NFV context, which is presented in Section 5 and aims at overcoming the intercommunication issues
identified above by providing a standard communication mean among heterogeneous stakeholders to
exchange information about available energy states and related performance levels.
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