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1 Executive Summary
The “softwarization” of the Internet, originally brought to relevance thanks to the advent of
the Software Defined Networking and Network Function Virtualization paradigms, is nowadays
further moving towards the concept of Mobile Edge Computing (MEC), which consists of
running applications at the mobile network edge while widely exploiting virtualisation
platforms. In this respect, the INPUT Project has pioneered this approach by originally aiming
to introduce computing and storage capabilities to edge network devices and consequently
moving cloud services closer to the end-users.
Throughout the Project’s lifetime, activities have focused on adding smartness in the edge
network thanks, on the one hand, to the extension of the data plane capabilities to support
offloading, virtualization and monitoring, and, on the other hand, to the development of
primitives and protocol extensions compliant with the SDN and NFV principles, such as innetwork monitoring of application information.
This Deliverable report entitled “Final design and prototype of in-network programmability
functions” provides an output for the research and development activities carried out in the
context of the Tasks T3.1 and T3.2. The main goals of these tasks are the implementation of
offloading and virtualization mechanisms, along with enabling the seamless migration of
services and providing the primitives and operations to support the consolidation and
orchestration mechanisms designed in the WP2, and the use-cases developed in WP4.
In this respect, this deliverable extends and concludes the activities described in the D3.1 and
D3.2 reports with particular care devoted to completing the INPUT platform data plane towards
the final review and demonstration. From the architectural point of view, such activities cover
the extension and preliminary evaluation of the OpenVolcano data plane components and of
the NetFPGA hardware offloading functionalities. It is worth noting that further benchmarking
will be included, with a stronger focus on the integrated demonstrator, in the D4.4 report.
Regarding added capabilities and operations, the previously defined lifecycle operations have
been validated and exploited within the use cases, and further, novel VNFs have been designed
to provide specific capabilities, such as monitoring, in a flexible and scalable way.
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2 Introduction
This deliverable report describes the main achievements of WP3 and in particular the
outcomes of Tasks T3.1 and T3.2. Activities performed in these two tasks, and additionally in
the T3.3 with related results reported in the D3.4, have been carried out with the goal of
providing an effective and scalable “in-network” support to personal services, by introducing
in-network programmable hardware, along with suitable APIs and of off-loading mechanisms,
in the design of the data plane.
In more detail, we have continued to work in conjunction with the WP2 to retrieve the
parameters required to perform placement and optimization tasks. In addition, further
activities have been devoted to examine the feasibility of deploying some functions, such as
encryption and decryption, packet classification and deep packet inspection, or tunnelling, by
means of Physical Network Functions (PNFs) on the NetFPGA 10G platform. Finally, regarding
the development of primitives and protocol extensions compliant with the SDN and NFV
principles, the usage of NFV for in-network monitoring of application information and for 4G
integration has been inspected.

2.1 Deliverable Structure
This report focuses on the final extensions/improvements that have been applied to the
INPUT architecture at data plane level, and on the novel functions and operations added for
completing the integrated demonstrator test-bed.
After the Executive Summary (Section 1) and the Introduction (Section 2), the deliverable is
structured as follows:
Section 3 summarises the design of the OpenVolcano data plane, describing the
enhancements that have been applied to the Quake virtual switch and the completed hypervisor
logical architecture. Moreover, this section reports the performance evaluation of such design,
including energy efficiency measurements.
Section 4 focuses on the NetFPGA research activities and describes all the developed
functionalities and possible applications, spanning from the OpenFlow switch to the offloading
engine.
Section 5 contains a collection of the mechanisms and operations that have been finalized
during the second reporting period with the goal of extending the data plane support towards
the deployment of the selected use cases. In more detail, Section 5.1 covers QoE monitoring for
orchestration and consolidation, Section 5.2 completes the lifecycle operations definition
referring to the virtual set-top-box use case, and Section 5.3 describes additional VNFs defined
for integrating the INPUT design with the 4G network.
Finally, conclusions are drawn in Section 6.
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3 Final Design of the OpenVolcano Data Plane
The OpenVolcano platform has been completed during the final year of the project in order
to implement all desired functionalities and to make it suitable to support the final
demonstrator. The main additions performed at the data plane level will be described in the
following subsections. For the sake of completeness, control plane additions are reported as
well:


The Pyroclast module has been extended from a mere OpenStack release. In more
detail, Pyroclast has the ability to deal with service templates: decompose personal
service chains into building blocks, store them, and communicate this operation to the
underlying control plane elements. OpenStack is maintained in order to provide a
trusted and well-known interface to the involved stakeholders.



Crater has been split to improve its reactiveness: the original module is in charge of
the real-time calculation of the OpenFlow rules, while an additional module, Vent,
provides the real-time configuration of the logical and virtual resources and triggers
service migrations.
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Figure 1. The OpenVolcano logical architecture.
Page 7 of 42

Deliverable D3.3

3.1 The Quake Virtual Switch
The Quake module is one of the building blocks composing the OpenVolcano platform. As
described in the D3.1 report, Quake is a virtual OpenFlow switch implemented by exploiting
the DPDK libraries and is in charge of directing incoming traffic to the available Service_Apps
and Net_Functions.
Throughout the project, the Quake design has been enhanced to improve performance, and
in particular to cope with packets reordering. As mentioned in the D3.1, in order to overcome
the fact that in DPDK the number of threads and their affinity, once set at boot, cannot be
modified at runtime, a solution was identified in the usage of worker threads. In more detail,
during the initialization phase, a dispatcher thread, associated with the main core (usually
Core 0), and a number of worker threads are started. The number of worker threads is fixed,
but they can be activated and deactivated at runtime, so that the dispatcher will not use the
inactive worker threads and they do not consume any resources.
This design had one mayor issue: as the dispatcher distributed the received packets to the
active worker threads in a parallel fashion, there was no way to process packets in order. An
initial solution was to dedicate one thread to packet reordering, but aside from having a
constantly active thread the risk of creating a bottleneck was high.
The solution that we have found exploits the flow director mechanism that had been
developed during the ECONET Project. In this design, one DPDK queue per worker thread is
initiated at boot phase. Exploiting the flow director mechanism, packets are distributed among
the queues according to their IP addresses in an automatic fashion: traffic is initially addressed
only to the Queue 0, then the number of queues (and the corresponding worker threads) is
selected depending on the number of incoming IPs. This procedure achieves two important
goals: the number of active worker threads varies according to the number of flows, and all
packets belonging to a TCP flow are directed to the same worker thread. This aspect is very

Figure 2. The Quake virtual switch first design (left) and the current implementation exploiting the
flow director mechanisms (right).
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important because it allows to direct traffic straight to the core hosting an application instead
of having to reach the correct core after a number of hops, allowing to reduce end-to-end
latency. Some losses may still appear when the number of active threads changes but they are
considerably small, as will be shown in the following results.
A comparison of the two mechanisms can be seen in Figure 2. The initial design is depicted
on the left, with all incoming traffic taken in charge by the dispatcher that then distributes the
packets to all cores in a round robin fashion. Instead, the solution exploiting the flow director
mechanism distributes packets belonging to the same flow to the same queue. In this way, the
cores associated with the unused queues are disabled and packet ordering is maintained.

3.2 The Hypervisor
Among the goals of Quake, as described above, there is the interconnection of VMs and VNFs
among themselves and to the outside. Such virtual entities run on a physical host in a virtualized
environment. In the OpenVolcano implementation, libvirt [1] (an open source API, daemon and
management tool) has been used to support virtualization in the Linux environment. Libvirt
allows to start/stop and migrate the Service_Apps, and to monitor the resource usage on the
managed server and supports various kinds of hypervisors; among others, KVM [2] has been
selected as hypervisor because it integrates hypervisor capabilities into the Linux kernel as a
loadable module providing ease of management and improved performance in virtualized
environments.
The hypervisor design included in the INPUT data plane, which is shown in Figure 3, has to
take into account the possibility of hosting both Virtual Machines (VMs) and Java Virtual
Machines (JVMs) for supporting the proper deployment of both IaaS and PaaS services,
respectively.
To this goal, libvirt has proved to be very useful in allowing the coexistence of multiple
hypervisors, such as Qemu, Virtualbox, or VMWare. Moreover, the presence of the Lava module,
which automatically translates the lifecycle commands coming from the control plane into APIs
readable by both libvirt and CapeDwarf [3], guarantees a personal service deployment that is
agnostic with respect to the execution environment.

libvirt

QEMU

KVM

script

CapeDwarf

PaaS

Virtualization
APIs
Control Apps

Hosted
Platforms
Userspace

Virtualization
extensions
Kernel

Lava

Figure 3. Logical architecture of the hypervisor deployed at the data plane level.
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3.3 Performance Evaluation
In order to characterize the performance level of Quake, and to provide ease of comparison
with the results achieved in the first reporting period, some of the tests documented in the D3.1
report have been repeated and further supported with additional results related to directly
forwarding traffic to a VM.
In this results, we have been able to exploit Open vSwitch with DPDK to provide a fairer term
of comparison, as the integration of the two solutions was not properly working during the
previous test campaign. Both devices are built on an Intel Xeon E5-2643 v3 processor with two
CPUs and six cores with a working frequency up to 3.40GHz. The operating system is Linux
Debian version 4.2.6-3 x86_64.
The first test is performed by transmitting traffic to the tested devices and measuring
throughput, by using an OptIxia router tester [4] connected by a couple of 10 Gigabit Ethernet
links, one in transmission and one in reception.
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Figure 4 Throughput measured in the presence of a varying number of flows on the two devices
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Figure 5 Power consumption measured in the presence of a varying number of flows on the two
devices under test.
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Throughput is measured on the device equipped with OpenvSwitch+DPDK (results labelled
as “OVS” in Figure 4) and our prototype exploiting the DPDK libraries (results labelled as
“Quake” in Figure 4). Continuous traffic is transmitted at different offered loads, growing from
1 Gbit/s to 10 Gbit/s. Traffic follows an Internet Mix (IMIX) distribution [5]. Traffic is divided
in a number of flows going from 1 to 256, in order to trigger matches in the switches flow tables.
Results in Figure 4 show that both systems can handle the offered load up to 70%. After that,
the “OVS” test case presents performance degradations that cause up to 35% of traffic losses.
The presence of a growing number of flows slightly exacerbates the losses, although the
difference is not very significant (around 5 %). On the other hand, results obtained on the Quake
prototype show an almost constant throughput, with only negligible losses below 5%.
Figure 5 reports the power consumed during the test. In order to highlight the performance
achieved by Quake alone, the only power management capability applied to the server is the
one provided by the operating systems by means of the ondemand governor. Although the
obtained savings never go above 20 W, they can be considered satisfying because they are
obtained only thanks to software enhancements. Moreover, the presence of a dynamic trend,
with power consumption proportional to the load, is a perfect starting point for the application
of more refined power management policies.

4 Final Design of the OpenFlow Switch on NetFPGA
This section presents the detailed OpenFlow switch architecture according to the hierarchical
design of functional primitives achieved using NetFPGA.

4.1 OpenFlow Switch Architecture using NetFPGA
The functional blocks of OpenFlow designs on NetFPGA 1G and 10G platforms are shown in
Figure 6 and Figure 7, respectively. Both platforms support the primitive functions of the
OpenFlow switch according to the WP3 requirements for enhanced features of Energy
efficiency, Tunnelling and data security.

Figure 6. NetFPGA based OpenFlow design for 1G platform.
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Figure 7. NetFPGA based OpenFlow design for 10G platform.

The NetFPGA based OpenFlow includes the hardware components as well as its associated
software design and development. The hardware is positioned in the data path that is
responsible of modifying the packet header fields and switching packets at a line rate according
to the residing flow tables and rules of OpenFlow. The software, in contrast, is in the control
path that deals with the exchange of OpenFlow messages with the controller, aggregating and
delivering the local statistical data as well as configurations of the hardware flow tables after
interpreting the OpenFlow control protocol messages.
The FPGA implementation of OpenFlow switch is enabled using the hardware board. The
FPGA Openflow switch is a 4*10GE (4 port 10 Gbps Ethernet) switch which consists of a
hardware implementation and its associated control software. The hardware portion is in
charge of changing packet header fields based on flow table action list and also forwarding it
from one port to another port at line rate. The NetFPGA 10G board has been utilized as the
platform of the so called FPGA Openflow switch. The features of NetFPGA 10G board is available
in [6].
The OpenFlow switch management software extends the OpenFlow reference software
implementation. This is an open-source software package for Linux that implements an
OpenFlow switch in software and is available for download from the OpenFlow website [7]. The
main role of the software component is to interface with hardware for handling flow tables, to
collect various statistics and to exchange OpenFlow Protocol messages with a controller. The
software portion is also in charge of receiving and sending control packets such as ICMP. The
software component is communicating with hardware component through PCIe interface. The
OpenFlow controller has been implemented in compliance with OpenVolcano architecture. To
enrich FPGA OpenFlow switch by Tunnelling and Security functions, the Openflow protocol
needs to be extended to include specific messages and other capabilities to carry out those
functionalities.
In reference to Figure 6 and Figure 7, there are several generic modules which have been
integrated in both 1G and 10G platform designs according to the WP3 primitive functional
requirements. These modules include input_arbiter, output_queues, etc. A key difference
Page 12 of 42
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between 1G and 10G NetFPGA based OpenFlow is that the 1G platform uses a set of custom
defined interfaces between various modules but on contrary these interfaces are replaced by
standard AXI in 10G platform. The next subsection elaborates the functional schematic
structure of the NetFPGA-based OpenFlow switch for generic modules as listed above.

4.1.1 NetFPGA Modules for Implementing INPUT Primitives
The Header Parser module is responsible to parse each type of incoming packets and extract
pointed bits for the future process. The interfaces of Header Parser are shown in Figure 8 with
details.
The necessary bits that need to be parsed in this module include:
1. MPLS: MPLS shim
2. ARP: OP_CODE, SEND_IP, TARGET_IP
3. IP: HL, TOS, FRG, PROTO, SRC_IP, DST_IP
4. ICMP: TYPE, CODE
5. UDP, TCP, SCTP: SRC_PORT, DST_PORT
The parsing processes will be done by assistance with multiple small state machines which is
affiliated with different type of packets. For example, Figure 9 shows the ARP state machine for
step by step parsing mechanism.
The lu_entry_composer arranges the parsed fields, which comes from the previous Header
Parser, into a specific flow_entry format bitmap. The interfaces of this module has been shown
in Figure 10.
The flow_table_ctlr module is the core module of the OpenFlow. It interfaces with the flow
tables and processes all relevant requests. There are two tables involved, which are exact match
and wildcard match respectively. The matching query comes from the previous
pkt_preprocessor module. The flow_table_ctlr passes the matching field to both exact match and

Figure 8. Header Parser Interfaces.
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Figure 9. ARP State Machine in Header Parser Module.

Figure 10. lu_entry_composer interfaces.

a wildcard match tables. If the query matches both exact and wildcard match tables, the results
from exact match table will be selected. The matching result is an action field and this field will
be delivered to the successive module, action_processor module which is described in next subsection. The interfaces of flow_tbl_ctrl are presented in Figure 11.
The action_processor module is responsible to update the packet header fields according to
the indication of ‘action’ field. The action field is passed from the flow_tbl_ctrl module as
described previously in the previous sub-section. This module also specifies the forwarding
ports for the packets. The interfaces of this module are listed and shown in Figure 12.
This Input Arbiter module is mainly involved in arbitrating five streams of data and produces
a single multiplexed internal bus towards Output Queues.
This module inserts each packet to its corresponding outgoing queue. This insertion is
according to the destination port of the packets. After some format conversion, packets are
transferred to the output interfaces.
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Figure 11. flow_table_ctlr interfaces.

Figure 12. NetFPGA based OpenFlow design for 10G platform.

4.2 Energy Efficient Techniques in CMOS Devices
The power dissipation on a CMOS device is somewhat proportional to the switching
frequency and has a quadratic relation with the power supply. Effectively utilizing the
frequency of the system clock is an appropriate way to reduce the power consumption. It is
known that the packet processing engine has been widely recognized as the most energy
consuming components in the network devices. After carefully investigating, it is concluded
that dynamically adjusting the clock to drive the packet processing engine by using the
frequency scaling technique efficiently reduces the power consumption.
Using frequency scaling technique, two approaches are implemented with multiple clock
signals as follows: dynamic clock generation (DCG) and dynamic clock selection (DCS)
respectively.
DCG is able to dynamically generate a main clock of the system, as an example, using phase
locked loop (PLL) or delay locked loop (DLL), to drive packet processing engines running in a
Page 15 of 42
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proper state during the operating time. Figure 13 shows an architecture of a frequency scaled
routing using DCG. A comparing unit executes the rate optimization policy and feed the decision
into ÷M to generate the lock condition that then passes into a feedback loop model, the signals
go through phase frequency comparison (PFD: Phase Frequency Detector), DC filtering (LPF:
Low Pass Filter) and thus a stable required clock signal will be generated (VCO: VoltageControlled Oscillator) which is used in packet processing engine to serve the backlog packets
in the queue.
On the contrary, DCS intellectively chose the best clock frequency from the pre-generated
clocks, using techniques such as multiple crystal oscillators or frequency synthesis, for the
device to optimize the system power consumption.
In both cases a control model needs to be integrated to manage the frequency scaling. We
named this model as service rate control model due to the fact that the basic function of this
control model is to eventually adjust the service rate of packet processing engine depending on
the current operating system status to optimize the power dissipation of the device. Figure 14

Figure 13. DCG Architecture.

Figure 14. DCS Architecture.
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depicts a DCS controlling architecture. Alike DCG the service rate control model is used to select
the proper clock among the available clock sets to feed into the packet processing units.
Comparing these two approaches, DCG is able to dynamically generate any expected
frequency of clock within a range which is restricted by the hardware constraints [8] but DCS
needs a set of predefined clocks ready to be used prior to the system starts operating. From the
rate transition perspective, DCS can compete with the asynchronous clock switchover without
the possibility of a glitch (for example the BUFGCTRL primitive in Xilinx FPGA [9]), DCG,
however, needs a feedback process which may take relatively longer time (depending on many
factors such as cut-off frequency of LPF [10]) to lock the frequency and get the desired clock.
DCS has been adopted for simplicity in both NetFPGA 1G and 10G platform. The available
frequencies range between 125MHz and 7.8MHz. For NetFPGA 10G, frequencies are provided
between 80 MHz and 160 MHz.
The existing clock generator (offered by Xilinx IP) has been used to produce new clocks which
are fed to the user logic, thus implementing the power scaling. The NetFPGA 10G platform
provides flexible and efficient clock distributions for the core FPGA and other on-board
peripheral chips, in which, one differential and three single-ended clocks directly connect to the
FPGA, as shown in Figure 15: (1) one 100MHz clock coming from the host PC generates a pair
of differential clocks which are used for controlling the PCI data communication; (2) four
independent SFP+ (10Gbps) interfaces are supported by an independent clock circuit that
either provides a 125MHz or a 156.25MHz clock; (3) a 100MHz clock is used as a core clock
joint to FPGA and this 100MHz clock is provided by two on-board crystals. The core clock is
connected to the clock generator (version 4.01a is used in the project) that takes clock related
requirement defined from its parameters and generates the architecture-specific clocking
circuitry. The clock generator itself includes four Digital Clock Manager (DCMs) and two Phase
Locked Loop (PLLs). The PLL resources have been used to produce five different clock
frequencies, which are 160MHz, 125MHz, 100MHz, 80MHz, and 50MHz respectively as shown

Figure 15. Clock Distribution on NetFPGA-10G.
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in Figure 15. One of these five frequencies is selected to be used for AXI Stream data path
communication in the user logic and 100MHz is also used for AXI Lite control in the register
system. A frequency synthesizer (ICS843001) [11] is used to scale the clock in the system and
the clock that feeds to the PHY chip is not changed so that the probability of losing packets in
input port becomes higher when the processing engine runs at a lower frequency.
A frequency selector module for scaling the operating clock is also implemented. This module
is connected with the DMA engine via an AXI Lite slave interface so that the internal registers
can be accessed from the host over PCIe. In practice, this module is exposed to Local Control
Policies (LCP). We assign the ports of the frequency selector module to GPIO pins (an on-board
UART connector used for debugging) and used a LogicPort Logic Analyzer [11] to verify and
validate the design for testing and measurements. The resetting clock signals are shown in
Figure 16.
The power scaling procedure was also implemented using the NetFPGA-1G, in which the
DCMs that exist in the original NF2TOP module has been reused to generate the new
frequencies. Figure 17 shows the clock design at the top level. This approach consumes fewer
of the available FPGA resources to conserve the resources and power.

Figure 16. Captured Clock Signals

Figure 17. Top Level of Scaling Clock on NetFPGA-1G.
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4.3 Tunnelling using NetFPGA
In this section, an implementation of a hardware-accelerated Packet Tunnelling Engine (PTE)
in NetFPGA to offer a MAC-in-IP tunnelling service. With the aid of this network functionality,
the Personal Network based apps and services can pass through the traditional Internet for
geographically distant remote sites using international service provider networks (i.e. PN
service access across continents). Considering the functionality of Multi Center Overlay (MCO),
this feature can be a special case scenario, where two service providers having no mutual
interpretation of MAC addressing as described in MCO Annex C in D2.1.
This module features an IP core PTE inside the NetFPGA OpenfFlow Switch for capsulation of
the user’s personal network packets. The PTE can be divided into two cores of encapsulating
core and de-capsulating core; these are able to add and remove a tunnel header respectively as
desired. Within the pipeline of the OpenFlow switch, once the flow table lookups are completed,
the encapsulating core adds the tunnel header to the packet before it is delivered to the physical
port. The structure of the tunnel header is shown in Figure 18. On the reverse path, the
decapsulating core removes the tunnel header before the packet goes through flow table
lookups.
Apart from the information of the tunnel header, an Enable flag is registered for configuring
a physical port as a tunnel port. This provides three different approaches to configure the PTE.
One is to use a CLI (command line interface) for manual configuration, as offered by the
NetFPGA card. Alternatively, exporting the interface in the form of REST or more specifically it
provides Get/Put/Del methods for adding, modifying and removing a tunnel port, respectively.
A third and recommended option is the extended OpenFlow 1.3 protocol to define the
tunnelling service.
The functionality of Tunnelling feature has been implemented using Virtex5 FPGA and its
internal block diagram is depicted in Figure 19.

Figure 18. Tunneling Header format.

Figure 19. NetFPGA OF Switch with Tunnelling feature.
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The function of tunnelling consists of Encapsulation and Decapsulation. The former, denoted
as EnCap module in Figure 19 is responsible of adding L2 and L3 headers to the outgoing
packets while the latter, termed as DeCap module is removing extra headers when
encapsulated packets arrive at the receiving interface. It is notable that the flow related
information in Openflow tables are assigning based on internal header fields. This is why DeCap
module is instantiated before OpenFlow Data Path. After Decapsulation engine remove the
extra overlay headers, the frame is passed to OpenFlow Data Path to fulfil flow table lookups
and to perform action processing. In Figure 19, it is presumed that only Interface 3 (If3) will
receive encapsulated frames. The purpose of this assumption is to reduce the size of design in
practical demonstration in order to enable embedding more functions in NetFPGA 10G
platform. This feature can be extended to all interfaces.
The final testing and measurements have been evaluated using the testbed setup. The
tunnelling enabled scenario was setup with two hosts as Host A and Host B. The testbed for
sending and receiving paths were demonstrated. The baseline of test scenario is sending data
traffic to host B from Host A using tunnelled path.

4.3.1 Configurations and Testing
To test and configure the feature of “Tunnelling using NetFPGA“, we consider the Wireshark
to capture and test our setup between two hosts connected through NetFPGA boards. The
source and destination hosts are configured using their IP and MAC addresses. This open source
software Wireshark provides real time packet sniffing and flow details. In order to enable
tunnelling, a configuration console is utilised for traffic settings. Figure 20 shows the
Encap_Configuration with Encap Ports field having value of “00000000”. This means tunnelling
is disabled for all outgoing ports. In order to enable tunnelling, the configuration console in
Figure 21 shows the value for Encap Ports is set to “01000000”. This enables tunnelling of all
the traffic going out using port 3 of the NetFPGA. This configuration ability allows to configure
per port tunnelling on demand.

Figure 20. Configuration Console for Tunnelling.
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Figure 21. Tunnelling enabled configurations for specific output port.

Figure 22. Transmitted Tunnelling Header and Data Traffic (Encapsulation).

For the sake of investigation, we consider the multimedia scenario with video streaming from
host A (Server) to host B (Client). The video content is stored on a streaming server. We
configure the tunnelling for multimedia streaming from server to client. The NeFPGA can be
placed at the edge cloud or near the streaming server and client. The Wireshark allows us to
monitor all the traffic flows passing through from the streaming server to the client. The
captured packet details are presented in Figure 22. The original data and header (Red block) is
encapsulated using a Tunnelling Header (Green block).
The Wireshark installed at client confirms the reception of the tunnelled traffic and decapsulate accordingly. The streamed video was successfully received by client. A mirror image
of video transmission with and without tunnelling feature is also tested. With the support of
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Figure 23. Received Decapsulated Header and Data Traffic.

NeFPGA 10G, a minor ignorable delay of micro seconds between two receiving streams is
observed.
The aim of this test is to evaluate the integration of the tunnelling feature in the specified
scenario. Figure 23 shows the details of de-capsulated packed received at the client
successfully. The tunnel header is subsequently removed and original packet is obtained.

4.4 Data Security using NetFPGA
The OpenFlow controller establishes a Secure Socket Layer (SSL) connection to an OpenFlow
switch and uses the OpenFlow interface to add, remove, and update flow table entries
accordingly. The features of NetFPGA OpenFlow switch is also enhanced by incorporating the
data security. The data security in current context refers to encryption of user or control data.
Despite Tunneling function, which was implemented as per port feature, the encryption
function has the ability to control this feature per packet per flow. In other words, if the security
feature is enabled by software controller for a specific flow, the packets belonging to that flow
will be encrypted before departing the switch. The private encryption key is stored in flow
table. The encryption algorithm uses associated per-flow key to encrypt packets. At the receiver
side, the same approach with the same key is utilized to decrypt the packet.
The security function has been integrated with the OpenFlow NetFPGA. This module is
developed and embedded inside the action_processor module as described in the following. The
flow tables have been extended to store the key for both encryption and decryption functions
at respective sender and receiver sides. The security module uses AXI to communicate with
other modules and its interfaces is shown in Figure 24.
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Figure 24. Encryption interfaces

The number of algorithms dealing with lightweight encryption is very limited. As the
encryption algorithm is aimed to be integrated in OpenFlow switch design, the block cipher
engines are more favorable than stream cypher cores. A low cost implementation of AES still
requires the high volume resources for this cipher are around 3600 GE (Gate Equivalence). GE
is the common metric according to which the lightweight algorithms have been evaluated in
terms of chip area usage. In INPUT project, we use PRESENT algorithm as the encryption core.
PRESENT is a light weigh block-cipher encryption algorithm which was devised in 2007 [12].
The algorithm is encrypting a 64-bit block with an 80-bit key during 31 rounds. Each of the 31
rounds consists of a linear bitwise permutation and a non-linear substitution layer as well as
an addition operation to introduce a round key Ki for 1 ≤ i ≤ 32.
The security function consists of encryption and decryption of data packets. The former is
encrypting packets inside the switch, after all other actions have been performed on the packet
header and before sending the packet to the output queues. The latter, is in charge of decrypting
incoming encrypted packet before performing other functionalities. Both security functions
have been implemented inside OpenFlow data path module.
To incorporate Security function in to OpenFlow Switch architecture, we have modified the
following components:


Having a pre-calculated checksum for encrypted packets without receiving the
complete packets. This technique makes the process of calculating the checksum for
encrypted packets very robust at high speed.



Per-flow Security enable flag has been defined. This flag is used by controller software
to enable or disable security function for any specific flow.



Security Action has been defined and enriched by PRESENT algorithm.



For the demo purpose, a simple addition function is also defined as the security
function.

Figure 25 demonstrates the higher level implementation of data security on NetFPGA by
enabling encryption/decryption feature. For the sake of functional validation, we used the test
bed to transmit a video stream from Host A to Host B as presented in Figure 25. A video stream
was sent from host A with encryption feature enabled at NetFPGA 1 and forwarded to the host
B. NetFPGA 2 received the encrypted stream at IF2 and using the stored key, it de-crypts the
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Figure 25. Data Security using OF NetFPGA.

video stream and forwards it to Host B using 10G NetFPGA platform. A successful
implementation of data security feature is observed for experimental setup. The
implementation is capable of full line-rate switching and encryption/decryption features and
can easily accommodate all the active flows under the line rate.

4.4.1 Configurations and Testing
In order to test the module of “Data Security using NetFPGA”, we again consider the
multimedia scenario with video streaming from host A (Server) to host B (Client) as depicted
in Figure 25. We configure the secure forwarding from server to client. Wireshark is configured
to monitor the traffic flows passing through from the streaming server to the client via NetFPGA
10G. The captured packet details are presented in Figure 26. The original data (highlighted in
blue) is encrypted using a 64 bit light weight cryptographic PRESENT algorithm.
The Wireshark installed at the client shows the reception of the decrypted data traffic in
Figure 27. The streamed video was successfully received by client. A mirror image of video
transmission with and without security feature are tested.
We are further investigating to evaluate the performance for various traffic types. In addition,
these tests will be carried out to test the compliance of the developed features with
OpenVolcano. The features discussed in section 4 are important in INPUT network in order to
provide valuable network functional characteristics. The network features can be deployed in
different models and scenarios having its own advantages. They however use a modular
approach with ability to provide service on demand in different scenarios. The tunnelling and
security functions can be placed in INPUT network architecture as a service close to the client
to achieve reliable and secure user subscribed services.
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Figure 26. Encrypted Data Traffic using 10G NetFPGA.

Figure 27. Decrypted Data Traffic using 10G NetFPGA.
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5 Novel Data Plane Mechanisms and Lifecycle Operations
This section describes the latest additions to the INPUT data plane design to complete the
support for the innovative cloud services and applications developed within the Project. In
more detail, the activities presented in the following sub-sections cover the integration of QoE
monitoring mechanisms in the OpenVolcano platform (Section 5.1), the finalization of the
lifecycle operations defined in the D3.1 and here referred to the Multimedia Use Case (Section
5.2) and the design of two VNFs enabling a complete data- and control-plane integration with
4G NFV-compliant mobile networks (Section 5.3).

5.1 Description of Novel QoE Monitoring Framework for Orchestration
and Consolidation
In this section, we first discuss several methods to implement QoE monitoring mechanisms
in the OpenVolcano platform. After that, we present the study of a specific QoE monitoring
function for HTTP adaptive video streaming and the influence of placement on its accuracy.
In order to consider Quality of Experience (QoE) for orchestration and consolidation in the
INPUT platform, proper QoE monitoring functions are required. They can be applied either in
long term (NS-MAN) or short term (NS-OS) management components and provide the INPUT
platform with information about the service quality perceived by the end users.
To investigate the applicability of several concepts for QoE monitoring functions in the INPUT
platform, an OpenVolcano testbed was set up on UWUERZ site. Figure 28 shows an overview of
the testbed, which consists of two servers named “Savona” and “Genova”. Both servers have
installed the OpenVolcano platform with integrated necessary components such as Conduit,
Cinder, Magma SDN controller in the control plane, Quake and Geyser in the data plane. More
details of the OpenVolcano components can be found in the Annex C of the D3.1 report. The two
servers are interconnected by an OpenFlow switch that is controlled by the Magma controller.
In the data plane, traffic is routed via Quake where DPDK is integrated for more efficient packet
processing; Net_Functions can also be integrated in Quake for monitoring purposes. In the user
plane, Service_Apps can be installed in a virtual machine (VM) that can also host a QoE
monitoring service. The communication between control plane and user plane is based on REST

Figure 28. Overview of the Testbed for QoE Monitoring.
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API that is depicted by a green arrow. In this testbed, the QoE monitoring can be either in form
of a Service_App, a Net_Function, an application operated in a VM, or integrated in the
hypervisor. Each deployment model of the QoE monitoring is described in the following.
QoE monitoring inside a service. In this model, the QoE monitoring function is deployed on the
user layer, inside a Service_App. It can probe the user’s behavior passively through different
measurement techniques. For example, providers can investigate the ratio of user engagement
or service-specific application-layer QoE influence factors to estimate the degree of the users’
satisfaction with the service. This model is easy to deploy by the service provider himself to
monitor a single service or a service chain. Nevertheless, its integration in OpenVolcano has
drawbacks. Firstly, the connection between Service_Apps and lower layers of the platform is
built based on REST API. This means, the connection must be well defined to be able to manage
QoE information measured in Service_Apps. Moreover, management activities based on
monitored QoE (e.g., orchestration, resource allocation, etc.) need a good co-operation between
the service and infrastructure providers. This might increase difficulties and challenges in a real
deployment.
QoE monitoring application installed in a VM. Similar to the above mentioned QoE monitoring
inside a service, this deployment model is implemented on the user layer. A separate VM is
instantiated with the monitoring function. The required traffic for the target Service_App is rerouted, tunnelled or mirrored to the monitoring VM. The advantages of this model are that the
VM host can be easily duplicated, migrated, and instantiated in another working region or
services chain. It, however, differs from the case when the QoE monitoring application is inside
a Service_App. In fact, traffic is not routed directly to the VM in a services chain since it is only
originated for Service_Apps. The traffic therefore must be duplicated to the QoE monitoring
application installed in the VM, which is inefficient regarding the resource utilization, and traffic
delay or congestion might occur as well.
QoE monitoring as a Net_Function. This deployment model can be done on the network layer.
QoE can be monitored either by using multiple probe nodes that are distributed across end
points in the network or using DPI technique to capture data traffic passing through a
measuring point in the network. In the data plane of the OpenVolcano platform, QoE monitoring
functions can be integrated into Quake. The function can therefore have direct access to traffic
passing through network interfaces. This gives the network operator the ability to monitor QoE
in real time. However, to be able to measure QoE, one must thoroughly understand the service
and its communication in the network. In addition, it is more difficult to monitor QoE for
encrypted data traffic and needs more design and implementation effort, since Quake with
DPDK is only designed to be used as an OpenFlow virtual switch.
QoE monitoring function integrated in Hypervisor. In the OpenVolcano platform, the QoE
monitoring function can be installed in a hypervisor host. The advantage of this deployment
model is that the function can monitor all Service_Apps located at the host from its data plane.
It is similar to “QoE monitoring as a Net_Function” since it can passively monitor traffic and
estimate QoE, e.g., based on DPI technique. The key issue is that the information about the
service chain of the higher layer is not available here. To be able to monitor QoE in this situation,
a mapping between traffic to user’s service chain is necessary via REST interface.
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5.1.1 Performance Evaluation for QoE Monitoring Installed in a VM
To evaluate the benefit of the model “QoE monitoring application installed in a VM“, we
consider the following scenarios, which are Edge Server (ES) scenario and Data Center (DC)
scenario that are depicted in Figure 29.
In our investigation, we consider the multimedia scenario with video streaming. From the
figure, video content is stored in a streaming server. In both scenarios, we deploy the QoE
monitoring in a Virtual Machine (VM) installed in an OpenVolcano server. The VM itself can be
placed at the edge cloud (ES scenario) or near the streaming server (DC scenario). The VM is
able to monitor all the video flows passing from the streaming server to the client. We use a
proxy program to route video traffic to the VM. In the DC scenario, the function can utilize high
data rate traffic from data center network. However, it is placed far from the client, which may
cause some performance problems due to the degradation of network conditions on the path
to the client. In both scenarios, we deploy the same VM monitoring. Figure 30 shows an
overview of the testbed that is built based on the defined scenarios.
The aim of this testbed is to evaluate the influence of different placements of the QoE
monitoring function on its accuracy and performance. In the server, a proxy program is used to
route video traffic passing through the VM to the client. The client is a typical personal computer
and the NetEm is a SUN FIRE X4150 server with Ubuntu Server 16.04 LTS as operating system
that is used to emulate high mobility environment for the user access network. Regarding the
streaming server, all measurements are conducted with the use of the video streaming platform
metacafe.com1. This platform has the benefit that it provides unencrypted traffic for HAS which
is easier to process. For the sake of traffic tracing, we deploy the VM monitoring at both the
client and in the OpenVolcano server. This allows us to compare the QoE estimation in the cloud
and at the client device as well as traffic analysis at both end points.
The video traffic from the streaming server is captured by our VM. The VM is plain software
which uses a Python library, namely Scapy2. This open source software provides real time

Figure 29. Overview of Scenarios.

Figure 30. Overview of Testbed Setup.
1
2

http://metacafe.com
http://www.secdev.org/projects/scapy/
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Figure 31. QoE Estimation at Different Scenarios.

packet sniffing and decoding. To analyze the video flows, we designed an algorithm, which
eventually provides us with an estimated video buffer, stalling frequency and length based on
download timestamps of video segments. The QoE for video streaming is calculated based on a
reference QoE model [13]. To validate the estimated values, we simultaneously sample the
video buffer, stalling frequency and length at the client browser by using a Javascript-based
web API. The discrepancy between the estimated and actual values shows the level of accuracy
of the monitoring. More details of the estimation algorithm can be found in the publication [14].
Figure 31 shows the QoE estimation for video streaming over the course of the measurements
and at different locations. The x-axis indicates various scenarios where the QoE is measured.
The y-axis shows the Mean Opinion Score (MOS), which represents QoE levels. Each box shows
the maximum, median in red horizontal line and minimum MOS values. The bottom and top
edges of the box indicate the 25th and 75th percentiles, respectively. The whiskers extend to
the most extreme data points not considered outliers, and the outliers are plotted individually
using the '+' symbol. The diamond symbol inside each box represents an average MOS value.
The MOS is calculated from the QoE reference model based on the number of stalling events
and their length. The MOS can take the following values: (1) bad; (2) poor; (3) fair; (4) good;
(5) excellent. Each group box from left to right shows the MOS values measured directly at the
client browser, at the VM deployed at the client device and at the VM that is installed in the
OpenVolcano server, respectively.
From the figure, we observe that the VM placed at the client device can estimate the QoE with
high accuracy in both ES and DC scenarios. It is reasonable since the video flows arrive at the
VM and show up on the web browser almost instantly. Consequently, the value is a good input
for the INPUT orchestration and consolidation algorithms. In the ES scenario, the VM can
estimate QoE accurately in most of cases. Due to the placement of the VM in the ES scenario
near the client, the difference in arrival time of video flows is negligible at both machines.
Additionally, although the mobile network can cause packet loss that induces video stalling,
retransmissions of lost packets can be considered as almost instantaneous. This explains a high
accuracy of QoE estimates in this scenario. Conversely, we observe an overestimation of QoE
measured in the DC scenario as indicated in the rightest box that show the QoE measured by
the VM at the OpenVolcano server. In this measuring point, the VM estimates a higher average
MOS compared to the actual value obtained from the client and from other monitoring function
deployed at the client device as well. In fact, in the DC scenario, the VM receives the video
segment faster to fill up the virtual video buffer. Due to the congestion of the user mobile access
network and a long distance between the DC scenario and the client, the video flows arrive at
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Figure 32. Segment Arrival Time Error Between the US-PoP and the Client.

the client slower. In worst case, the video buffer at the client has been depleted while the video
segment is on the fly. In the following we present the impact of video segment arrival time error
on QoE estimation. Figure 32 shows an analysis of the video segment arrival time error between
the DC scenario and the client.
The x and left y axes show video playback time and the video buffer, respectively. The right y
axis indicates the segment arrival time error measured from an analysis at packet level. Note
that the arrival time of the last packet of a segment is considered as the arrival time of that
segment. The saw-tooth lines show estimated and actual video buffer as described in previous
section. The black line shows the segment arrival time error, which is the difference between
the estimated and actual segment arrival time. The figure shows that the segment number 10
of the video arrives at the VM 15.6 s faster than arrives at the client. This segment is filled up to
the virtual video buffer of the VM earlier where a stalling event is avoided, while the client video
buffer has been empty before it arrives. This is a typical reason of QoE overestimation at the
VM in this scenario. And this also induces an overestimation of QoE by the network providers.
To achieve a high accuracy in estimating QoE for video streaming, it is recommended to place
the monitoring function at the client in high mobility environments or at the edge network.
To summarize, QoE monitoring mechanism in the INPUT network is necessary in order to
provide valuable input for orchestration and consolidation mechanisms. The QoE mechanisms
can be applied either in long term (NS-MAN) or short term (NS-OS) management components
and can be deployed in different models. Each deployment model has its own advantages and
also drawbacks. They however can be implemented efficiently in different scenarios. For
example, in the scenarios of monitoring QoE for multiple services in a service chain, the model
QoE monitoring inside a service is highly recommended. Conversely, for the scenario of single
service with real time QoE monitoring (e.g., video streaming) the model QoE monitoring as a
Net_Function or QoE monitoring application installed in a VM is more reasonable. Through a
specific experiment of monitoring QoE for video streaming using VM, we find out that the QoE
monitoring functions of the INPUT platform should be placed close to the client to achieve high
estimate accuracy. This is important and necessary insight to avoid QoE overestimation for a
specific service.

5.2 vSTB-related lifecycle operations
The objective of this section is to illustrate the use of primitives, as they were defined in the
D3.1 report, involved in the multimedia use case, that is, during creation, running, and destroy
of the vSTB personal cloud service.
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Table 1 reports the most important parameters exchanged during primitive invocation
related to Service_Apps.
Table 1 Parameters related to Service_Apps exchanged during primitive invocation for the vSTB.
Name of Primitive
Define App Demands

Description
The Cloud Service Provider
specifies demands of Apps

Parameters of the Define App Demand
Parameter of the Define App
CPU
Demands
Low
Virtual Decoder Interface (VDI)
Low
vSTB Manager (VMNG)
Middle
Digital Media Server (DMS)
Low
Digital Media Controller (DMC)
Middle
Personal Acquirer (PA)
High
Edge Acquirer (EA)
Define service
The Cloud Service Provider
specifies the service
structure/alternatives with
deployment information (number
and type of Service_Apps and
respective connections).
Parameters of the Define Service
Parameter of the Define App
CPU
Demands
Low
Virtual Decoder Interface (VDI)
Low
vSTB Manager (VMNG)
Middle
Digital Media Server (DMS)
Low
Digital Media Controller (DMC)
Middle
Personal Acquirer (PA)
High
Edge Acquirer (EA)

Exchanged Data
AppId: Id of the App
List<Demands>: demands for
the specific service app like
CPU, disk, preferred
location, scope, requested
QoE/QoS, etc…

Stakeholders
Cloud service
provider  NSOS

RAM

Storage

256 MB
256 MB
256 MB
256 MB
512 MB
2 GB

Small
Small
Small
Small
Middle
Middle

List <AppId>: list of required
App to create a service

Cloud service
provider  NSOS

List<AppConnection>: list of
connection among different

RAM

Storage

Net Interfaces

256 MB
256 MB
256 MB
256 MB
512 MB
2 GB

Small
Small
Small
Small
Middle
Middle

PN
PN
PN
PN
PN + EA
PA + SBE

In the D3.1 report, four primitives have been defined with the target of monitoring key
components of the service chain composing multimedia and IoT use cases. In Table 2, we show
the monitored components of the vSTB service and the KPIs that the platform has to
periodically check in order to guarantee the expected quality of service and quality of
experience. In case the monitored parameters do not match with the Service_App or component
requirements, the NS-MAN must initiate one or more Service App migrations in order to satisfy
the requirements.

Page 31 of 42

Deliverable D3.3

Table 2. Monitoring parameters exchanged for the vSTB.

Monitored Component
Links
Content Provider ↔ Edge Acquirer
Edge Acquirer ↔ Personal Acquirer
Personal Acquirer ↔ Digital Media Server
Digital Media Server ↔ DLNA Player
Digital Media Server ↔ Mobile Player

Type of Service

Monitored KPI

Live Streaming

Bandwidth and Latency

Links
Edge Storage ↔ Digital Media Server
Digital Media Server ↔ DLNA Player
Digital Media Server ↔ Mobile Player

Video On-demand

Bandwidth and Latency

Links
User_Apps ↔ Digital Media Server
User_Apps ↔ Virtual Decoder Interface
Virtual Decoder Interface ↔ Digital Media Controller
Virtual Decoder Interface ↔ Personal Acquirer
Digital Media Controller ↔ Digital Media Server
Digital Media Controller ↔ DLNA Players
Personal Acquirer ↔ Edge Acquirer

vSTB Control
Management

Service_Apps
Digital Media Controller
Personal Acquirer
Edge Acquirer

Video on-demand and
CPU and RAM usage percentage
live streaming

and

Latency

5.2.1 Workflow
The following paragraphs show the workflow related to the creation of the cloud service
within the platform, the instantiation of the service in the user’s personal network, the
monitoring procedures and, finally, the Service_App migration due to user’s movement from an
access node to another one or due to computational/networking resources degradation.
Creation of the vSTB cloud service
When a Service Provider wants to create a new cloud service it has to define number, type,
computational/networking requirements of Service_Apps, User_Apps and DC_Apps composing
the service. More specifically, to define the service, the Service Provider:


uploads App images;



defines the related requirements;



defines the services as a list of Apps and connections among them;



makes them available in the form of subscription or other ways.
The diagram of these actions is shown in Figure 33.
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Instantiation of vSTB in a Personal Network
As depicted in Figure 34, when a customer wants to activate a new personal cloud service, he
sends a Service Activation request to the Telco Operator (through his home gateway). Telco
Operator notifies the INPUT platform by sending a Service Instantiation request to NS-MAN.
According to the application requirements in terms of CPU, RAM, Storage, Networking,
Connectivity, and according to the Proximity Class of each app composing the service, the NSMAN establishes the initial placement of the applications and sends a Def App Placement
primitive to the NS-OS. Once received instructions, the NS-OS requests the virtual machine
instantiation to the Hypervisor of the designed Point-of-Presence through a Push App primitive,
sets up the network configuration by a Create Connection command and, finally, starts the
application by a Start App primitive.

Figure 33. Diagram representing the creation of the vSTB cloud service

Figure 34. Diagram representing the instantiation of the vSTB in a Personal Network
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Monitoring of vSTB Apps and Resources
As referred in the above sections, when a service provider adds a new application and/or a
new service, he defines the requirements for each application and for the whole service.
According to these specifications, NS-MAN establishes initial placement, resources and
connectivity of each application. To guarantee the expected quality of service/experience the
requirements have to be respected during the functioning of the service and, for this reason,
NS-MAN can initiate the monitoring of one or more components of the platform (virtual
machines, CPU and RAM usage of Point-of-Presence, throughput, latency, jitter, packet loss rate
of network links, etc.) by using Register Monitoring and Get KPI primitives. Destinations of these
primitives can be the NS-OS, the Hypervisor or also a Service_App composing the cloud service.
Platform element responds by using an Add Monitoring Data reporting the value of the
requested parameter. Once received data, the NS-MAN decides whether to change the
resources allocation or migrate one or more Service_Apps. The entire procedure is shown in
Figure 35.

Figure 35. Diagram representing the monitoring of the vSTB.

Migration of vSTB Service_Apps
The last workflow diagram in Figure 36 shows the message exchange involved in the
migration of a Service_App from a Point-of-Presence A to a Point-of-Presence B.
When NS-MAN receives Add Monitoring Data messages, it verifies if Service_App and Cloud
Service requirements are satisfied. If not, it can:


invoke an Adjust Resources for App primitive or



establish that one or more App have to be migrated from the current Point-of-Presence to a
new one by invoking a new Def App Placement primitive.
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Once received the Def App Placement message, the NS-OS verifies if the App is running and, if
this is the case, it sends a Pause App to the hypervisor; then network connectivity is removed
by using Remove Connection and, finally, Migrate App is sent towards the hypervisor indicating
the new destination node ID. A new connection is created and the Service_App is resumed by
Resume App.

Figure 36. Diagram representing the migration of the vSTB.

5.3 VNFs for Mobile Edge Computing – 4G Network Integration
In order to make the INPUT platform as much compliant as possible with the Multi-Access
Edge Computing (MEC), the INPUT consortium decided to develop two VNFs enabling a
complete data- and control-plane integration with 4G NFV-compliant mobile networks.
As underlined by the ETSI MEC working group in the GR-MEC-018 report [15], the primary
objective of the MEC technology is to dramatically reduce latency times throughout high service
continuity levels. Thus, the MEC system has three essential requirements for User Equipment
(UE):
“(1) to maintain a unique set of IP addresses to assure routability; and (2) to achieve a possibly
short latency despite UE's mobility; (3) To assure service continuity.
To achieve these goals interaction with the connectivity provider is indispensable. […] Since Mobile
Edge Host network (MEH) [Ed.: which in the INPUT architecture corresponds to Personal and
Backend Networks] and Connectivity Provider Network (CPN) [Ed.: i.e., the access and core
mobile network segments] are independent systems, each follow its own performance and
optimization targets, the question on how are MEHs connected to CPN is of fundamental
importance for the success of MEC. The complexity of this issue can be reduced to the question on
attach point to CPN.”
“The term "attach point" refers to CPN architectural reference point, where the MEC system
receives connectivity. Different attach points result in different connectivity architectures, each
with intrinsic implication to the MEC performance. A complete architecture for MEC system
includes MEC system internal software architecture and external connectivity architecture. The
later comprises the attach points and the related interfaces and entities.”
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MEC Reference Architecture
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Figure 37. Main role of the proposed VNFs according to 4G mobile networks and MEC systems.

The same Working Group also outlined how the best attach point for MEC services is at the
termination of the Radio Access Network (RAN), because it is the closest point to the UE where
user traffic can be “disaggregated”.
As far as 3GPP 4G architectural specifications are concerned, unfortunately the standard does
not allow to expose this kind of interfaces externally (i.e., to separate systems as the MEC one).
In detail S1-AP [16] and S1-u [17] protocol interfaces are specifically designed to interface
eNodeB devices only with MME and S-GW nodes.
At the same time, in the 5G specification, 3GPP is working at the specification of 5G network
slices, making possible to directly expose access and/or core network segments to vertical
applications (like the one supported by the MEC platform).
Starting from this scenario, the INPUT Consortium decided to implement a couple of VNFs to
enable this possibility also in 4G legacy environment. These VNF, named “UE Mobility
Monitoring VNF” and “Data-plane bypass VNF”, respectively, are meant to be placed by the
Telecom Service provider between eNodeBs and the packet core, to enable the placement of
MEC attach points close to the termination Evolved Terrestrial Radio Access Network (EUTRAN), and before arriving to the 5G Enhanced Packet Core.
As shown in Figure 37, the “UE Mobility Monitoring VNF” aims at extracting from the mobile
network the control information needed to manage MEC attach points. In detail, it exposes
towards the MEC orchestrator (i.e., the OpenVolcano Conduit module in the INPUT platform
prototype) information on the current status of specific UEs (e.g., attached or not), their
position (i.e., to which eNodeB are attached), and the details of attach points (e.g., LTE bearer
identifiers). According to these information, the “Data-plane bypass VNF” enables the real
attach points by injecting and retrieving packets between UE and MEC data-plane on the
specified LTE bearers.
The VNF implementation and the provided functionalities has been validated against
professional testing instrumentation (i.e., Ixia IxLoad software suite) and commercial eNodeB
and EPC (Amarisoft OTS).

5.3.1 UE Mobility Monitoring VNF
This VNF aims to monitor the presence and the position (in terms of attached eNB) of a
specific UE in LTE network. To this end, this VNF has been specifically designed to work
between the LTE EU-TRAN and EPC levels, and, in more detail, between one or more eNBs and
a single MME.
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The UE Mobility Monitoring VNF intercepts S1AP messages [16] to and from the MME, and
parse specific information which are needed to univocally recognize the UE, to identify the eNB
where the UE is attached and handover events, as well as to understand the configuration of its
S1 bearers.
This VNF works by maintaining a table with the following fields:
Table 3. VNF fields.

Field

Description

IMSI

The International Mobile Subscriber Identity (IMSI) is a globally unique
identification number associated to a UE Subscriber Identity Module (SIM).

ENB_UE_S1AP_ID

“A eNB UE S1AP ID shall be allocated so as to uniquely identify the UE over the
S1 interface within an eNB. When an MME receives an eNB UE S1AP ID it shall
store it for the duration of the UE-associated logical S1-connection for this UE.
Once known to an MME this IE is included in all UE associated S1-AP signalling.
The eNB UE S1AP ID shall be unique within the eNB logical node.” Source: [18].

MME_UE_S1AP_ID

“A MME UE S1AP ID shall be allocated so as to uniquely identify the UE over the
S1 interface within the MME. When an eNB receives MME UE S1AP ID it shall
store it for the duration of the UE-associated logical S1-connection for this UE.
Once known to an eNB this IE is included in all UE associated S1-AP signalling.
The MME UE S1AP ID shall be unique within the MME logical node.“ Source: [18]

ENB_ID

The IP address of the eNodeB.

MME_ID

The IP address of the MME.

e-RAB-ID

Identifier of the E-UTRAN Radio Access Bearer

GTP_TEID_UP

Tunnel Endpoint Identifier of the GTP instance from the eNodeB to the SGateway to serve the e-RAB with e-RAB-ID.

GTP_TEID_DOWN

Tunnel Endpoint Identifier of the GTP instance from the S-Gateway to the
eNodeB to serve the e-RAB with e-RAB-ID.

Figure 38 shows the main operation of the VNF during 4G UE attachment procedure, and
makes explicit how the values in the table above is filled and maintained. Similar operations are
also performed during 4G S1 handover procedures.

5.3.2 Data-plane bypass VNF
As previously mentioned, the Data-plane bypass VNF aims at realizing the MEC attach points
at the 4G RAN. To this end, it injects and retrieves packets from the S1-u protocol, which,
according to the 3GPP specifications, is generally realized by one or more bearers, each one
formed by a couple of unidirectional GPRS tunneling protocol - User (GTP-U) instances
transported over UDP packets.
Each GTP tunnel is univocally identified at the eNodeB and at S-Gateway by the source and
destination IP addresses and the source and destination Tunnel Endpoint Identifiers (TEIDS).
Figure 39 shows the packet header of the GTP-U protocol. It can be noted that fields like
Sequence and “N-PDU numbers”, as well as the “Compressed S-Gateway IP address” and the
“Next Extension Header Type” are optional, and usually not used.
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Figure 38. Workflow of the main operations performed to collect data during 4G S1-AP UE attachment
procedures.

Figure 39. GTP-U protocol packet header.

The “Data-plane bypass” VNF has been designed to be equipped with four logical interfaces:
two of them are meant to receive traffic from the eNodeB and the S-Gateway, respectively, the
third one is devoted to realize the attach point to MEC applications, the last one is for VNF
control and configuration.
Page 38 of 42

Deliverable D3.3

Through the control and configuration interface (based simple http REST messages), the VNF
can be configured to intercept the couple of GTP tunnels bound to a S1-U bearer. Multiple
bearers of multiple UEs and eNodeBs can be configured to work at the same time.
Once a bearer at least has been configured, the VNF starts to check packets received from the
ENodeB and MME to look GTP messages corresponding to the bearer (i.e., with the same couple
of IP addresses and of TEID values). When such packets are identified they are not forwarded
toward the S-Gateway, the headers up to and including the GTP-U one are removed. The
remaining packet body corresponds to an IP datagram generated from the UE, it is then
encapsulated into an IEEE 802.1Q frame and sent through the attach point interface. The VLAN
tag used in the frame is configured along with the bearer definition, and it is unique per UE.
When a packet is received from the attach point interface, the VNF checks if the VLAN
corresponds to an activated bearer. If so, it extracts the IP datagram and encapsulate it into a
GTP-U header, built from the bearer configuration information (TEIDs, IP addresses, etc.).
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6 Conclusions
The INPUT Project has pioneered and pursued the concept of Mobile Edge Computing (MEC)
by introducing computing and storage capabilities to edge network devices and consequently
moving cloud services closer to the end-users. In this respect, in the design of the data plane
architecture, the main focus has been on providing an effective support to the deployment and
management of the personal cloud services designed within the Project.
Such support is represented, on the one hand, by the introduction of in-network
programmability capabilities to support off-loading (e.g., security, storage caching, etc.) and
virtualization of personal services and, on the other hand, by extending existing SDN/NFV
primitives to support scalable network operations.
This deliverable report has described the research and development outcomes that have
allowed to finalize the design of the data plane, in terms of in-network programmable
hardware, along with suitable APIs and off-loading mechanisms. It reports the conclusive
activities of Tasks T3.1 and T3.2, while outcomes of Task T3.3 are reported in the D3.4 report.
In more detail, Sections 3 and 4 are devoted to the hardware platforms, and describe the
improvements that have been produced in the final stage of WP3. The OpenVolcano data plane
has been completed and achievements in this regard are validated by means of test results. The
NetFPGA board has been further extended and improved as well, and can now provide SDN
switching capabilities and multiple offloading functionalities.
Finally, additional mechanisms and operations to extend the data plane are reported in
Section 5.
Such activities cover the monitoring of QoE to drive the orchestration and consolidation
mechanisms designed in WP2, the completion of the lifecycle operations definition and their
application in the virtual set-top-box use case, and the definition of additional VNFs used to
integrate the INPUT data plane with the 4G network.
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