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1 Executive Summary
The INPUT vision of a Personal Network which transcends the limitations of legacy networks
requires exploitation of recent advances in Network Function Virtualisation and in SoftwareDefined Networking. Provision of the additional network functionality needed by INPUT
requires capabilities in the suite of SDN and NFV protocols which are not available “out of the
box”. Accordingly, these protocols must be extended to support the new primitives needed to
implement INPUT.
This document describes the achievements to date in defining and implementing a set of
SDN/NFV protocol extensions which have been designed for supporting virtualization,
orchestration primitives, cloud services and user resources in a scalable way. These extensions
will be deployed using the OpenVolcano architecture.
The main contribution of Software-Defined Networking (SDN) is to enable flexibility and
innovation in the network and thus to improve the efficiency of network operation and service
quality as well as the reduction of CAPEX and OPEX. This is facilitated by the removal of the
network control plane from the distributed network devices to a logically-centralized control
entity, which enables the introduction of new open interfaces between the application, the dataplane, and the control plane. The network operating system, in INPUT called “NS-OS and/or NSMAN”, is responsible for all forwarding decisions within the network. The INPUT nodes forward
the traffic according to the rules set by the “NS-OS and/or NS-MAN”.
A number of SDN extensions, which were required and developed within the framework of
INPUT, are discussed. The potential for offloading primitives, and mechanisms to do so, are
discussed. Also documented are monitoring approaches, and the project work to date in
identifying the primitives needed for Green OpenFlow.
Network Functions Virtualization (NFV) is a core structural change in the way
telecommunication infrastructure gets deployed. A virtualized network function (VNF) is
responsible for handling specific network functions running in virtual machines on top of
networking infrastructure. Therefore, a VNF can be deployed at any network point of presence
(INPUT infrastructure). With management and orchestration built in a NFV architecture, the
VNF can be quickly instantiated, operated as well as migrated to another INPUT node for
different activity.
The term Personal Networks (PN), refers to the interconnection of user devices such as
Laptop, mobile, computer, set top box and so on, by exploiting overlay network paradigms. The
INPUT Project is directing to exploit those features in order to implement personal networks
while keeping them as close as possible to the end users. Accordingly techniques to support
virtualization and virtual presence in the context of the provision of personal network services
are described. The opportunities to combine the virtualization of network functions with
hardware offloading are considered, and mechanisms to achieve this are described, as well as
two proof-of-concept examples of the offloading of functionality to programmable logic
(FPGAs). Successful deployment of the services required by INPUT will require monitoring of
the network and the services, and NFV functionality to achieve this is documented in this report.
A key requirement for a successful implementation of INPUT services is for it to have good
scalability properties, and in particular, for it to be energy-efficient. Accordingly the project is
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working on extending OpenFlow to support power management, work which will be of
relevance not only within INPUT, but for any network service or protocol which exploits NFV
or SDN capabilities. The achievements to date in developing these extensions is described in
this report.
This report documents some of the achievements of Work Package 3 of the INPUT Project,
and it concludes by positioning these in the wider context of the overall project, and by
identifying project expectations for future achievements in identifying and evaluating novel
SDN and NFV primitives to support personal network services.
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2 Introduction
The INPUT vision of a Personal Network which transcends the limitations of legacy networks
requires exploitation of recent advances in Network Function Virtualisation and in SoftwareDefined Networking. Provision of the additional network functionality needed by INPUT
requires capabilities in the suite of SDN and NFV protocols which are not available “out of the
box”. Accordingly, these protocols must be extended to support the new primitives needed to
implement INPUT.
This document describes the achievements to date in defining and implementing a set of
SDN/NFV protocol extensions which have been designed for supporting virtualization,
orchestration primitives, cloud services and user resources in a scalable way. These extensions
will be deployed using the OpenVolcano architecture.
This architecture was described in Annex C of D3.1. Section 3 of this report also discusses
OpenVolcano, with a focus on the platform features that are being introduced to support the
proper deployment of both IaaS and PaaS services. These features address the activation and
management of users’ personal networks, and the seamless migration of INPUT service tasks
across heterogeneous hardware.
A key requirement of the INPUT approach to Personal Networks is that the solution should
be a scalable one. Scalability means that, as the size of the personal network increases, or as the
number of personal networks supported by the underlying infrastructure increases, latency
and execution times grow in a constrained way, as does power consumption and resource
requirements. This ensures that CapEx and OpEx costs remain under control, and that the user
experience is not compromised as the size or level of use of the network grows.
A distinctive feature of the INPUT approach to implementing personal networks is its support
for hardware offloading. This requires access to specialist or customisable hardware, which will
typically not be present in a user’s premises. Thus, the support for hardware offloading in the
use cases for which INPUT is intended must be provided in conjunction with virtualisation and
migration of services, so that the services required to support the use cases may be
transparently “off-shored” from the perspective of the user. Many forms of hardware
acceleration are possible, including the use of dedicated network processors, co-processors,
and programmable logic – the approach discussed in this report will be the use of
programmable logic, in the form of field-programmable gate arrays (FPGAs). It is anticipated
that using hardware offload capabilities to complement standard methods of NFV (where the
offload is to generic x86 servers in the cloud) will improve the scalability properties of the
INPUT implementation.
Section 4 of this report features descriptions of some representative SDN extensions,
including primitives to support hardware offloading, to support network monitoring, and to
support green networking. An evaluation of the performance of these primitives, and their
effectiveness in supporting typical INPUT use cases will be the subject of a future report, as will
a comparison of alternative techniques to the use of SDN primitives to support hardware
offloading.
Section 5 contains a discussion of primitives to support the implementation of Virtualised
Network Functions (VNFs) using Network Function Virtualisation. This includes a description
of how a virtual network service may be delivered using NFV primitives, which allows the
Page 8 of 66

Deliverable 3.2

physical and logical topologies of personal networks to be transparently decoupled. This
section of the report also contains a description of how hardware accelerators may be used to
complement NFV, using a proof-of-concept implementation of encrypted tunnels using FPGAs.
There is also a discussion of how NFV extensions to support network monitoring may be
designed to collect network statistics, which are of use in orchestration, resource management
and performance evaluation.
Section 6 contains a description of ongoing work to extend the Green Abstraction Layer, an
ETSI standard for supporting the energy-efficient operation of networks, to work with the
INPUT concept, and all other network architectures which feature NFV, and which thus must
address the needs of a richer set of stakeholders than the network operator and network users
catered for in the original GAL protocol. This work will complement the activities to be
documented in D3.4 (“Service-Aware Power Management Policies”).
The achievements documented in this report represent a snapshot of ongoing activities in
WP3 of the INPUT Project, and the report will be superseded by D3.3 (“Final design and
prototype of in-network programmability functions”). Section 7 positions the work
documented here in the context of ongoing activities in WP3, and in the wider context of the
INPUT Project as a whole.
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3 Description of OpenVolcano Architecture and its support for
NFV and SDN extensions
The Open Virtualization Operating Layer for Cloud/fog Advanced NetwOrks (OpenVolcano)
platform [1] is under development in the INPUT Project to the goal of providing scalable and
virtualized networking technologies able to natively integrate cloud services, both personal and
federated. This platform, which represents an extension of the DROP architecture [2], has been
introduced in the D3.1 report and is described in more detail in Annex C of that report.
In this document, the focus will be on the specific capabilities that are being introduced in the
platform to support the proper deployment of both IaaS and PaaS services. This can be mainly
summarized in two activities: the activation and management of the users’ personal networks,
and the seamless migration of INPUT service tasks across heterogeneous hardware.
In addition, current activities also cover the design of the data-plane level mechanisms
needed by the south-bound interfaces under development in the T2.2. In this respect, an
important role is played by the lava module, which is in charge of exposing simplified and
homogenous APIs and data models towards the NS-OS and the NS-MAN, while automatically
translating lifecycle commands coming from the control plane into libvirt or Capedward APIs,
or even NFV SBI APIs depending on the nature and the type of the selected software object.
Finally, an ongoing activity regards the enhancement of the quake virtual switch described in
the D3.1 report, and in particular the introduction of multiple worker threads per physical port,
with the related reordering issues. In more detail, multiple DPDK queues have been added to
each port, in a number equal to that of the worker threads (which, as described in the D3.1
report, can be changed at runtime). Exploiting flow steering, a mechanism that had been
developed during the ECONET Project, packets are distributed among the queues according to
the IP addresses in an automatic fashion: traffic is initially addressed only to the Queue 0, then
the number of queues (and the corresponding worker threads) is selected depending on the
number of incoming IPs. This mechanisms is currently under development and will be
extensively described and validated in the next deliverable report.

3.1 The User Personal Network Deployment
As described in the D2.1 report, upon the registration of a new customer in the INPUT
domain, a personal network is deployed to allow for the fruition of the personal services. The
personal network deployment mainly consists of two steps: the instantiation of the virtual
home gateway and the mapping of the personal overlay network onto the physical
infrastructure to connect the home termination, the mobile terminal, and all the components of
the virtual Home Gateway. In fact, in our architecture, the home gateway has been completely
virtualized and replaced by a Virtual Home Gateway deployed using a chain of Net_Functions
and Service_Apps. The advantages brought by this approach regard both providing a user with
standard L2 protocols and operations equivalent to the ones presently available in the user’s
home network, independent of their location, and allowing a higher level of isolation and
seamless live migrations. This mechanism is further supported by the logical design of the SDNbased multi-center overlay network described in Annex C of the D2.1.
Page 10 of 66
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Among other advantages that can be obtained in general through virtualization, the adoption
of the Virtual Home Gateway will allow to satisfy the demands of multiple users, in a number
that depends on the capacity of the server supporting the virtualized functions. In order to
virtualize the home gateway, we need to take into account the applications and functions
needed to cover all of its functionalities. For the control plane, a Service_App must be deployed
for each user. The functionalities to be provided are the user web interface for the configuration
and services subscription, and the capability to detect and communicate the changes in the
configuration. OpenWRT [3] has been chosen to implement the user interface of the home
gateway, as it is a Linux distribution natively created for this goal. In fact, it provides a fully
working user interface specific for home gateway functionalities. In addition, OpenWRT is very
lightweight, as it can run on 24 MB of RAM with respect to the typical Linux requirements that
can reach the GB order of magnitude.
Regarding the data plane, the main functionalities to be implemented are the NAT and the
firewall. The number of users that can be served by a single Net_Function depends on the server
capacity and the desired QoS. This dimensioning is performed by the pyroclast module
exploiting the database information. Both of the Net_Functions devoted to firewall and NAT are
designed as multi-context processes, which have been introduced in the D3.1 report. In this
way, the users are characterized by their dynamic state, and migrations are performed by
simply moving the corresponding entry of the flow table to another server.
Figure 1 shows the deployment of the virtual home gateway on a server located inside the
edge network. In this example, the server hosts the web interface of one user, and the data plane
instances of two users. There is no need for the Service_App and Net_Functions related to the
same user to be physically located on the same server: the quake module has the capability to
direct the incoming traffic to the Service_App providing the virtual image of the gateway control
plane, and to the two Net_Functions virtualizing the NAT and firewall functionalities.
If a user moves from his/her current position, the change is first detected by the OF switch,
which sends the related unidentified packet to the magma controller. In turn, magma notifies

Figure 1. Deployment of the virtual home gateway in an INPUT edge node.
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the conduit that is in charge of updating the new location in the database and communicating
such update to the crater, which will provide the new resource allocation accordingly.
It is worth noting that only the user states in the Net_Functions are migrated upon changes in
the user location, while the Service_Apps undergo migration only for QoS/energy efficiency
purposes. The reason is that the proximity of the NAT and firewall to the user have a strong
impact on the end-to-end latency, while the web interface is accessed sparingly and the
requirements on their response times are not as restrictive. A formalization of this procedure
can be found in the following, while results justifying our design choices are reported in Section
3.3.

3.2 Seamless Migration of Heterogeneous Resources
One of the goals of Task T3.1 is to enable the seamless migration of INPUT service tasks across
heterogeneous hardware. In this respect, the design of the mechanisms for migrating the
Service_Apps and Net_Functions must take into account the possible execution environments, as
described in Section 3.3 of the D3.1 document, in which they can be deployed.
In more detail, VMs, multi-context processes and bare metal have been identified as the most
suitable candidates to provide different trade-offs between ease of migration and ease of access
to the physical resources. Although, as already mentioned in D3.1, the decision will be made on
a case-by-case basis, we envisage that Net_Functions will be mainly deployed as bare metal or
multi-context processes, while for Service_Apps VMs will probably be the most suitable
execution environment. In addition, the instantiation of PaaS cloud services as defined in D2.1
document can be mainly related to that of VMs. The only difference to keep in mind is that PaaS
instances are deployed as Java Virtual Machines (JVMs), which despite the name represent an
abstraction that allows to run the related code on any physical platform supporting Java, rather
than the virtualization of the physical platform itself. From the migration point of view, they
present the same challenges as a “traditional” VM, but are characterized by smaller images.
In general, the migration of each execution environment includes transferring both the
virtual image, which is the actual “body” of the instance, and the dynamic state, representing
the data located inside the RAM memory and related to the instance to be migrated. The main
difference among VMs and multi-context processes resides in the size of their virtual image,
with the latter sensibly smaller than the former. This characteristic can be exploited to
minimize the migration time of a multi context process. In fact, since the virtual image does not
occupy much disk space, it can be deployed inside each server of the edge network, and
migrations can be then performed by simply moving the dynamic state with a negligible
overhead. The same mechanism, as shown in Figure 2, can be applied to VMs and PaaS instances
as well.
A similar and, somehow, complementary approach to achieve live migration is represented
by the COarse-grained LOck-stepping virtual machine (COLO) solution [4]. COLO was designed
to address disaster recovery, but the general approach can be exploited in a more general way.
In detail, COLO replicates the VM in a different physical node, and the two VMs execute in
parallel. When a packet is received by the VM, it is also forwarded to its replica, so that it is kept
coherent. A manager is in charge of receiving the outputs of both VMs and checking them
according to a similarity model; if the outputs differ, the manager forces a new forwarding of
the VM state to align its replica again and then and resume execution.
Page 12 of 66
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Source Server
VM

Destination Server

PaaS Instance

Dynamic state
(RAM)

PaaS Instance

VM

Multi-context Process

Multi-context Process

Image (e.g., disk)
Step 2
Transfer of the dynamic state (e.g., the values of
volatile data used by the SW). In case of
seamless live migrations, this process is iterative

Step 1
Image Transfer (i.e. move the image of the
SW to be run on the destination server, if
not already present)

Figure 2. Migration of VMs, PaaS instances and multi-context processes in the INPUT platform.

It is clear that performance is strictly driven by the number of retransmissions, so it is crucial
to preserve output similarity for as long as possible. This task becomes particularly critical in
the presence of TCP traffic, where the nondeterministic instructions in the generation of
response packet headers may result in different packets even the packaging response data are
identical. To curb this issue, COLO needs to slightly modify the TCP/IP stack of the host OS to
improve response similarity.

Migration Delay

Regarding migrations, COLO exploits the typical suspend/resume procedure that is typical
for VMs [5]. According to the data reported in [4], the migration time achievable with the joint
adoption of live migration and COLO improvements for preserving output similarity is closer to
the one of PaaS environments than of VMs. Figure 3 compares the order of magnitude of the
migration delay introduced by COLO in comparison to the execution environments taken into
consideration by the INPUT Project so far, updating the discussion carried out in the D3.1 and
summarized in Figure 3 of that report. The Consortium will continue to study new available
technologies and solutions that might emerge during the project lifetime and to take into
consideration any possible improvements to our architecture.

mm
s
ms
us
ns
Bytes

KBs

GBs
MBs
Dimension

Figure 3 Order of magnitude of COLO migration delay in comparison to VMs, PaaS instances and
multi-context processes.
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3.2.1 Virtual Objects Characterization
The consolidation and orchestration algorithms, such as the initial service chain placement
problem, are out of the scope of this WP. However, a model to describe the service chain
composition and related migration issues can be defined to the purpose of providing some
guidelines for the design of such algorithms.
A service provider defines a service chain C that can be composed of a number of Virtual
Objects (VOs) designed according to the execution environments defined above, namely I
Virtual Machines, J PaaS instances and K Multi-Context Processes (MCPs).
Each VO is associated to a number of requirements, defined by the Service Provider according
to the SLA, which need to be guaranteed by the Infrastructure Provider at service deployment
and in the case of migration. Along with these VO-related requirements, the Service Provider
can also specify a proximity boundary among the VOs composing the chain. The complete list
of these requirements is summarized in the following table:
Table 1. Requirements characterizing the VOs composing the service chain.
Service Chain
Virtual Object

i-th VM, i=1,2,…I ∈ C

VO-level Requirements

𝛼𝑖 : VM RAM requirement
𝛽𝑖 : VM storage requirement
𝛾𝑖 : VM CPU requirement
𝛿𝑖 : VM network interfaces requirement
𝜀𝑖 : VM bandwidth requirement
𝜏𝑖 : latency requirement between user and VM
𝛼𝑗 : PaaS RAM requirement

j-th PaaS, j=1,2,…J ∈ C

Chain-level Requirements

𝜏𝑐 : latency requirement among
chain elements

𝛽𝑗 : PaaS storage requirement
𝛾𝑗 : PaaS CPU requirement
𝛿𝑗 : PaaS network interfaces requirement
𝜀𝑗 : PaaS bandwidth requirement
𝜏𝑗 : latency requirement between user and PaaS

k-th MCP, k=1,2,…K ∈ C

𝛼𝑘 : MCP RAM requirement
𝛽𝑘 : MCP storage requirement
𝛾𝑘 : MCP CPU requirement
𝛿𝑘 : MCP network interfaces requirement
𝜀𝑘 : MCP bandwidth requirement
𝜏𝑘 : latency requirement between user and MCP

On the Infrastructure Provider side, we consider the network infrastructure in Figure 4
composed of a number of pico-datacenters D, of which each datacenter 𝑏𝑑 , d=1,…D, includes A
𝑏
servers 𝑠𝑎 𝑑 , a=1,…A. Of course, each server can be described by a list of available resources
𝑏
corresponding to the ones defined by the Service Provider requirements: 𝛼𝑎 𝑑 is the available
𝑏
𝑏
RAM in server 𝑠𝑎 𝑑 , 𝛽𝑎 𝑑 the available storage space and so on.
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. .
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: RAM
: storage
: CPU
: network interfaces
: bandwidth

Figure 4. Deployment of the Infrastructure Provider pico-datacenters.

In general, migrations can be triggered by three events: the user position changes, the
Infrastructure Provider is no longer able to respect the service requirement in its current
deployment, or the Service Provider updates its requirements upon changes in the SLA.
In the event that a user moves, the migration involves moving the VOs to a different
datacenter that is close enough to the user. This “closeness” is characterized by the proximity
requirement, which fixes a maximum end-to-end latency threshold between the user and the
VOs and among the VOs themselves. These requirements are optional and defined at VO-level,
because depending on the service they might not be defined for each object composing the
chain. For example, in the case of the virtual home gateway that was described in the previous
section, the web interface is not required to be close neither to the end user nor to the other
VOs composing the chain, so the corresponding 𝜏𝑖 and 𝜏𝑐 equal to zero.
The second and third events causing a migration basically call for the same procedure, but
they differ in the cause triggering the migration: monitored data provided by the geyser module
of OpenVolcano showing a performance decay of the current placement such that the Service
Provider requirements cannot be fulfilled anymore, or the Service Provider communicates a
new list of requirements. In both cases, the best choice, if possible, would be to migrate only the
failing VOs to another server in the same datacenter.
Live migration provides additional degrees of freedom to the design of efficient policies;
however, evaluating whether to pre-allocate the virtual image on multiple servers and cyclically
Page 15 of 66
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updating the dynamic state, or to perform a “traditional” migration, is not an easy task and must
take into account a number of factors.
First, in the case of pre-allocated virtual images, migration times are certainly shorter, but the
additional overhead, in terms of both number of servers and used CPUs, necessarily causes an
increase of the overall power consumption. On the other hand, migrating both the virtual image
and the dynamic state would guarantee a more efficient resource utilization but additional care
must be taken in order to avoid service downtimes.
Evaluating which of the two solutions is more suitable mainly depends on the size of the
virtual image, in terms of its impact on both the server resources occupation and the migration
time, and the migration probability, which can be provided by the long term analytics. A cost
function must be designed to take into account both of these aspects and be used as an input
for the orchestration policies.

3.3 Comparison of Context and VM migration
The following tests have been performed in the design phase of the final demonstrator
testbed, as described in the D4.2 report, and have the goal of highlighting how the use of MCPs
can allow the seamless migration of complex services by avoiding interruptions. As an example,
we consider the implementation of the virtual home gateway presented in Section 3.1, and
show how the development of the virtual network functions as MCPs perform with respect to
traditional VMs in terms of latency.
In the following tests, the performance of a virtual network function deployed for NAT
purposes is analyzed in terms of service downtime. We compare the data obtained by deploying
it as a VM, which is the typical implementation, and as a MCP according to the solution proposed
in INPUT. In both cases, the test-bed is the one shown in Figure 5 and is composed of two
servers (A and B), and a router tester connected to an OpenFlow switch. In the MCP case, both
servers host an instance of the NAT, but only one has the dynamic state enabling the network
function. Traffic is sent by the router tester to the active NAT that sends it back to the tester.

MCP migration
Server A

Server B

MCP
Image
+
State

Traditional VM migration
Server A

MCP

VM

Image

Image
+
State

S

OpenFlow Switch

Server B
I+S

OpenFlow Switch

Router Tester
1

Router Tester
2

1

2

Figure 5. Test-bed used in the evaluation.
Page 16 of 66

Deliverable 3.2

During this transmission, the NAT is initially located in Server A, and is then migrated to Server
B.
In order to avoid service interruption and packet loss during the migration, the OpenFlow
switching/routing rules are temporarily configured to duplicate packets destined to the NAT
on the move onto both servers. In the MCP case, upon the fulfilment of the migration, the
instance in the Server A is disabled and the connectivity to and from the Server A is removed,
while only the connectivity to/from the new position is maintained.
Initially, we wanted to compare the migration downtimes obtained in the two cases, and
measured as follows:
Downtime = Timestamp of 1st packet at Port 2 - Timestamp of last packet at Port 1
However, results showed that no downtime is experienced during the MCP migration; so, for
the sake of comparison, we estimated the time ∆T in which the virtual image of the MCP is
replicated (which implies additional costs in terms, for instance, of added overhead) by
changing the rules in the OpenFlow switch (i.e. from Server B→Port 2 to Server B→Port 1) and
counting the number of duplicated packets received at Port 1:
∆T = #duplicates * traffic rate
In both cases, five runs were performed at varying packet rates, to demonstrate the reliability
of the results. The packet size is fixed to 64 Bytes.
Figure 6 shows, for both the VM and MCP case at varying packet rates, the distributions of the
service downtimes and replication times, respectively, based on quartiles. In more detail, a box
is drawn between the 1st and 3rd quartiles, a line along the median (2nd quartile), two
additional lines indicating the minimums and maximums outside the 1st and 3rd quartiles,
respectively, and an ‘x’ to mark the mean values.
The mean values for the two test cases are compared in Figure 7 Results show that the
estimates are stable at varying packet rates. Moreover, the migration downtime obtained for
the VM migration case is up to over two orders of magnitude greater than the ∆T obtained for
MCP migration.

(a)

(b)

Figure 6. Measured downtime and replication time for different traffic loads in the case of (a) VM
migration, and of (b) MCP migration.
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Figure 7. Comparison of the migration overhead experienced using MCP and VM implementations for
different traffic loads.

Future research activities will exploit the proposed characterization of the virtual objects and
their interactions with the network to design an algorithm able to evaluate the cost of migrating
the image against storing it in multiple servers.

4 SDN Extensions
The main contribution of Software-Defined Networking (SDN) is to enable flexibility and
innovation in the network and thus to improve the efficiency of network operation and service
quality as well as the reduction of CAPEX and OPEX. This is facilitated by the removal of the
network control plane from the distributed network devices to a logically-centralized control
entity, which enables the introduction of new open interfaces between the application, the dataplane, and the control plane [6]. With these interfaces, the network control plane can be realized
as a freely programmable software, which can essentially be described as an operating system
for the network. The network operating system, in INPUT called “NS-OS and/or NS-MAN”, is
responsible for all forwarding decisions within the network. The INPUT nodes forward the
traffic according to the rules set by the “NS-OS and/or NS-MAN”.
With the extension of SDN in the direction of the INPUT philosophies, the flexibility and
dynamism can be stimulated and new approaches can be implemented. When a packet reaches
an SDN-enabled node, it is buffered and the packet header, or other sub protocol information,
is matched against some pre-defined rules to make dynamic decisions, outsource processing
activity to hardware, or gain more information by monitoring network data on demand. In case
of a successful match, the action(s) specified in the rule are executed to perform the approach.
If there is no matching rule, the packet is either dropped or a “packet-in” message containing
the packet header is sent to the controller in “NS-OS and/or NS-MAN” for further processing.
The controller calculates the action the network element should take with regard to the packet
and communicates it. Furthermore, it can specify additional rules and send it to the network
element(s). This way all following packets of the flow are treated the same way by the network
and the controller does not need to be involved any longer.
In the following, SDN extensions, which were required and developed within the framework
of INPUT, are discussed. We start with 4.1 Offloading Primitives, go on to 4.2 Monitoring
approaches, and end with all approaches towards 4.3 Green OpenFlow.
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4.1 Offloading Primitives
In order to export the accelerated offloading functions, such as tunneling engine and
encryption/decryption engine, we provide two interfaces that access the main functions; one
is the REpresentational State Transfer or REST interface, and another is to extend the SDN
primitives which is based on the OpenFlow protocol. In what follows we describe how the
OpenFlow protocol can be extended to include tunneling and encryption/decryption
capabilities. We defer the description of the REST interface to the next deliverable report.

4.1.1 Motivation
We have extended the OpenFlow primitives to implement OpenFlow customized functions,
such as tunneling engine and encryption/decryption engine. These engines have been designed
in hardware, and its related interfaces are exported towards the INPUT controllers through the
extended OpenFlow protocol. The OpenFlow extensions are based on version 1.3.0 of the
protocol. For clarity and simplicity, in this section, we only focus on the new extending
primitives rather than on those which have been defined in the standard OpenFlow protocol.

4.1.2 Tunnelling Functionality & Implementation
1. FeatureReq - FeatureRes
After a transport channel, such as TCP, SCTP or TLS is established between the switch and
controller, the controller sends a FeatureReq message to the switch over the channel of the
carriage to gain the capabilities the switch supports and negotiate the feature determination.
The switch enumerates its capabilities and response to the request message with the message
FeatureRes. The structure of the FeatureRes message is shown in Figure 8; the extended tunnel
capabilities are defined in Table 2.

Figure 8. The FeatureRes structure.
Table 2. The Tunnel Capability in FeatureRes Message.
Field

Name

Value

Capabilities

FLOW_STATS

0x00000001

TABLE_STATS

0x00000002

PORT_STATS

0x00000004

GROUP_STATS

0x00000008

IP_REASM

0x00000020
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QUEUE_STATS

0x00000040

PORT_BLOCKED

0x00000100

TUNNEL

0x01000000

2. Error
The switch and the controller are both capable of initially sending the error message to the
other one. As the tunneling extension, the message is sent from the switch to the controller as
the response of TunnelMod in the case of a configuration failure. The message begins with a
standard OpenFlow Header and following the error type and detailed error code. The structure
of the error message is shown in Figure 9; the extended error constraints are defined in Table
3.

Figure 9. The Error structure.
Table 3: The extended Constrains in Error Message.
Name

TunnelModFailed

Type

0x0010

Name

Code

Unknown

0x0000

BadPort

0x0001

BadHWAddr

0x0002

BadIPAddr

0x0003

BadConfig

0x0004

3. PortStatus
The PortStatus is an asynchronous message sent from the switch to the controller. The switch
uses this primitive to indicate a change of status for a port. The reason field should be set to
Modify after the port Enable/Disable the tunnelling feature. The structure of the PortStatus is
shown in Figure 10; the reason field is defined in Table 4.

Figure 10. The PortStatus structure.
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Table 4. The Reason Field.
Field

Reason

Name

Value

Add

0x00

Delete

0x01

Modify

0x02

4. FlowMod
The Tunneling field defines the action type. The tunneling header is defined by SetField
action.
enum oxm_ofb_match_fields {
OFPXMT_OFB_ETH_DST = 3,

/* Ethernet destination address. */

OFPXMT_OFB_ETH_SRC = 4,

/* Ethernet source address. */

OFPXMT_OFB_ETH_TYPE = 5, /* Ethernet frame type. */
OFPXMT_OFB_IP_DSCP = 8,

/* IP DSCP (6 bits in ToS field). */

OFPXMT_OFB_IP_ECN = 9,

/* IP ECN (2 bits in ToS field). */

OFPXMT_OFB_IP_PROTO = 10,

/* IP protocol. */

OFPXMT_OFB_IPV4_SRC = 11, /* IPv4 source address. */
OFPXMT_OFB_IPV4_DST = 12, /* IPv4 destination address. */
}

The above information can be used in the tunnelling header. The structure instruction and
action for the FlowMod is shown in Figure 11; the Type field in Action is defined in Table 5.
Type

Length
Pad
Action[]

Type

Length
payload

Figure 11. Instruction and action structure.
Table 5. The Type field in Action structure.
Type Name

Output

SetField

Type Value

0x0000

0x0019

Field Name

Bits

Type

16

Length

16

Port

32

Max_len

16

Pad

48

Type

16
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….

…

Tunneling

0x0100

Length

16

OXM TLV

≥32

…

…

Type

16

Length

16

4.1.3 Encryption/Decryption Functionality & Implementation
1. FeatureReq – FeatureRes
The structure of FeatureRes has been shown in Figure 8. We extend the Encryption and
Decryption feature in Capabilities field to indicate whether the switch is capable of encrypting
or decrypting user data.
Table 6. The Encryption/Decryption Capability in FeatureRes Message.
Field

Capabilities

Name

Value

FLOW_STATS

0x00000001

TABLE_STATS

0x00000002

PORT_STATS

0x00000004

GROUP_STATS

0x00000008

IP_REASM

0x00000020

QUEUE_STATS

0x00000040

PORT_BLOCKED

0x00000100

TUNNEL

0x01000000

ENCRY_DECRY

0X02000000

For the flexibility and scalability, we use the last 32 bits in FeatureRes message to indicate
the Encryption/Decryption algorithm the switch supports. In the current version
(DCU_MultiFeature_OF_1.0), we support two approaches to encoding/decoding the users’ data.
Table 7. The Reserved Field.
Field
reserved

Name

Value

ENCRY_DECRY_ALGO_PRESENT

0x00000001

ENCRY_DECRY_ALGO_XOR

0X00000002

2. FlowMod
This message is used for controller to modify the state of an OpenFlow switch. In OpenFlow
1.3, the structure of this message is complicated. We only describe the modified parts of this
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message here. The structure instruction and action for the FlowMod is the same as shown in
Figure 11, while the Type field in Action is defined in Table 8.
Table 8. The Type field in Action structure.
Type Name

Type Value

Output

0x0000

SetField

0x0019

….

…

Tunneling

0x0100

Encryption

0x0200

Decryption

0x0300

Class

Field Name

Bits

Type

16

Length

16

Port

32

Max_len

16

Pad

48

Type

16

Length

16

OXM TLV

≥32

…

…

Type

16

Length

16

Type

16

Length

16

OXM TLV

≥32

Type

16

Length

16

OXM TLV

≥32

Field Length
payload

Figure 12. OXM TLV Structure.

Table 9. OXM values.

Class Name

Class Value

Experimenter

0xffff

Field Name

Field Value

Field
Length

Encryto_Algorithm

0x00

32

Decryto_Algorithm

0x01

32
Page 23 of 66

Deliverable 3.2

Encryto_Key

0x02

32

Decryto_Key

0x03

32

4.2 Monitoring
Monitoring refers to statistical information gathered from all entities of the INPUT
architecture regarding to the operation of physical nodes, virtual resources, applications, or
network functions, and the communication between these entities. Since these parameters vary
during run time, no permanently optimal configuration can be made at the start of service.
Consequently, a monitoring mechanism is necessary to ensure that the INPUT architecture is
aware about its current operational state.
For instance, the energy efficiency of the INPUT architecture is one of the most important
objectives, especially for the IoT use case. The power consumption of the whole system is
aggregated by different hardware sub-components or processing engines. Monitoring the
power consumption and the performance of these entities may help NS-OS and/or NS-MAN to
make decisions to dynamically adapt the trade-off between the capacity of the physical
resources and the energy consumption.

4.2.1 Motivation
Monitoring is an integral part of the INPUT architecture. In order to achieve the desired
energy efficiency and device abstraction, network, components and services must be
monitored.
The Network and Service Operating System (NS-OS) will perform highly automated network
and service reconfigurations to assure the desired level of QoE to end-users and to reduce the
energy consumption of the entire infrastructure. To achieve this purpose, the NS-OS will be
composed of three main blocks, namely the Consolidation Criteria, the Orchestration
Mechanisms and the Monitoring sub system. In particular, Consolidation Criteria will be
designed to obtain the re-configuration matrix of the network infrastructure and of services to
meet the estimated workload and user/service requirements with the minimum possible level
of energy consumption. Orchestration Mechanisms take this re-configuration matrix as an
input, and they dynamically migrate Service_Apps on a suitable subset of devices/hardware
resources able to meet the required QoE/QoS and actual workload/traffic volumes, changing
the network configuration accordingly, without causing any service interruption or
performance degradation. To this purpose, Orchestration Mechanisms will integrate the
aforementioned extended SBI.
In order to assure that the consolidated configuration works as expected, and to support the
fine tuning of future re-configurations, the Monitoring subsystem collect performance
measures and alerts (through the extended SBI interfaces), which include network-, App-, and
power-aware performance indexes via SDN traffic steering and NFV monitoring functions.

4.2.2 Functionality & Implementation
In terms of the monitoring subsystem of INPUT, two SDN extensions are particularly
important: 1) Network Monitoring via SBI Interfaces and 2) Traffic Steering to NFV Functions.
Network Monitoring via SBI interfaces
Page 24 of 66

Deliverable 3.2

With the help of SDN, extensive monitoring can be built up. By separating data and control
planes, information from the network level can be queried and evaluated. This is done with the
help of the SBI interface, which transfers statistics to the NS-OS via certain predefined
commands in the communication protocol. Thus, monitoring of direct network properties and
network statistics can be implemented.
Table 10. Parameters monitored via SBI interfaces.
Monitored parameters
Parameter 1

Traffic Statistics between User Device and INPUT architecture

Monitoring Component

SDN Extension

Monitoring function

Call to SDN network switch that transfers the user data traffic

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 2

Traffic Throughput (Load) between two INPUT nodes

Monitoring Component

SDN Extension

Monitoring function

Call to SDN network switch

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 3

Network Utilization of an INPUT node

Monitoring Component

SDN Extension

Monitoring function

Call to SDN network switch

Update interval

Periodic every 30s

Request type

Pull-based

SDN Traffic Steering for NFV monitoring functions
For the monitoring subsystem, the SDN extension for NFV monitoring deals with the dynamic
forwarding of traffic to the monitoring VNFs. In the INPUT approach, the NFV functions are used
to monitor and collect information on INPUT components and INPUT Service_Apps. The VNFs
require traffic from various points in the network to perform the monitoring. This is achieved
by defining an SDN extension to steer traffic between other components in direction to the
VNFs. Another case is the dynamic instantiation of NFV functions depending on the load in the
network. For this purpose, the traffic must be forwarded to the respective instance of the NFV
monitoring function so that an efficient monitoring is possible and the application performance
is not impaired.
The SDN extension offers the possibility to intercept and redirect traffic between any entities,
so that an efficient and scalable monitoring is possible. To this end, certain rules are induced by
NS-OS and NS-MAN in the SDN-enabled data plane, so that traffic is routed to the function. Two
different approaches can be carried out. On the one hand, traffic can be duplicated so that the
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monitoring functions receive identical traffic, which is also obtained by the Service_Apps or
INPUT-node. On the other hand, the traffic can be redirected so that the traffic first reaches the
monitoring function and is subsequently normalized again into the network, and is forwarded.

4.3 Green OpenFlow
The constant evolution and expansion of the Internet and Internet-related technologies has
exposed the limitations of the current networking infrastructures, which are represented by
the unsustainable power consumption and low level of scalability. In fact, these infrastructures
are still based on the typical, ossified architecture of the TCP/IP paradigm. In order to cope with
the Future Internet requirements, recent contributions envisage an evolution towards more
programmable and efficient paradigms. In this respect, this section describes the basic issues,
the technical approaches, and the methodologies for the implementation of power management
primitives in the context of Software Defined Networking. In detail, we propose to extend one
of the most prominent solutions aimed at increasing networking flexibility, the OpenFlow
Protocol, to integrate the energy-aware capabilities offered by the Green Abstraction Layer
(GAL).

4.3.1 Motivation
As the need to re-think and foster new network architectures becomes more and more
urgent, recent contributions [7], [8], [9], [10] envisage an evolution towards more
programmable and efficient paradigms. The motivation behind this trend is very clear if one
considers the current networking context.
In the last several years, the Internet scenario has been enriched by the diffusion of “smart”
objects, like smartphones and tablets. In comparison to the traditional computers used to
communicate through the Internet, such devices are characterized by limited storage and
computational capabilities. These characteristics have brought forth a significant development
of cloud services to provide the support needed by smart objects. As a consequence, datacenters
have evolved from a room packed with workstations to large-scale warehouses including
hundreds of thousands of servers.
This quick acceleration of the Internet evolution has made the weaknesses of its current
architecture and protocols so visible that they can be no longer masked by simply overdimensioning network infrastructures, a practice that has been common until recently. This
way of managing traffic has exacerbated the concern, both economic and environmental,
regarding the power consumed by the Information and Communication Technology (ICT)
sector.
In [11], the authors assess that the relative share of the worldwide total electricity
consumption of communication networks, personal computers, and datacenters products and
services has increased from about 3.9% in 2007 to 4.6% in 2012, and estimate that the yearly
growth of all three individual ICT categories (10%, 5%, and 4%, respectively) is higher than the
growth of worldwide electricity consumption in the same time frame (3%).
Another issue that has restricted the Internet evolution regards the typical, ossified structure
of the TCP/IP architecture, which operates most of the time on top of proprietary and
specialized firmware/hardware components, and requires a large number of active packet
processing engines across the network, even when under-utilized, which worsens their impact
on the carbon footprint even more [12].
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In this respect, as was clearly demonstrated by the results of the ECONET Project [13], the
mere introduction of node-level solutions would be of little or no use in the absence of a
network-wide management scheme to guarantee inter-operability and effectiveness of the
proposed architecture.
With these considerations in mind, this work aims to describe the basic issues, the technical
approaches, and the methodologies for the implementation of power management primitives
in the context of the emerging Software Defined Networking (SDN) architectures [14], [15].
What we need is to easily access and manipulate network nodes even at the hardware level, to
the purpose of achieving the highest possible degree of freedom in driving their behavior. In
this respect, the exploitation of technologies like SDN, integrated with the Green Abstraction
Layer (GAL) [16], an approved standard of the European Telecommunications Standards
Institute (ETSI) [17], to represent power management primitives, would allow achieving our
goal, as will be explained in the following sections.

4.3.2 Functionality
One of the key aspects of the SDN approach is to radically change the operating and
interfacing models exposed by network nodes. For example, the structure of the Forwarding
Information dataBase (FIB) of an OpenFlow switch, which is only a part of the aforementioned
models, is well known to be different from the one of legacy layer-2/3 network nodes.
As stated by its first designers [18], the OpenFlow model was conceived to abstract the main
functionalities provided by heterogeneous hardware platforms for network nodes, and for this
reason, it is much closer to the internal hardware organization of nodes than legacy network
protocols. A single functionality or a FIB item of a legacy network protocol (e.g., IP route)
generally requires a significant number of operations or lower level functionalities, which
might be provided by different hardware components in a network node.
Instead, OpenFlow enables a logical representation where each FIB item (i.e., the OpenFlow
actions) can be broken down in a single or in few low-level operations, which reasonably
involve single or few hardware components in the node.
Given that power management techniques can be applied to single hardware blocks, and that
different hardware blocks can enter different power settings, the OpenFlow abstraction model
natively offers the opportunity of mapping logical network functions with the power settings
of hardware components realizing them.
Consequently, this opportunity allows providing almost infinite degrees of freedom in
customizing the operational and energy behavior of the network through remote controller
programming, and represents the main feature that has made our GAL integration possible, as
explained in detail in the following.

Power Management Primitives and the Green Abstraction Layer
Power management primitives provide the possibility of dynamically adapting the trade-off
between the energy consumption and the processing capacity of a hardware block (e.g., one or
more hardware components).
Depending on the hardware technologies of components, different power management
techniques can be applied at silicon level (e.g., clock scaling, voltage scaling, voltage gating, etc.)
in order to reduce the resulting energy consumption in an effective way. When applied to
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network nodes, power management techniques introduce well-known dependency schemes
between energy consumption and packet forwarding performance. These schemes can be
organized in the following base categories:


Adaptive Rate (AR): the operating speed of the hardware component is reduced, causing
the obvious stretching of processing/transmission times.



Low Power Idle (LPI): the hardware block or some of its components are turned off during
idle periods. When the block receives new work, wake-up times are needed before
returning fully operative.



Standby: it is a category conceptually very close to the LPI one, but hardware blocks in
standby modes require much longer times to wake up. During Standby modes, the
functionalities provided by the blocks have to be considered unavailable.

Every single component of a network node may include power management configurations,
which may derive from the combination of the three aforementioned base schemes. In general,
as stated also in the Advance Power Configuration Interface (ACPI) standard [19], the number
of such configurations is limited to a few stable power management setups for each hardware
block.
The GAL standard represents each of these power management setups as an Energy-Aware
State (EAS). Each EAS is associated to a data structure containing indexes that describe the
trade-off between network performance (in terms of QoS) and energy consumption of the
hardware block when working in this state. Exploiting the decomposition of each power
management configuration in the three base schemes mentioned above, indexes have been
organized to capture the main effects of AR, LPI and Standby primitives. For instance, a single
EAS can provide a maximum packet processing/transmission rate and relative energy
consumption (relevant when AR is applied), as well as typical LPI indicators like wake-up times
and energy consumption levels during idle periods. The GAL standard also offers the possibility
of abstracting more complex power management schemes by means of “autonomic” EAS, which
are modelled through power profile curves [17].
On top of the EAS definition, the GAL standard defines a hierarchical structure, which plays a
crucial role in orchestrating the power management configurations of the various hardware
blocks composing the network node, and in mapping them to network logical resources. The
hierarchy is meant to “divide and conquer” the complexity of orchestrating large number of
hardware blocks in different modules and areas of the node. For example, a commercial highspeed network node can be generally associated to a four-layer hierarchy: the logical layer, the
node layer, the line-card layer, and the single component layer.
At each level of this hierarchy, the GAL hides the implementation details of energy-saving
approaches at underlying layers by offering a standard API, which aims at guaranteeing the
correct interaction between heterogeneous green capabilities and hardware technologies, as
well as between control and monitoring frameworks. The GAL API includes the following
categories of methods:


Discovery: to acquire information on the “green entities” available at a certain layer, and on
their EASs.



Provisioning: to set a certain EAS on a green entity.
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Commit/Rollback: to commit or rollback the current provisioned configuration.



Monitoring: to provide information regarding the usage of the EASs (monitor_state) and the
energy consumed by a component (monitor_consumption).

These methods will be more extensively described in Section 4.3.3. On top of the GAL API, at
each hierarchical level, a Local Control Policy (LCP) must be provided by the node manufacturer
in order to:


suitably coordinating EASs of the different underlying entities. In case that node developers
decide to include some autonomic capabilities to throttle EASs independently from the
upper layers, the LCP must include suitable power management policies;



providing an aggregate vision of different policies and coordination schemes by exposing
them to the upper hierarchical level through a set of few EASs;



providing access to hardware probes that collect power consumption measures for groups
of entities (e.g., an entire line-card).

The boundaries of such hierarchical architecture are represented, on one side, by the
hardware components where power management acts, and, on the other side, by those logical
resources/entities that compose the node FIB (and that, consequently, depend on the network
control protocols implemented by the node).
In order to make the mapping between these two boundaries possible, the LCP at the node
layer (i.e., the one acting just below the logical resource layer) needs to map logical data in the
FIB onto the hardware components realizing all the related processes. For example, in an IP
router, when a logical interface is “provisioned” to enter standby mode, the node layer LCP has
to understand the nature of this interface: if it corresponds to a physical interface, the LCP will
forward a standby EAS to all the entities related to that interface; if the logical interface
corresponds to a “virtual” port (e.g., a VLAN termination), the LCP may decide to translate the
standby command at the logical layer to a set of AR/LPI EASs to be committed to the relevant
hardware resources and lower layer entities. Obviously, this mapping heavily depends on both
the FIB structures and the internal organization of the node, and consequently it must be
provided by designer developers.
On top of the logical resource layer and of the entire GAL hierarchy, the GAL API allows
network control protocols (e.g., OSPF and BGP in IP nodes, or OF in a SDN switch) to get
information on how many power management settings are available at the data-plane, and on
the potential effect of using such settings (by means of the GAL “discovery” method). The other
way around, network-wide control applications are capable of setting a certain power
management configuration to the data-plane (by means of the GAL “provisioning” and “commit”
methods).

4.3.3 Implementation
Figure 13 shows the main approach we have pursued for integrating the GAL standard
interface and the OF protocol. Since the GAL is principally a node-internal interface (to be
realized as an API), it resides inside the OF switch.
For the sake of simplicity, in Figure 13, we considered only a 4-layer GAL hierarchy and 4
EASs for each entity in the GAL hierarchy, namely, standby (EAS0), active with low power and
low performance levels (EAS1), with medium power and performance levels (EAS2), and an
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Figure 13. Aggregation of Energy Aware States and switch-controller communication.

operating state corresponding to the business-as-usual configuration, where the node is fully
powered and provides the maximum performance (EAS3). A larger number of (even more
complex) operating states can be implemented without any impact on the principles here
introduced.
As described in the previous subsection, at the top layer, the LCP at the node layer has to map
and to translate power management settings and operating states into FIB equivalent entities.
Thus, a set of EASs can be associated to each entity composing the OF switch FIB (ports, actions,
flow tables, etc.).
Since single OF actions (or groups of them) are defined as basic packet processing operations
(e.g., add, remove or change a VLAN tag or an IP address, etc.), the LCP at the node layer can
easily and univocally map them to specific hardware sub-components or processing engines.
Thus, this approach gives the chance of a more fine-grained energy control than the one
realizable in legacy network scenarios, where the implemented protocols are too rigid to be
easily decomposed among hardware components, and basic packet processing operations need
to be always available when the node is active.
In more detail, when a provisioning command is performed on the i-th port at the logical
resource level, the LCPs in the intermediate layers of the GAL hierarchy simply forward this
command to the LCP directly handling the corresponding physical port (at the lowest level in
the hierarchy). This LCP interacts with the hardware level of the port in order to set the desired
operating EAS.
When a new EAS is set on the j-th action, the LCP tree duplicates a provisioning message for
each hardware sub-component implementing that action. When the corresponding lowest level
LCPs receive these provisioning messages, the same EAS is set on all the hardware components
performing the aforementioned action.
The complexity of the LCP logic is lower than in legacy network scenarios, thanks to the
specific operating and interfacing model of the OF protocol, which defines a FIB composed of
logical resources more directly related to the switch hardware than in devices with legacy
protocol stacks. Thus, the translation between the logical and the hardware layers results to be
effortless.
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Primitive Implementation and Communication Examples
As previously mentioned, the communication between the local device and the remote
controller is realized by the OF protocol, which has been extended to carry the GAL related
information and commands. We have extended the OF protocol with a set of simple messages
reflecting the aforementioned GAL methods, namely discovery, provisioning, monitoring,
commit and rollback.
The discovery primitive allows the Controller to get information about the power
consumption of each entity. The packet is composed of the standard OF header, the
experimenter header that contains the GAL vendor ID and the GAL primitive type, the
information requested in a Boolean form, and the resource from which the Controller requires
the information. As shown in the Code 1 box, the related packet from the network node to the
Controller is composed by two structures: discovery_reply_log_resources contains the OF and
experimenter headers, the identifier of the target resource and the type of the target resource,
which can be, for example, a network interface or a consumption sensor, while
discovery_reply_powerstates contains the complete description of the EAS: minimum power
//Type: Controller to switch - The Controller sets a power state to a given //entity of the switch
struct ofp_provisioning_request {
struct ofp_header header; // standard OF header
struct ofp_exp_header header; // experimenter header
char resources_id[32]; // string that identifies the target resource
uint16_t power_state_id;}; // EAS to be applied
//Type: switch to Controller - The switch confirms the application of the //requested EAS
struct ofp_provisioning_response {
struct ofp_header header; // standard OF header
struct ofp_exp_header header; // experimenter header
char resources_id[32]; // string that identifies the target resource
uint16_t power_state_id;}; // applied EAS

Code 1. Pseudo-code for the provisioning primitive.
//Type: Controller to switch - The Controller requests the current state of //an entity of the switch
struct ofp_monitor_state_request {
struct ofp_header header; // standard OF header
struct ofp_exp_header header; // experimenter header
char resources_id[32];}; // target resource
//Type: switch to Controller - The switch sends to the Controller the
//power state of the entity
struct ofp_monitor_state_response {
struct ofp_header header; // standard OF header
struct ofp_exp_header header; // experimenter header
uint16_t power_state_id;}; // current EAS

Code 2. Pseudo-code for the monitor state primitive.
//Type: Controller to switch - The Controller sends the commit message
// to the switch
struct ofp_commit_request {
struct ofp_header header; // standard OF header
struct ofp_exp_header header; // experimenter header
char resources_id[32]; // string that identifies the target resource
uint16_t committed_state.id = provisioned_state.id;}; // commit request
//Type: switch to Controller - The switch confirms the application of the
// requested EAS
struct ofp_commit_response {
struct ofp_header header; // standard OF header
struct ofp_exp_header header; // experimenter header
char resources_id[32]; // string that identifies the target resource
uint16_t committed_state.id; }; // applied commit command

Code 3. Pseudo-code for the commit primitive.
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gain, maximum packet throughput, minimum bit throughput, wake-up, sleep and transition
time.
The provisioning primitive (see the Code 2 box) allows the Controller to set the state of a
network node. The packet contains the OF and experimenter headers, the target resource
identifier and the indication of the EAS to be applied. The related packet from the Controller to
the network node reports the same information to confirm the occurred EAS application.
The monitor state and monitor consumption primitives allow the Controller to get information
about the current EAS set on a logical entity and the current power consumption of the entity,
respectively. Both packets contain the OF and experimenter headers and the identifier of the
target resource from which they require the information. The related packets from the switch
to the Controller contain the OF and experimenter headers, along with the identifier of the
current state in the first case, and the power consumption of the entity in the second case. In
the Code 3 box, for the sake of brevity, we have reported only the monitor state primitive
pseudo-code.
Finally, the commit and rollback primitives, as the name implies, allow to commit or rollback
the provisioned configuration. For the sake of brevity, only the commit pseudo-code is reported
in the Code 4 box: the packet contains the OF and experimenter headers, the target resource
identifier and the request for the commit action. The related packet from the Controller to the
network node reports the same information to confirm the occurred commit.

5 NFV Extensions
Network Functions Virtualization (NFV) is a core structural change in the way
telecommunication infrastructure gets deployed. A virtualized network function (VNF) is
responsible for handling specific network functions running in virtual machines on top of
networking infrastructure. Therefore, a VNF can be deployed at any network point of presence
(INPUT infrastructure). With management and orchestration built in a NFV architecture, the
VNF can be quickly instantiated, operated as well as migrated to another INPUT node for
different activity.

5.1 Virtual Presence
The term Personal Networks (PN) refers to the interconnection of user devices, such as set
top boxes, by exploiting overlay network paradigms. The details of definition and two use cases
of PN can be found in D2.1 report.
Thanks to the promising capabilities of SDN and NFV, the INPUT Project is aiming to exploit
these features in order to implement personal networks while keeping them as close to the end
users as possible.

5.1.1 Motivation
In the following we define the virtual network service, which allows a smart device (SD),
either physical or virtual, belonging to a Personal Network PN1, to communicate with an SDs
belonging to another PN, called PN2, in order to let a user of the PN1 export contents and/or
functions of one from his own SD to the PN2.
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Figure 14. Reference scenario - Physical topology.
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Figure 15. Reference scenario – Logical topology.

Figure 14 and Figure 15 show this scenario, where the Device 2 is exported from the Personal
Network PN1 to the Personal Network PN2.

5.1.2 Functionality
In order to correctly realize the underlying communications framework, it is necessary to
logically export the IP interfaces of the involved SDs towards the remote PNs, so that there is
an IP address in each PN representing a specific remote device.
To accomplish this, it is necessary to instantiate, on each PN, a virtual network function (VNF)
called virtual presence (VP). As shown in Figure 16, this VNF has two interfaces:



the External Interface (EI) that is in charge of the communication with the remote VP
through an overlay network;
the Virtualization Interface (VI), that is an interface towards the local PN and has as many
IP addresses (through IP aliasing) as the number of devices in the remote PN it
represents.

Considering the topology of Figure 14, if Device 2, in the following referred to as Target Smart
Device (TSD) has to be logically exported towards PN2, we will have the configuration shown
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Figure 17. Physical topology of the reference scenario shown in Figure 14.

in Figure 17, where the internal IP addresses of VP2 and the relative SDs of PN2 are represented
with the same color.
As shown in Figure 17, the two VPs are connected to each other through an overlay network.

5.1.3 Implementation
In order to allow the VPs to correctly handle the packets and send them to the proper
recipients, it is necessary to keep in memory an address translation table (ATT). It contains the
relationships between the local IP addresses of the PN where the SD has been exported to the
relative local IP addresses of the VI used in the PN where that SD physically is located.
This table can be allocated either in the VP of PN1 or in the VP or PN2. We suppose, in the
following, to allocate it in the VP belonging to the PN that exports the SD (in this case, VP2 in
PN1).
The address translation table is shown in Table 11.
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Table 11. Address translation table.
IP PN1
192.168.0.15
192.168.0.27
192.168.0.31

IP PN2
192.168.0.2
192.168.0.5
192.168.0.3

If VP2, which resides on the PN of the SD to be exported, receives a packet in one of its
interfaces, it will operate as follows:


If the packet comes from its Virtualization Interface:
o If the sender is not the TSD, the packet is ignored;
o If the sender is the TSD:
 VP2 modifies, through the ATT, the destination IP address field in the
received packet, in order to allow VP1, that does not own the ATT, to
properly forward the packet to the correct recipient;
 VP2 encapsulates the packet in another IP packet and forwards it to VP1
through the overlay network.
 If the packet comes from the External Interface:
o VP2 extracts the packet after the encapsulation that the remote VP had
previously operated;
o VP2 modifies, through the ATT, the source IP address field, in order to allow the
TSD to identify the remote SD according to which logical IP associated to the VI
is used;
o VP2 modifies the destination IP address field, putting the address of the TSD;
o VP2 recalculates the checksum;
o VP2 sends the packet to the TSD through its Virtualization Interface.
When VP1, representing the TSD in PN2, receives a packet on one of its interfaces, it will
operate as follows:


If the packet comes from its Virtualization Interface:
o It encapsulates the packet in another IP packet and forwards it to the remote VP
through the overlay network. Against the previous case, now VP1 does not
translate the IP addresses because VP2 will do it when it receives the packet.
 If it receives traffic from the External Interface:
o It extracts the packet after the encapsulation that the remote VP had previously
operated;
o It modifies the source IP address field putting the address of its own
virtualization interface (the destination IP address had already been modified by
the remote VP);
o It recalculates the checksum;
o It sends the packet to the proper recipient.
The flow diagrams relative to the communications from the TSD to a remote SD, and vice
versa, are depicted in Figure 18 and Figure 19, respectively.
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Figure 18. Communication from TSD to SD4.
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Figure 19. Communication from SD4 to TSD.

When broadcast packets cross the LANs, the following happens:
 If the TSD sends a broadcast message:
o VP2 receives the message;
o VP2 encapsulates it in another packet and sends it to VP1;
o VP1 sends it to all the Devices in PN2 via broadcast.
 If a SD in PN2 sends a broadcast message:
o VP1 receives the message;
o VP1 encapsulates it in another packet and sends it to VP2;
o VP2 sends it to the TSD, via unicast.
A preliminary stage to what has been shown so far is the setup of the connection between the
SDs, which is operated as in the following:
Page 36 of 66

Deliverable 3.2

1. If the user U1, owner of the PN1, wants to export one of its SDs to the PN2, he selects
that SD in the tab of its home gateway that shows the list of the SDs belonging to the PN,
and chooses the export option;
2. U1 specifies the unique ID of the PN2 where the TSD must be exported;
3. The user U2, owner of the PN2, receives a notification asking the authorization to the
importing of the TSD;
4. If U2 accepts, the HG2 communicates to the NS-OS the local IP addresses of the SDs in its
own PN;
5. In the PN1 a VP, called VP2, is instantiated, with a Virtualization Interface having,
through IP aliasing, as many IP addresses as the number of the SDs in the PN1, and an
External Interface, which is in charge
to communicate with the remote VP;
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6. The NS-OS communicates to the VP2 the list of the local IP addresses of the PN2;
7. VP2 creates the address translation table matching the list received by the NS-OS to the
list containing the local IP addresses of the VI;
8. In PN2 a VP, called VP1, is instantiated, with an interface (external interface), which is
in charge to communicate with the remote PN and an interface (virtualization interface),
which is in charge to communicate with the LAN;
9. The NS-OS creates an overlay network between the external interfaces of the two VPs.
The setup phase is depicted in Figure 20 and the relative flow diagram is depicted in Figure
21.

5.2 Scalability via Hardware Offload
Network Functions Virtualization aims to leverage virtualization techniques to merge
different network equipment types and services onto high volume industry standard servers,
switches and storages. NFV technology helps Telecom and network providers to reduce the
service establishment time by just uploading the required network functions to the commodity
hardware resources.
Among several challenges that should be addressed before NFV can be adopted widely, we
refer to performance and scalability here. To sustain high processing requirement as well as
high throughput services, the virtualized network appliances need to be able to achieve high
performance operation. Meanwhile, NFV technology will only scale if all of the function
implementations are power efficient and also can be automated. In other words, the most
critical characteristic for wide deployment of NFV is the ability to provide high performance
packet processing and at the same time to provide high energy efficiency.
One proposed solution to above paradigm is to utilize FPGA base appliances in NFV platform
[20]. FPGAs can integrate the high performance capability of special purpose hardware with
the flexibility of virtualization.
As a processing resource, FPGAs can be located in proximity to high volume servers and
storages in data centres (DC) or any other position that processing nodes are deployed. In DCs
FPGAs have recently started to be utilized for offloading and accelerating specific CPU intensive
workloads.
There are two main options to integrate FPGA resource in to other processing resources in
DC.
a) The most general option in use today is to use FPGA daughter-cards that are inserted in
high-speed expansion slots such as PCIe-bus through which FPGA is communicating with CPU.
b) The second option for deploying FPGAs in DC is to connect the FPGA directly to the DC
network. In this scheme the FPGA board should be able to work as a standalone device which
is capable of communicating with a host CPU over the network of the DC. This FPGA module
equipped at least with an FPGA and a network controller interface, which is an integrated or
discrete module by itself. As the matter of power efficiency, the use of integrated NIC is more
favorable and is recommended because of rather high power consumption of separate NIC
cards. (for example dual 10 GbE NIC consumes 5~15 watt power)
Considering direct attachment of standalone FPGA to the DC network, the overall architecture
of DC network interconnection looks like Figure 22.
Page 38 of 66

Deliverable 3.2

Internet
DCI WAN

GATEWAY
VTEP

CORE LAYER

AGGREGATION
LAYER
ACCESS LAYER

… ...

Computing Resource

Router

Storage Resource

Core Switch

Network Resource

Agg Switch

Other Resource
e.g. FPGA, NP, ASIC

TOR Switch

Figure 22. DC network interconnection (adapted from [21]).

In terms of programmability, FPGAs can be programmed both statically and dynamically
(partially). In static programming the FPGA chip is stopped and reprogrammed with a new
configuration file. Dynamic or partial programming means that only some parts of the FPGA are
reconfigured, while the other parts of the FPGA are operating without any interruption. In
either case, to enable automated programmability of FPGA based NFV, a library of precompiled
configuration files are made available. This library could include per application configuration
files (e.g,. Encryption, compression, classification, pattern matching, Intrusion detection, and so
on) from different vendors and for different FPGA devices. The network controller component
can choose appropriate configuration file for each FPGA board.
Keeping in mind that scalability of NFV is a critical factor to impact the viability of this
technology, the large extent of available FPGA chips in the area of power consumption,
performance and cost make them extremely ideal choice for HW accelerator. More details
regard to setting a proof of concept up in this report is provided in Section 5.3.

5.3 Offloaded Functionality
Several delay aware and throughput-critical tasks can be offloaded to hardware accelerators,
such as FPGA chips in which customized IP cores are embedded. Those CPU intensive tasks such
as encryption/decryption of packets and tunneling are good candidate for offloading as to relief
CPU resources for performing other tasks and at the same time guaranteeing end user to
achieve their QoS requirements. Although there is no rule of thumb to show the performance
difference between software implementation of an algorithm versus its FPGA implementation,
a bonus to FPGA implementation is the capability it offers for deterministic clock by clock
performance calculation. While in software implementation, a sort of OS related hidden
processes could make CPU cycles stalling, it would not be the matter of fact in FPGA.
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5.3.1 Motivation
FPGA as hardware accelerator:
The terminology of hardware acceleration commonly refers to the use of specific hardware
platform, such as FPGA, GPU, DSP, etc., to perform some functions more efficiently than is
possible in software running on a more general-purpose CPU. A comparison between four
different hardware accelerator platforms, say multi-core CPUs, GPUs, MPPAs (Massively
Parallel Processor Arrays) and FPGAs has been performed in [22]. The target application is
Random Number Generation and the results reveals that for getting the best performance from
each platform different implementation approaches to random number generation should be
devised. In other words, methods which are highly efficient in scalar oriented CPUs may not
work well neither in case of GPUs, nor in memory limited MPPAs.
In [23] a comparison between the performance of GPUs and FPGAs, both as accelerators, has
been done. The paper evaluates the 2016’s state-of-the-art technology for both GPU and FPGA
devices, and performs a qualitative and quantitative comparison. The brief result is that FPGAs
are more power efficient while GPUs are more cost efficient.
Because of their flexible architecture and deep-down pipelining and parallelism capability,
FPGAs have attracted both research and industrial community's interest to be customized as
hardware accelerators [24]. To cope with the intensive processing data mining tasks in genomic
applications, an FPGA based solution have been addressed in [25]. Due to the intrinsic
computational intensiveness of Video streaming applications, they are offering as suitable
candidates for hardware acceleration engines. A real time implementation of image analysis
algorithms based on Xilinx Virtex 5 FPGA family was proposed in [26], where a test prototype
for four video HD_SDI streams has been also developed.
Within the emergence of virtualization approaches, the FPGA platforms as potential virtual
computation resources found a new role. In [27] a systematic solution, termed as pvFPGA, for
virtualizing an FPGA-based hardware accelerator based on Xilinx Virtex-6 FPGA and the x86
platform has been proposed. The authors have shown that the time overhead caused by the
virtualization in the proposed solution is very close to zero.
Our aim in INPUT Project is to leverage the outstanding capabilities of FPGA platforms in line
with other components of the entire INPUT solution. Although the integration of hardware
accelerators to the INPUT architecture has the potential to promote the overall performance of
the system, several challenges still might happen that should be considered carefully [28].
As FPGA resources such as BRAM, Slices and gates are limited, and describing a design to the
circuit by HDL (Hardware Description Language) is much more challenging, it could be very
hard to implement complex network functions into FPGA chips. So a careful attention is
required to select appropriate functions for being offloaded to the FPGA. As a general rule, the
FPGA resources are the winner of the efficiency-complexity trade off when wire speed data
plane processing is offloaded to them.
We need to take notice to the following factors when we want to choose which function to be
offloaded to the FPGA:
-

The motivation: The main motivation to include offloading functionality in to the
project is to reduce the CPU load. Getting to this end, the candidate functions for
offloading, among other considerations, should be those functions incurring
considerable amount of load on server CPUs.
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-

-

-

The pipe line/parallel nature of the function or algorithm: It is more favourable to
design the function/algorithm from scratch in a way that makes the programmer
capable of exploiting pipe lining and parallelism features of FPGA, unless the function
inherently shows up those aptitudes.
Device features and development tools: FPGA devices differ a lot in terms of speed,
capacity and capability they offer. More expensive larger devices in the market, would
help us to embed bigger designs in to the chip. To achieve higher throughput, the FPGA
chip should be able to host higher clock frequency. Also the synthesis and
implementation tools and their placement and routing algorithms could have a
significant impact on the performance of the final result. These consideration besides
budget limitations lead us to choose NetFPGA 10G board with Xilinx Virtex 5 FPGA
(XC5VTX240tff1759-2) as our target for the purpose of offloading in INPUT Project.
More details about the NetFPGA 10G architecture is presented in section 5.3.3 and in
[29].
FPGA designer and programmer skills: It is for sure that the expertness and
innovative mind of the designer and programmer in the field of FPGA implementation
matters for successful project achievements.
Power consumption: Another concern to be addressed is the power consumption of
FPGA boards as hardware accelerators.

After considering all above criteria, we have decided to propose the functionality of OFSwitching, Tunnelling and Encryption to be offloaded to the FPGA.

5.3.2 Functionality
As described is section 5.3.1, the main offloaded function is the OpenFlow switch. This
function can be promoted by Tunneling and Security functions in case. To achieve a scalable
design, the latter two functions can be added to OpenFlow switch independently or the solution
can include only the bare OpenFlow switch functionality.

5.3.2.1OpenFlow Switch
In OpenVolcano architecture, two options are available as of OpenFlow switch component, a
software instant (quake) and a hardware box. The FPGA implementation of OpenFlow switch
can place in the second position.
The FPGA OpenFlow switch is a 4*10GE (4 port 10 Gbps Ethernet) switch which consists of a
hardware implementation and its associated control software. The hardware portion is in
charge of changing packet header fields based on flow table action list and also forwarding it
from one port to another port at line rate. The NetFPGA 10G board has been utilized as the
platform of the so called FPGA OpenFlow switch. The features of NetFPGA 10G board are
available in [29].
The main role of the software component is to interface with hardware for handling flow
tables, to collect various statistics and to exchange OpenFlow Protocol messages with a
controller. The software portion is also in charge of receiving and sending control packets such
as ICMP. The software component is communicating with hardware component through PCIe
interface. The block diagram of FPGA OpenFlow switch is illustrated in Figure 23.
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Figure 23. Block diagram of FPGA OpenFlow switch.

The OpenFlow controller has been implemented in OpenVolcano architecture. To enrich
FPGA OpenFlow switch by Tunnelling and Security functions, the OpenFlow protocol needs to
be extended to include specific messages and other capabilities to carry out those
functionalities. The INPUT added values to OpenFlow low protocol is described in Section 4.1.

5.3.2.2Tunnelling
We have provided a hardware-accelerated Packet Tunnelling Engine in NetFPGA to offer a
MAC-in-IP tunnelling service. With the aid of this network functionality, the Personal Network
can pass through the traditional Internet.
We have implemented an IP core (Packet Tunnelling Engine, PTE) inside the NetFPGA
OpenFlow Switch for capsulation of the user’s packets. The PTE can be divided into
encapsulating core and decapsulating core; these are able to add and remove a tunnel header
respectively. Within the pipeline of the OpenFlow Switch, once the flow table lookups are
completed, the encapsulating core adds the tunnel header to the packet before it is delivered to
the physical port. The structure of the tunnel header is shown in Figure 24 . On the reverse path,
the decapsulating core removes the tunnel header before the packet goes through flow table
lookups.
Apart from the information of the tunnel header, an Enable flag is registered for configuring
a physical port as a tunnel port. We provide three different approaches to configure the Packet
Tunnelling Engine. One is to use a CLI (command line interface) for manual configuration, as
offered by the NetFPGA card. Alternatively, we export the interface in the form of REST or more
specifically we provide Get/Put/Del methods for adding, modifying and removing a tunnel port,
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respectively. A third and recommended option is to extend the OpenFlow 1.3 protocol to define
the tunnelling service.

Figure 24. Tunnel header.

5.3.2.3Security
The features of NetFPGA OpenFlow switch can be enhanced by incorporating the Security
function. The Security in current context refers to encryption of data. Despite Tunneling
function which was implemented as per port feature, the encryption function is per flow. In
other words, if the Security feature is enabled by software controller for a specific flow, the
packets belonging to that flow will be encrypted before departing the switch. The private
encryption key is stored in flow table. The encryption algorithm uses associated per-flow key
to encrypt packets. At the receiver side, the same approach with the same key is utilized to
decrypt the packet.
The number of algorithms dealing with lightweight encryption is very limited. As the
encryption algorithm is aimed to be integrated in to OpenFlow switch design, the block cipher
engines are more favorable than stream cypher cores such as eStream [30]. A low cost
implementation of AES [31] for RFID application is proposed in [32]. However, the high volume
resources required for this cipher are around 3600 GE (Gate Equivalence). GE is the common
metric according to which the lightweight algorithms have been evaluated in terms of chip area
usage. It is equal to the chip area consumed by the algorithm normalized to the area of a 2-input
NAND gate in a given standard cell library.
With dedicated focus on hardware implementation, mCrypton [33], HIGHT [34], SEA [35] and
PRESENT [36] algorithms have been proposed in literature. The resource assessments show
that these four algorithms require 2949 GE, 3000 GE, 2280 GE and 1570 GE respectively.
In INPUT Project, we use PRESENT algorithm as the encryption core. PRESENT is a light
weigh block-cipher encryption algorithm which was devised in 2007 [36]. The algorithm is
encrypting a 64-bit block with an 80-bit key during 31 rounds. Each of the 31 rounds consists
of a linear bitwise permutation and a non-linear substitution layer as well as a XOR operation
to introduce a round key Ki for 1 ≤ i ≤ 32. Figure 25 shows a top level demonstration of PRESENT
algorithm.
What coming in following paragraph are the main reasons that candidate PRESENT as one of
our best options for FPGA implementation.


As PRESENT is an ultra-light encryption algorithm, it is suitable for hardware
implementation, particularly where low power consumption is much of interest and
also on chip area and resources are indeed scarce.
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Figure 25. Top level demonstration of PRESENT encryption algorithm.



Despite its lightness, it has already passed standard security analysis [36].



The 64 bits of block size completely matches OpenFlow data path internal
architecture. This feature relieves us from bus width conversion.

Our target applications will require moderate security levels. Consequently, 80bit security key will be adequate.

We presume that in practice it is unlikely that all the flows require encryption service.
Therefore, the per-port throughput of the security engine could be less than 10Gbps. This
assumption allows us to instantiate the PRESENT engine inside the OpenFlow architecture
more efficiently.

5.3.3 Implementation
The chosen platform for implementing OpenFlow switch, Tunnelling and Security
functionality is NetFPGA 10G (see Figure 26). The NetFPGA-10G board was designed by the
NetFPGA team and is available at HTG [29]. The main features of the board are as follows,


4 x 10GigE SFP+ interfaces

Figure 26. NetFPGA 10G Platform.
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PCI Express interface (Gen2 x8 channels)
Xilinx Virtex-5 TX240T FPGA
27 MBytes QDRII SRAM
288 MBytes RLDRAM-II
High bandwidth expansion connector

Further technical details on the board can be found in [29].

5.3.3.1OpenFlow Switch
The hardware implementation of OpenFlow switch on NetFPGA platform is demonstrated in
Figure 27. The switch consists of 4*10GE as external interfaces and one PCIe as internal
interface to the host. Packets from each external interface and packets from host interface go
through dedicated pipeline. Other substantial components of the switch are OpenFlow Data
Path, Input Arbiter and Output Queues.





OpenFlow Data Path
It is the main and core component of OpenFlow switch. All the OpenFlow associated
activities in data plane, including flow table lookup, action processing and packet
header handling have been implemented inside this module. After passing through this
module, packets will be switched to the appropriate port(s) by cooperation of Input
Arbiter component and Output Queues component. In case the action is to drop the
packet, the packet will be dropped.
Input Arbiter
This module is in charge of arbitrating five streams of data and producing a single
multiplexed internal bus towards Output Queues.
Output Queues

According to the destination port of the packets, this module inserts each packet to its
corresponding outgoing queue. After some format conversion, packets are transferring to
output interfaces.
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Figure 27. OpenFlow Switch, Internal Hardware Data Path.
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5.3.3.2Tunnelling
The functionality of OpenFlow switch empowered by Tunneling feature has been
implemented in Virtex5 FPGA and its internal block diagram is depicted in Figure 28. The
function of Tunneling consists of Encapsulation and Decapsulation. The former, denoted as
EnCap module in Figure 28 is in charge of adding L2 and L3 headers to the outgoing packets
while the latter, termed as DeCap module is removing extra headers when encapsulated
packets arrive. It is notable that the flow related information in OpenFlow tables are assigning
based on internal header fields. This is why DeCap module is instantiated before OpenFlow Data
Path. After Decapsulation engine remove the extra overlay headers, the frame is passed to
Openflow Data Path to fulfil flow table lookups and to perform action processing. In Figure 28,
we presume that only If3 will receive encapsulated frames. The purpose of this assumption is
to reduce the size of design in practical demonstration in order to enable embedding more
functions in NetFPGA 10G platform.
The functionality of EnCap and DeCap modules are defined as a per-port basis. The
configuration software can enable or disable these functions by writing to appropriate control
registers that have been implemented inside the modules. In addition to enabling flags, in case
of Encapsulation, the controller can configure the module by assigning Tunneling headers to
associated output ports. The Tunneling header comprises Source and Destination Ethernet
addresses, Source and Destination IP Addresses and other IP header fields, such as TTL, TOS
and protocol.
Those parameters can be changed online without service interruption. Figure 29 illustrates a
sketch of the EnCap control software.
Demonstration:
After passing all FPGA simulation tests, to validate the correct operation of OpenFlow switch
with Tunneling functionality in practice, we have set up the following demonstration. In this
demo, we have utilized two NetFPGA Cards, two PCs as hosts of two NetFPGA cards, and two
other PCs (or laptops) to accomplish sender (Host A) and receiver (Host B) roles (See Figure
30).
In Figure 31, the details of the test bed for sending and receiving paths are demonstrated. The
basis of the test scenario is Pinging host B from Host A.
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Figure 28. Internal Block Diagram of NetFPGA OF Switch including Tunneling functionality.

Page 46 of 66

Deliverable 3.2

Figure 29. GUI snapshot of Encapsulation Control Software.

5.3.3.3Security
The security function consists of encryption and decryption of plain texts (packets). The
former is encrypting packets inside the switch, after all other actions have been performed on
the packet header and before sending the packet to the output queues. The latter, is in charge
of decrypting incoming encrypted packet before performing other functionalities. Both security
functions have been implemented inside Openflow data path module.
To incorporate Security function in to Openflow Switch architecture, we have modified the
following components:
- Flow tables have been extended to keep per flow key. Encryption and Decryption use the
same key, one for encrypting and the other for decrypting packets.
- Per flow Security enable flag has been defined. This flag is used by controller software to
enable or disable security function for any specific flow.
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Host B

Host A

Figure 30. The sketch of Tunnelling Demo in NetFPGA 10G Card, Solid red path represent sending
traffic (ping) and dashed blue path represents receiving traffic (reply).
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Figure 31. Data flow of Tunnelling Demo, Host A is pinging Host B.

- Security Action has been defined and enriched by PRESENT algorithm
- For the demo purpose, a simple XOR function is also defined as the security function. The
controller software can choose between sophisticated PRESENT algorithm with limited
throughput and simple XOR function with wire speed unlimited throughput.
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In this version, the throughput of the security function for PRESENT algorithm is 320Mbps
per port and 1.6 Gbps per switch. This throughput degradation is due to the internal 31 cycle
round of the algorithm as well as chip space constraint which prevent us from unrolling. There
is no limitation on the number of flows as far as the aggregated flow rates are not going above
300Mbps per port. Figure 32 demonstrates the gate level implementation of PRESENT
algorithm inside FPGA chip. As the matter of functional validation, we utilized the test bed
similar to Figure 31.
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Figure 32. Gate level schematic of PRESENT algorithm [36].

5.4 Monitoring
The monitoring via NFV refers to the collection of statistical information collected by all
entities of the INPUT architecture with build-in, dynamically-instantiable network functions.
This applies to monitoring of physical nodes, virtual resources, applications, or network
functions themselves, and to the communication between these entities. By means of NFV,
network monitoring functions can be instantiated, scaled and expanded as required, so that
efficiency and scalability are achieved.

5.4.1 Motivation
Since all the parameters vary during the runtime, no permanently optimal configuration can
be carried out at the start of the operation. Thus, a monitoring mechanism is required to ensure
that the INPUT architecture is informed of its current operating state.
Regarding to the multimedia services in the INPUT architecture, the user perceived QoE plays
a role as an important metric to estimate how good a service is provided to the user. Since
service providers are typically not aware of the application running on the user’s side, they have
no idea how and when to adjust the quality of the application to gain a best user’s satisfaction.
In this situation, an application-aware QoE monitoring mechanism provided by the INPUT
architecture is an optimal solution. For a video streaming service, for example, an applicationbased or VNF-based monitoring of the video quality at the user’s device can report bad
experience to NS-OS/NS-MAN. Thereafter, based on the monitored information, NS-OS and/or
NS-MAN can, for example, if a network bottleneck is the reason for the bad QoE, make decisions
to migrate the video streaming source to the edge servers nearby the user.
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To enable these orchestration and consolidation approaches, this section describes in detail
the monitored parameters for the INPUT architecture and their implementation. The
monitored parameters listed below provide detailed or aggregated information of node/VM
resource utilization, application quality indicators, and communication metrics. From the
monitored information, NS-OS and/or NS-MAN are able to adapt the INPUT system with respect
to energy efficiency and the user perceived QoE.
NFV in this context allows dynamic and programmable network functionality. Dedicated
functions are virtualized, implemented in software, and executed on standard server hardware.
Just as in the cloud, not only services on the Internet can be instantiated but also parts of the
network architecture can be provided in a flexible way. Features that are present and written
in software, can be used interchangeably on different hardware, which reduces costs.

5.4.2 Functionality and Implementation
The monitoring function for the INPUT architecture can be divided into several levels of
monitoring:
a) Direct call to available API
For important information, which must be monitored, information is provided by software
interfaces. This particularly concerns information that is an integral part of the architecture and
INPUT philosophy, such as the cloud hypervisor or the personal network. The INPUT
framework provides this information via REST APIs and that is either passed event-based or
queried in a pull-based manner.
b) Performs service recognition
For some groups of INPUT services, Deep Packet Inspection (DPI) might be used if no public
API is available. The information gained from this level of monitoring may be gathered through
the network data consumed by different Service_Apps. The performance of applications taking
into account different network conditions can also be reported.
The monitoring parameters may include in addition to monitored application information the
packet information such as IP source and destination, network ports, packet length, packet
inter-arrival time, etc., for both encrypted and un-encrypted traffic.
c) Fully decodes application-layer content
This level of monitoring allows to filter, search and alert based on any application-layer data
payload. The performance of applications can be analyzed and evaluated based on decoded
content. For example, by monitoring an adaptive video streaming traffic, the users may have
information of the video level, bit rate, resolution, the stalling events and their duration can be
calculated, etc.
The following tables list the monitored parameters for different type of services, such as
multimedia or IoT services, which have been identified so far. These parameters can provide
NS-OS/NS-MAN essential information to give decisions on the placement of service chain. The
following tables, the first for the multimedia use case, the second for the IoT use case (including
PaaS), provide the monitored parameter, the monitoring component, the update interval, and
the request type.
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Table 12. List of monitored parameters for the use cases under development in the WP4.
Monitored parameters for multimedia use case
Parameter 1

VM CPU load

Monitoring Component

Hypervisor

Monitoring function

Call to hypervisor API

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 2

VM disk occupancy

Monitoring Component

Hypervisor

Monitoring function

Call to hypervisor API

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 3

VM RAM utilization

Monitoring Component

Hypervisor

Monitoring function

Call to hypervisor API

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 4

VM average connection throughput

Monitoring Component

Hypervisor

Monitoring function

Call to hypervisor API

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 5

Node CPU load

Monitoring Component

Node

Monitoring function

Call to OpenVolcano Gysir API

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 6

Node disk occupancy

Monitoring Component

Node

Monitoring function

Call to OpenVolcano Gysir API

Update interval

Periodic every 30s

Request type

Pull-based
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Parameter 7

Node RAM utilization

Monitoring Component

Node

Monitoring function

Call to OpenVolcano Gysir API

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 8

Node average connection throughput

Monitoring Component

Node

Monitoring function

Call to OpenVolcano Gysir API

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 9

Service request event

Monitoring Component

UserApp or ServiceApp

Monitoring function

Call to UserApp and ServiceApp API (needs to provide information about
user, device, time, location)

Update interval

Event-based

Request type

Push-based

Parameter 10

Service usage end event

Monitoring Component

UserApp or ServiceApp

Monitoring function

Call to UserApp and ServiceApp API (will be used to compute usage
duration)

Update interval

Event-based

Request type

Push-based

Parameter 11

Playback request

Monitoring Component

UserApp or ServiceApp

Monitoring function

Call to UserApp and ServiceApp API (can provide information about
requested content, will be used to compute initial delay)

Update interval

Event-based

Request type

Push-based

Parameter 12

Playback start

Monitoring Component

UserApp

Monitoring function

DMP/DLNA-Client (needs to provide video quality level, will be used to
compute initial delay)

Update interval

Event-based
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Request type

Push-based

Parameter 13

Video buffer

Monitoring Component

UserApp

Monitoring function

DMP/DLNA-Client (will be used to predict stalling)

Update interval

Periodic every 1s

Request type

Push-based

Parameter 14

Stalling begin

Monitoring Component

UserApp

Monitoring function

DMP/DLNA-Client (will be used to compute number of stalling events)

Update interval

Event-based

Request type

Push-based

Parameter 15

Stalling end

Monitoring Component

UserApp

Monitoring function

DMP/DLNA-Client (will be used to compute stalling event length)

Update interval

Event-based

Request type

Push-based

Parameter 16

Video quality change

Monitoring Component

UserApp

Monitoring function

DMP/DLNA-Client (needs to provide new quality level, will be used to
compute number of quality change events and time on each layer)

Update interval

Event-based

Request type

Push-based

Parameter 17

Playback end

Monitoring Component

UserApp

Monitoring function

DMP/DLNA-Client (needs to provide type: end or abort)

Update interval

Event-based

Request type

Push-based

Parameter 18

ServiceApp proximity

Monitoring Component

ServiceApp

Monitoring function

Call to NS-OS and/or NS-MAN

Update interval

Event-based

Request type

Pull-based
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Parameter 19

ServiceApp scope (single user/multi user)

Monitoring Component

ServiceApp

Monitoring function

Call to NS-OS and/or NS-MAN

Update interval

Event-based

Request type

Pull-based

Parameter 20

ServiceApp startup time

Monitoring Component

ServiceApp

Monitoring function

Call to NS-OS and/or NS-MAN

Update interval

Event-based

Request type

Pull-based

Parameter 21

ServiceApp wake-up time

Monitoring Component

ServiceApp

Monitoring function

Call to NS-OS and/or NS-MAN

Update interval

Event-based

Request type

Pull-based

Parameter 22

ServiceApp idle resource consumption

Monitoring Component

ServiceApp

Monitoring function

Call to NS-OS and/or NS-MAN for history ServiceApp usage

Update interval

Event-based

Request type

Pull-based

Monitored parameters for IoT use case
Parameter 1

Node identifier

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Periodic every 30s

Request type

Pull-based

Parameter 2

Node CPU load (%)

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Periodic every 30s

Request type

Pull-based
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Parameter 3

Node CPU Temperature (oC, oF)

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Periodic every 30s | every 60 sec?

Request type

Pull-based

Parameter 4

Node disk occupancy (which partition?)

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Periodic every 30s | every 60 sec?

Request type

Pull-based

Parameter 5

RAM utilization (Total RAM, Used RAM, Free RAM or %RAM used)

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Periodic every 30s | every 60 sec?

Request type

Pull-based

Parameter 6

Average connection throughput(uplink/downlink) per WAN interface
(Mb/s)

Monitoring Component

Node

Monitoring function

Tbd – an agent/client is needed @Node that shall perform uplink and
downlink measurements per WAN interface (wired, wireless)

Update interval

Periodic every 5 min (?)

Request type

Pull-based

Parameter 7

Alive Message(e.g., Last Ping Timestamp)

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Periodic every 30s | every 60 sec?

Request type

Pull-based

Parameter 8

Uptime (days:hours:mins:sec)

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Periodic every 30s | every 60 sec?
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Request type

Pull-based

Parameter 9

IP Address Change (eth0/ppp0 global IPv4/IPv6, VPN IP)

Monitoring Component

Node

Monitoring function

Tbd - an agent/client is needed @Node that shall detect changes in IP
addresses

Update interval

Upon reboot & Upon change

Request type

Pull-based

Parameter 10

Firmware Version

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Upon reboot & upon change

Request type

Pull-based

Parameter 11

Firmware Update Date

Monitoring Component

Node

Monitoring function

Tbd

Update interval

Upon reboot or upgrade

Request type

Pull-based

Parameter 12

(GW) Measurements related to sensors “attached” e.g., active power (total),
active power per phase, total energy, energy per phase, power/energy per
room, power/energy per socket, etc.

Monitoring Component

Tbd

Monitoring function

Tbd

Update interval

Tbd

Request type

Tbd

Parameter 13

Sensor-related measurements (pushed to the cloud directly without GW
intervention)

Monitoring Component

Tbd

Monitoring function

Tbd

Update interval

Tbd

Request type

Tbd

Parameter 14

Sensor battery percentage / energy

Monitoring Component

Tbd
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Monitoring function

Tbd

Update interval

Tbd

Request type

Tbd

Parameter 15

Sensor Status (alive, dead)

Monitoring Component

Tbd

Monitoring function

Tbd

Update interval

Tbd

Request type

Tbd

Parameter 16

Smart Plug / Socket State (on, off)

Monitoring Component

Tbd

Monitoring function

Tbd

Update interval

Tbd

Request type

Tbd

Parameter 17

Commands (switch plug on/off, Demand Response messages)

Monitoring Component

Tbd

Monitoring function

Tbd

Update interval

Tbd

Request type

Tbd

PaaS Information/Monitored Parameters
Parameter 1

PaaS Instance memory

Monitoring Component

PaaS Instance

Monitoring function

CapeDwarf REST API

Update interval

Periodic every 30s | every 60 sec?

Request type

Pull-based

Parameter 2

JVM CPU load (%)

Monitoring Component

Node

Monitoring function

Tbd- an agent/client is needed @Node that shall monitor JVM process
inside the VM

Update interval

Periodic every 30s

Request type

Pull-based
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Parameter 3

PaaS Instance Status (Running, Paused, Stopped)

Monitoring Component

PaaS Instance

Monitoring function

CapeDwarf REST API

Update interval

Periodic every 30s | every 60 sec?

Request type

Pull-based

Parameter 4

Virtual Device Status (deployed, undeployed)

Monitoring Component

PaaS Virtual Device

Monitoring function

CapeDwarf REST API

Update interval

Periodic every 30s | every 60 sec?

Request type

Pull-based

Parameter 5

Active HTTP Sessions of a Virtual Device

Monitoring Component

Virtual Device

Monitoring function

CapeDwarf REST API

Update interval

Periodic every 30s | every 60 sec?

Request type

Pull-based

Parameter 6

Runtime Statistics of Http Connector of a PaaS Instance web subsystem

Monitoring Component

PaaS Instance

Monitoring function

CapeDwarf REST API

Update interval

Periodic every 5 min (?)

Request type

Pull-based

6 Support for Power Management
The Green Abstraction Layer (GAL) was conceived with the purpose of exchanging
information about capabilities and parameter settings between energy-aware networking
devices and their network management primitives. At the same time, it defines a suitable
hierarchical structure, in order to propagate a similar abstract representation throughout the
parts of devices (chassis, subsystems, electronic boards, etc.), at the proper level of detail and
granularity.
The scenario introduced by the advent of NFV, possibly accompanied by the further increase
in flexibility and programmability brought forth by SDN, is changing this picture and the
associated networking paradigms. One among the advantages of NFV is the adoption of general
purpose IT equipment to perform functionalities that were previously assigned to dedicated
devices. While this boosts the power of virtualization to render the network “softwarized”, it
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tends to dissolve the link between a certain set of logical entities, along with the operations
performed on them, and a specific piece of equipment.
If network functionalities can become a chain of virtual network functions (VNFs), their
association to a specific device becomes immaterial. In this highly dynamic context, establishing
a mapping between the Energy-Aware States (EASs) of logical entities, as defined by the GAL,
and the energy consumption of the hardware hosting virtual machines that execute the logical
entities (here, VNFs), if at all possible, would be a challenging task. Hence, the objective of this
new specification does not entail any disruptive modification to the main structure of the ETSI
GAL’s Green Standard Interface (GSI), nor any paradigm shift in the general philosophy behind
it; rather, most of the required evolution work can be implemented by reversing the
responsibility of suggesting proper EASs, shifting it from service users to infrastructure
providers.

6.1 Foreground
The Green Abstraction Layer (GAL) was conceived and standardized in ETSI (with the
important support of the European Project ECONET) as ES 203 237, with the purpose of
exchanging information about capabilities and parameter settings between energy-aware
networking devices and their network management primitives. It allows hiding the specificities
of commercial devices and their internal operation by means of an abstract interface, through
which only a description of energy-related parameters can be conveyed, read and configured.
At the same time, a suitable hierarchical structure was defined, in order to propagate a similar
abstract representation throughout the component parts of devices (chassis, subsystems,
electronic boards, etc.), at the proper level of detail and granularity.
The GAL design relied on two basic features that characterize special-purpose networking
equipment:
•
functionalities at the network and link layers operate on a logical view of the capabilities
offered by underlying hardware, firmware and software, but only the physical hardware of a
specific device (or parts thereof) consumes the energy required to perform such capabilities,
and can be identified in a clear association with them;
•
the pieces of equipment hosting such networking functionalities belong to a single
tenant (be it Internet Service Provider, network operator, or user).
The networking scenario has deeply evolved since the GAL was standardized. The expansion
of the cloud computing paradigm that has characterized the last several years has paved the
way for paradigms otherwise unfeasible, like fog computing, but at the same time it has brought
up a number of changes in both the offered services and the underlying technologies. In order
to respond to the related challenges, such as increased device / object connectivity and dataintensive applications, SDN and NFV have emerged as the best candidates for providing the
underlying network with suitable levels of flexibility for supporting such a revolution in
network architectures.
One among the advantages of NFV is the adoption of general purpose IT equipment to
perform functionalities that were previously assigned to dedicated devices. While this boosts
the power of virtualization (which has been commonplace in the IT world for a long time) to
render the network “softwarized” (and, consequently, more flexible, more easily programmable
and reconfigurable, and open to multi-tenancy), it tends to dissolve the link between a certain
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set of logical entities, along with the operations performed on them, and a specific piece of
equipment. This massive virtualization is very different and happens on a much larger scale
than the one that could be employed, to a more limited extent, on-board specialized switches,
routers or middleboxes.
Moreover, the role of the stakeholders has changed consequently. While the network
infrastructure and the services were originally provided by the same “entity”, it is now common
to have multiple tenants providing network services, vertical highly customized services,
functions and software, etc., on top of a proprietary infrastructure domain renting physical or
virtual resources, often without any leverage on such resources being used in an energy
efficient fashion (i.e., no incentives are usually available for reducing the usage of virtual CPUs,
and consequently the power consumption induced into the underlying infrastructure).
Furthermore, if network functionalities become a chain of virtual network functions (VNFs),
their association to a specific device becomes immaterial: they can be deployed, migrated, reconfigured, and the same physical machines of an infrastructure provider may well serve the
needs of different service providers. In this highly dynamic context, establishing a mapping
between the energy-aware states (EASs) of logical entities, as defined by the GAL, and the
energy consumption of the hardware hosting virtual machines that execute the logical entities
(here, VNFs), if at all possible, would be a challenging task.
There is therefore the need to adapt the current GAL specification to the new environment.
By following ETSI NFV Reference Architecture, we will see that this task does not entail any
profound modification in the GAL’s Green Standard Interface (GSI), nor any paradigm shift in
the general philosophy behind it; rather, adaptation can be implemented by reversing the
responsibility of suggesting proper EASs, shifting it from service users to infrastructure
providers.

6.2 Rationale
By examining the ETSI NFV Reference Architecture (Figure 33), a clear distinction can be
observed between the VNFs, along with their Element Managers (EMs) and the Network
Functions Virtualization Infrastructure (NFVI). The presence of the EMs, which address the
same logical entities as those concerning level 1 of the GAL GSI, allows the complete reuse of
the interface. It can be further noted that even the hierarchical structure that was conceived in
the current GAL version is maintained to some extent: indeed, ETSI NFV gives the opportunity
of aggregating/decomposing VNFs and related VNFMs into other VNFs/VNFMs, by using a
hierarchical structure. However, there is a profound difference between the two hierarchies,
since the hardware is present only at the very last level of the NFVI.
Moreover, the business models of the actors involved are now quite different: infrastructure
providers (paying the energy bill) are interested in reducing the energy consumption; tenants
have the perception of an abstracted/virtual computing platform, unrelated to energy
consumption, unless they receive indications (and, possibly, incentives) upon this issue from
the NFVI. This observation can drive the strategy to suggest a mapping between real and virtual
EASs that goes the other way round: as an indication from the Infrastructure Provider (which
has a complete vision of the hardware and can schedule the execution of virtual machines and
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Figure 33. The ETSI NVF reference model.

virtual containers, by accounting for both performance and energy) toward its tenants,
suggesting EASs that are expressed with reference to their virtual resources, something the
tenants perceive and can conform to in scheduling, in turn, the execution of their traffic
workloads. In this way, both players would have the possibility to influence the energy
consumption that is related to their operational requirements: the Infrastructure Providers by
acting on their hardware architecture and on the implementation, configuration and scheduling
of the virtual resources running on it; the tenants by managing their workloads and possibly
modulating their execution, as well as their requirements and constraints in the reverse
direction.
It is worth noting that this sort of backpressure (and the responses to it) can be propagated
through the hierarchal levels of VNFs and of their Execution Managers, in a way similar to that
occurring in the current GAL specification. The lowest level VNFM must translate network KPIs
of the function (or a component of it) into a suitable dimensioning of virtualized computing
resources associated with each execution container (e.g., virtual machines hosting pieces of
VNFs). This VNFM can achieve the desired configuration by:


defining the number of execution containers running (100% compliant with current
ETSI NFV specifications);



defining the power management configuration in terms of «virtual» C- and P- States of
Virtual CPUs (VCPUs).

The latter can be exported trough the GAL hierarchy up to the level 1 GSI, for their perusal by
the tenants’ network management policies. Similarly, information about the traffic
characteristics can flow backward toward the infrastructure provider management. The
interaction is shown upon the ETSI NFV Reference Architecture in Figure 34.

6.3 Application
The extension of the GAL will be strategic in the realization of the INPUT data plane. In fact,
as explained in the D3.1 report, the approach pursued by the project in the context of
Page 61 of 66

Deliverable 3.2

Figure 34. The GALv2.0 information flow.

networking exploits the joint adoption of both physical- and virtual-implemented functions.
The rationale is that, while the advantages of virtualization are multiple and particularly
evident in terms of flexibility, some operations are particularly inefficient when executed on
general-purpose (x86/ARM) CPUs. In that case, Net_Functions can benefit from the hardware
acceleration paradigm by realizing such functions through FPGA, as thoroughly described
earlier in this report. Furthermore, in order to provide additional degrees of freedom, offloaded VNFs (oVNFs) have been defined as a composition of software and/or hardware
primitives, potentially deployed by means of different execution environments and hardware
accelerators.
In a context where a Net_Function can be composed of a chain of heterogeneous primitives
that can be hardware or software and even geographically distributed across the network, the
evaluation of the actual energy consumption is a non-trivial task, not to mention its reduction.
The GAL will allow to estimate the induced energy consumption of a VNF onto the hardware
hosting it, to map it as a “virtual” power state, and to expose it using the same KPIs adopted for
the physical devices (for example, the ACPI standard). In this way, the chain composition can
be ignored by the above layers while still providing useful indications on the current energy
consumption that can be used to drive network reallocations.
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7 Conclusions and Open Issues
This report has documented the architectural support in INPUT for extending SDN and NFV
for the functionality required to deliver personal network services via appropriate primitives.
The issues involved in providing support for hardware offloading of tasks has also been
considered. A number of new primitives have been described in the areas of network and
service monitoring, security and virtual presence, and power management. The design of
primitives is an ongoing process in INPUT and the set documented here will be supplemented
in future deliverables.
The performance of these primitives, and the services to be delivered by invoking them, will
be evaluated in later reports. This will allow the energy, efficiency, latency and other properties
related to the scalability of INPUT to be explored. This will culminate in a demonstration of a
number of use cases of INPUT personal network services, where the capabilities of this
approach to edge computing and cloud services will be confirmed.
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