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with the capability of migrating service instances according to
the user’s location, service providers would need a deeper
knowledge of the available physical resources (e.g., servers used
for computing and storage purposes) in terms of location and
capacity, but the infrastructure providers owning the resources
may not be willing to expose such detailed information on their
internal architectures. In addition, particular care must be also
taken in the data migration itself, as it may further cause
performance and energy losses [6].

Abstract—Fog computing has been proposed to improve the
cloud computing functionality by moving computation and storage
resources closer to end-users, thus reducing end-to-end latency to
make new personal services available. However, a number of
issues need to be overcome in order to deploy this new technology,
which include scalability of user localization and data migration,
along with new ways of interactions among the involved
stakeholders. In this respect, this paper proposes an
intercommunication layer that allows to isolate the physical
resources while managing the migration of service instances
according to the user’s position. Moreover, the introduction of
specific mechanisms ensure personal services are deployed in a
lightweight fashion. Test results will show how such mechanisms
guarantee service migration to be seamless with downtimes
reduced up to 3 orders of magnitude.

In order to overcome these issues that could hinder the
deployment of the upcoming, fog-based personal services, it is
crucial to provide means of communication to the involved
stakeholders that guarantee isolation to both physical and virtual
resources and, at the same time, support the seamless migration
of the personal service instances. To cope with these issues, the
approach undertaken in the European Commission-funded
INPUT Project, [7], and presented in this paper, is twofold. On
the one hand, an intercommunication layer, which is named
pyroclast and is based on OpenStack [8], has been designed to
allow the communication among the stakeholders while
providing a proper level of isolation to the physical resources
and the ability to manage the migration of service instances
according to the user’s position. On the other hand, specific
mechanisms have been designed to ensure personal services are
deployed in a lightweight fashion in order to guarantee their
seamless migration.
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I. INTRODUCTION
The present-day Internet is characterized by a number of
devices and communication media that require external storage
and computational features. In particular, the advent of the
Internet of Things (IoT), with several application fields spanning
from smart home to e-Health, generate massive amounts of data
that need to be transferred, processed and stored over the
Internet. In order to efficiently manage these data, fog
computing [3] [4] can be exploited to extend cloud computing
and services to the edge of the network, providing data storage,
computing and application services in the proximity of the endusers. Thanks to this proximity, and the consequent reduction of
the end-to-end-latency, improved levels of security, Quality of
Service and Experience (QoS and QoE) can be guaranteed that
allow to offer personal services otherwise unfeasible, such as
replacing part of a physical smart device with a virtual image to
make it remotely usable.

The paper is organized as follows. Section II describes the
role of the stakeholders involved in the fog environment and
what are the steps adopted for service deployment according to
the INPUT perspective. Section III goes into detail about the
techniques adopted in the project for extending the OpenStack
interface, while IV covers the deployment of the services
(OpenVolcano personal services) and the related issues. Section
V provides an example of the instantiation of a service and the
evaluation of the related performance, and conclusions are
drawn in Section VI.

Pervasive distribution of the services and related data
collection and storage requires a new architecture to decompose
the current centralized datacenters into new micro-datacenters
located in the infrastructure providers’ premises [5], and to
enable mechanisms to both detect the users’ position and
migrate their service instances in their proximity. Clearly, in the
deployment of this innovative architecture, the involved
stakeholders will have to deal with several issues. In order to
deploy their services in a geographically distributed fashion, and
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II. THE INPUT APPROACH TO SUPPORT STAKEHOLDERS’
INTERACTIONS

The role of the stakeholders has evolved with the advent of
cloud computing, and will be even more relevant the expansion
of the fog computing paradigm. While the network
infrastructure and the services were originally provided by the
same “entity”, it is now common to have multiple tenants
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providing network services on top of a proprietary infrastructure
domains. In the design of the edge network architecture, the
INPUT Project considers the presence of three main
stakeholders: infrastructure provider, service provider and enduser. The user purchases services from the service provider,
which in turn rents portions of computational and storage
resources from the infrastructure provider to deploy the virtual
instances of the personal services.
The infrastructure provider is interested in hiding its internal
architecture and, potentially, there could be one service provider,
renting the infrastructure resources, per available service: in
order to guarantee that both stored resources and traffic from
different players are properly classified and isolated, the mere
adoption of an abstraction layer cannot be sufficient, because
both the infrastructure and service provider are willing to
minimize their costs, but the optimal minimization for each of
them cannot be reached independently, as the output of the
optimization for one stakeholder might be the input for the other,
or their optimizations might even be concurrent. Furthermore,
the actions of the service provider drive the power consumption,
but it is actually the infrastructure provider who pays the energy
bill.

Figure 1. The INPUT architecture deployment in the edge network and its
interactions with the involved stakeholders.

For this reason, the infrastructure provider must be in charge
of receiving the instantiation requests of the service, and to
allocate them in ways that, on the one hand, respect the Service
Level Agreement (SLA) between the service provider and the
end users, and, on the other hand, allow to save energy by
applying suitable consolidation policies. In addition, monitoring
capabilities are required to properly drive the allocation of the
services by collecting performance information regarding, on
the infrastructure side, the usage of the computing facilities and
networking resources and the energy consumption, and, on the
service side, per-user service monitoring to support the SLA
verification.

and solutions. The framework that will be utilized for this design
strongly exploits programmable hardware, and is based on the
OpenVolcano prototype, of which a general description can be
found in [11]. OpenVolcano provides scalable and virtualized
networking technologies able to integrate cloud services, both
personal and federated, in a native fashion. The modular nature
of the platform allows to cope with the presence of remote
network managers interacting with the OpenVolcano control
plane and to support the migration of the personal service
instances among the servers in the edge network. In this paper,
we are not focusing on the networking aspects, which are
exposed in [11] as well, but rather on the control plane elements
and mechanisms used for stakeholders’ communication and
personal services deployment. The component in charge of such
communication is called pyroclast and is described in Section III

To this goal, the INPUT Project aims to support the
declaration, the instantiation, and the operations of new personal
services inside the infrastructure provider premises, in the form
of both Infrastructure-as-a-Service (IaaS) and Platform-as-aService (PaaS). This will allow, for example, to replace the
logical part of the physical smart devices usually placed in users’
homes (e.g., network-attached storage servers, set-top-boxes,
etc.), or deployed around for monitoring purposes (e.g., sensors),
with their virtual images running into the personal user’s PaaS
instance, providing them to users “as a Service”. Users are
always connected to such services at any time and at any place
by means of a personal network, a virtual overlay. Such
networks allow decoupling the Layer 2 address associated with
services from the physical location of the hosting hardware,
providing the user with the perception of being in the home LAN
with his/her own smart devices, independently of the current
location.

III. OPENSTACK EXTENSIONS
The INPUT project tackles the design of an infrastructure
supporting personal cloud services by leveraging the fog
computing paradigm. To this aim, it is developing a layer in the
control plane, based on OpenStack, to support the
communication among the stakeholders involved in the service
deployment. OpenStack is a cloud operating system that enables
public and private clouds to be quickly deployed and effectively
managed by providing an open-source software service
framework that is API-driven and pluggable.
In the implementation of this communication layer,
northbound, we are exploiting the available OpenStack APIs in
order to provide a trusted and well-known interface to the
involved stakeholders, and adding some extensions to isolate the
physical resources hosting the fog micro-datacenters while
guaranteeing the desired levels of QoS/QoE. Southbound, we
are providing communication towards the data plane, regarding
monitored data describing the deployed services current state
and requests for migrations, by means of RESTful APIs.

Considering the architectural point of view, as shown in
Figure 1, the INPUT edge network data plane is composed of a
number of servers designed according to the Network Function
Virtualization (NFV, [9]) paradigm connected by OpenFlow
switches [10]. This design approach will make the data plane
flexible enough to be easily reconfigured and also provide a high
degree of freedom in the implementation of new applications
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OpenWRT is very lightweight, as it can run on 24 MB of RAM
with respect to the typical Linux requirements that can reach the
GB order of magnitude.
During the first subscription of/to a personal service, a
personal network must be deployed, characterized by user’s
decisions on the addressing rules, the NAT/firewall
configuration and the list of physical devices connected to the
user’s LAN that he/she wants to be part of his/her personal
network. Then, the user can browse the list of available services
in the catalog and select one or more for connecting them to the
personal network.
When the configuration is finished, the infrastructure
provider is responsible for the deployment and activation of the
new personal network environment and the related services. The
completed subscription is communicated by pyroclast to the
conduit module using a REST interface. conduit can be
considered the center of the control plane, as it is responsible for
requesting the information related to monitoring and services,
forwarding it to the real-time analytics engine and
communicating the obtained configuration (regarding both
service placement and OpenFlow rules) to the underlying
control and data plane elements. As the communication from
pyroclast is received, conduit requests a new configuration of
the logical and virtual resources to the real-time analytics, and
then communicates the desired placement of the service
instances to the data plane. The optimal allocation obtained in
this phase will be re-computed in case of changes in the network
status or in the number/position of the customers and respecting
the SLA constraints.

Figure 2. The service deployment using OpenVolcano.

In more detail, as shown in Figure 2, services are supplied
by the service provider using the original, OpenStack web
interface in the form of a service chain, which represents the
single building blocks composing the service (more on this in
Section IV) and the relationship among them, along with a set of
resource requirements that will guarantee the fulfillment of the
SLA for the service.

IV. PERSONAL SERVICES DEPLOYMENT AND ISSUES IN THE
INPUT ARCHITECTURE

At this stage, the service chain is taken in charge by an
original module called pyroclast [11]. This module extends the
features of Nova and Neutron, which originally host the services
and deliver SDN-based Network-as-a-Service (NaaS), and
includes re-written interfaces towards the network to allow the
interaction with the other OpenVolcano control plane elements.
When a new service chain is made available, pyroclast is in
charge of decomposing it into its building blocks, storing them,
and communicating this operation to the underlying control
plane elements. In fact, differently from OpenStack, no
allocation of physical resources in the edge network is actually
performed before a service is purchased by an end-user. In this
way, the resources are kept free unless the services are actually
requested.

In the INPUT architecture, the personal network
interconnecting the user to his/her smart devices is composed of
a number of virtualized network functions performing the
typical actions of the user’s home gateway, such as IP
forwarding/routing, firewall, NAT, DHCP, etc. The in-network
IaaS and PaaS services supported by the INPUT platform and
delivered through the personal network are composed of a chain
of applications running in a single Virtual Machine (VM) in case
of IaaS services or a Java Virtual Machine (JVM) in case of
PaaS. Despite the name, JVMs represent an abstraction that
allows to run the related code on any physical platform
supporting Java, rather than the virtualization of the physical
platform itself. The PaaS system adopted in this architecture is
CapeDwarf [13], an application server that allows the
deployment of Google App Engine applications without
applying any modifications. Multiple PaaS instances, each
belonging to a single user, can be independently instantiated in
the same VM in a completely isolated fashion.

The decomposed services are stored in a service template
contained in the OpenStack database. The template is accessible
by the control plane elements in charge of the service allocation
and orchestration, and provides the information included in the
service catalog to expose the list of services available for
subscription to the end-users. When a new user subscribes to a
personal service, he/she has to create/configure the environment
composed of one or more available services. A web interface has
been designed to provide all the functionality typically available
in a home gateway. OpenWRT [12] has been chosen for this
implementation, because it is a Linux distribution that was
natively created for this goal and provides a fully working user
interface specific for home gateway functionalities. In addition,

In the tests presented in Section V, we are considering the
implementation of virtual images of sensors in each PaaS
Instance, the Virtual Objects (VOs) [13]. Although sensors will
never be completely virtualized, as they obviously require
hardware for the acquisition and the transfer of measured data,
this implementation will offer different additional capabilities
and functionalities to VOs upon user request, like the possibility
of instantiating specific Machine-to-Machine (M2M) protocols
and logical relationship (i.e., Social) with other objects, or the
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introducing specific virtual network functions in charge of
temporarily buffering the packets addressed to the migrating
service instance.

possibility of directly archiving sensor measures on (personal)
cloud-powered storage services. However, the deployment of
virtualized services closer to the user has the clear drawback of
added scalability issues, especially in the management of
migrations. In fact, since the VOs must be migrated according to
the actual user position in order to respect the SLAs, huge
amount of data might be moved pointlessly in the absence of
proper design and orchestration mechanisms.

V. PERFORMANCE EVALUATION
In order to evaluate the performance of the developed IoT
service, a test bed has been setup on the OpenVolcano platform
for emulating a next-generation telecom edge network,
composed of high-speed OpenFlow switches interconnecting
mobile and wireline back-hauling links and a number of pointsof-presence equipped with micro-datacenters.

In this respect, the INPUT approach allows providing service
instances with an intrinsic (horizontal) scalable fashion, since
each end-user subscribing to a service will have her/his own
personal PaaS instance that include his/her VOs. In such a
scenario, the need for service providers to dynamically
orchestrate service chain instances is clearly much more limited
than legacy cloud environments. In fact, in legacy environments,
service components residing in remote public datacenters are
dynamically (horizontally/vertically) scaled according to the
actual workload, which depends on the (unpredictable) number
of active users and their behavior. On the contrary, the INPUT
platform allows to bind service chain instances to individual
end-users and to a-priori dimension them in order to intrinsically
provide the desired level of performance. In such a way, service
dimensioning may be part of the agreements between service
providers and end users.

We decided to focus on the costs related to virtual machine
and VO migrations, needed to maintain the service (or parts of
it) as close to end-users on the move as possible. The primary
effects of such migrations are clearly represented by the delay to
move data and applications between a couple of points-ofpresence in the telecom operator network, and by possible time
windows of service unavailability during this process. To this
purpose, we performed a number of tests by migrating all the
VOs in a Capedwarf instance and the VM containing the entire
Capedwarf of the selected use-case service according to random
network loads (spanning from 5% to 40% of the overall network
capacity for emulating the night and day network utilizations).
The base Round Trip Delay among the couple of points of
presence where migrations happen has been kept to 5 ms.
Without loss of generality, we considered the simplified
scenario where each VO collects data received from the
respective physical Smart Object with only one sensor. A
Capedwarf instance is configured to host 10 VOs, collecting
amounts of data spanning from 8 KB to 78KB.

In order to further curb scalability issues, it is also possible
to pre-deploy the applications images in the fog micro
datacenters. In general, the migration of an execution
environment includes transferring both the virtual image, which
is the actual “body” of the instance, and the dynamic state,
representing the data located inside the RAM memory and
related to the instance to be migrated. This characteristic can be
exploited to minimize the migration time: in fact, since the
virtual image does not occupy much disk space, it can be
deployed inside some servers of the edge network, and
migrations can be then performed by simply moving the
dynamic state with a negligible overhead. This mechanism, as
shown in Figure 3, can be applied to both VMs and PaaS
instances; however, attention must be taken to the reduction of
migration times versus storage occupation. In the case that the
image cannot be conveniently deployed in advance on the
destination server for disk space constraints, further mechanisms
are required to guarantee a seamless migration, for example by

Figure 4 reports the obtained results when the images of VOs
(i.e., the VO application binaries) and VMs (i.e., the VM disk)
are already available in the destination point-of-presence, or
when their transfer is part of the migration process. The data
associated to the VOs are migrated by synchronizing the
databases of the source and destination Capedwarf instances on
the fly. When this operation is completed, the destination
instance takes the place of the source one, which is then switched
off. As clearly suggested by the results in Figure 4, the migration
of only the VOs is much lighter (up to 3 orders of magnitude)
with respect to moving VMs, since the PaaS environment allows
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Figure 3. Migration of VMs and PaaS instances in the INPUT platform.
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(a)

(b)

Figure 4 Measured times to migrate the VOs in a Capedwarf instance (PaaS VO) vs. the ones when moving the entire Capedwarf Virtual Machine (IaaS
VM) in the case of (a) only data migration, and of (b) migration of images and data.

reducing the amount of overhead to be migrated dramatically. In
fact, in the VM case, the entire system memory (including also
the one in the kernel memory space or related to other processes)
is transferred taking tens of seconds. Moreover, during VM
migrations, we experienced typical service downtimes of
approximately 500ms-1s. On the contrary, the selected PaaS
environment permits completely separating the data used by the
virtualized service/application, and consequently almost zeroing
the migration overhead, and avoiding any measurable
downtimes (below 1 ms).

This work has been supported by the INPUT (In-Network
Programmability for next-generation personal cloUd service
supporT) project funded by the European Commission under the
Horizon 2020 Programme (Call H2020-ICT-2014-1, Grant no.
644672).

Figure 4 also outlines the importance of pre-distributing
application images into the fog infrastructure, since it allows to
reduce the migration time of an order of magnitude in the VO
case, and of a factor of 2 for the VM case.
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